National Technical University of Athens
School of Applied Mathematics and Physical Sciences
Department of Mathematics

Map Labeling Algorithms
with Application in
Graph Drawing and Cartography
Michael A. Bekos

A Thesis Presented to the National Technical University of
Athens in Fulfilment of the Thesis Requirement for the Degree
of Doctor of Philosophy

Supervisor: Assoc. Prof. Antonios Symvonis

Year of doctoral defence: 2008

National Technical University of Athens
School of Applied Mathematics and Physical Sciences
Department of Mathematics

Ph.D. Degree Examination
for

Michael A. Bekos

Map Labeling Algorithms with Application
in Graph Drawing and Cartography

Thesis Committee:

Antonios Symvonis, Supervisor
Efstathios Zachos
Alexandros Papaioannou

The Ph.D. Degree Proposal has been examined and approved on ....................

..................................... ..................................... .....................................
A. Symvonis
Assoc. Professor NTUA
(Supervisor)

.....................................
I. Z. Emiris, Professor
University of Athens

.....................................
P. Spirakis
Professor
University of Patras

E. Zachos
Professor NTUA

A. Papaioannou
Assist. Professor NTUA

.....................................

E. Koutsoupias, Professor
University of Athens

.....................................

V. Zissimopoulos
Professor
University of Athens

.....................................
Michael A. Bekos
School of Applied Mathematics and Physical Sciences
National Technical University of Athens

Copyright c Michael A. Bekos, 2008
All rights reserved
No part of this thesis may be reproduced, stored in retrieval systems, or transmitted in any form or by any means -electronic, mechanical, photocopying,
or otherwise- for pro t or commercial advantage. It may be reprinted, stored
or distributed for a non-pro t, educational or research purpose, given that its
source of origin and this notice are retained. Any questions concerning the use
of this thesis for pro t or commercial advantage should be addressed to the
author. The opinions and conclusions stated in this thesis are expressing the
author. They should not be considered as a pronouncement of the National
Technical University of Athens.

Abstract

Placing extra information {usually in the form of textual labels{ next to features
of interest within a visualization, constitutes an important task in the process
of information visualization, since labels convey information on the objects of
the visualization and help the reader to identify what is being displayed. The
interest in algorithms that automate this task has increased with the advance
in type-setting technology and the amount of information to be visualized.
Current research on map labeling has been primarily devoted on labeling
point-features of a map, so that each label is placed next to the feature it
describes. In this case, the basic requirement is that the labels should be pairwise
disjoint. However, this is not always possible to be achieved, e.g., in the case
where the labels are too large or the feature set is too dense. Another major
factor a ecting the readability of a visualization that contains textual labels is
the degree to which the labels obscure graphical features of the visualization as
a result of spatial overlaps.
In this thesis, we propose an alternative formulation to the map labeling
problem, which addresses these problems. We introduce boundary labeling, a
new approach for labeling dense feature sets with large labels. According to
this model, the labels are attached on the boundary of a rectangle that contains
all features. Then, each feature should be connected to its associated label
through a leader, such that no two leaders intersect. In this thesis, we present
several variants of this model and di erent ways of obtaining boundary labelings.
Boundary labelings are suitable for labeling technical drawings and medical
atlases, where it is common to explain certain features of the drawing by blocks
of texts arranged on its boundary. The problem is interesting in that it is a
mixture of a label-placement and a graph-drawing problem.
5
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In this thesis, we also study another problem, that it is closely related to
the map labeling problem: the metro-line crossing minimization problem. This
problem arises when drawing metro maps or public transportation networks.
We are given a planar, embedded graph G = (V; E ) and a set L of simple paths
on G. The main task is to place the paths on the embedding of G, so that the
number of crossings among pairs of paths is minimized. In metro maps, the
nodes of G correspond to train stations, an edge connecting two nodes implies
that there exists a railway track connecting them, whereas the paths illustrate
the lines connecting terminal stations.
Having modeled the metro-line crossing minimization problem as a tuple
(G; L), then the process of constructing a metro map consists of a sequence
of steps. Initially, one has to draw the underlying network nicely. Then, the
lines have to be properly added into the visualization and, nally, a labeling
of the map has to be performed over the most important features. In the
graph drawing and computational geometry literature, the focus so far has been
nearly exclusively on the rst and the third step. Interestingly enough, the
intermediate problem of adding the line set into the underlying network was
recently introduced. Extending previous works, we study the cases where the
underlying network is path, tree or arbitrary graph, in general, and we also
propose new problems, for which we present polynomial time algorithms.

-6-
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Part I

Map Labeling Algorithms with Application in
Graph Drawing and Cartography

13

Chapter

1
Introduction

The expression \clothes make the man" applied to cartography would be
\good form and placing of type make the good map".
E. Imhof, 1975

The more there is a need for large, especially technical maps,
for which legibility is much more important than beauty,
the more the computerization of maps asks for fully automated algorithms.
M. Formann and F. Wagner, 1991

1.1 Motivation
Placing extra information next to features of interest within an illustration,
constitutes an important task in the process of information visualization. In
Cartography, Geographic Information Systems (GIS) and Graph Drawing, it
is often essential to display data associated with graphical objects that are
contained within an illustration. Most diagrams, maps, technical drawings,
charts are usually made of drawings together with textual information that one
wants to convey, e.g., a region on a map, a machine part on a technical drawing,
a body part on a medical diagram, or a name of an employee in an organizational
chart.
Textual information is usually placed with labels that are located close to
the objects that they are tagging and help the reader to identify the object
15
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that is being described. The labels rarely convey all information available on an
object {since that would unnecessarily clutter the illustration{ but rather focus
on features that distinguish it from others.
The interest in algorithms that automate the label placement process has
increased with the advance in type-setting technology and the amount of information to be visualized. However, until recently the placement of labels was
primarily performed manually, particularly in map production. A map sheet,
depending on its size and scale, normally contains several hundred to several
thousand features that have to be annotated. Therefore, it is rather than obvious that manual label placement is a time-consuming tack, which is estimated
to take sometimes up to fty percent of the total map production time. Apart
from that, in the areas of Cartography, Geographic Information Systems and
Graph Drawing, the label placement usually has to be performed eciently.
Therefore, it is highly desirable to use automatic labeling algorithms. Besides,
automated map labeling has been identi ed as an important research area by
the ACM Computational Geometry Impact Task Force report [C+ 96]:

\Label placement is a source of many geometric optimization problems. Even when labels are to be placed in xed positions relative
to point features these are typically NP-hard. Since maps do need
labels, heuristics and ecient algorithms for identifying constraints
and possible positions are needed."

1.2 A Short Historic Overview
The oldest science which is closely related to the automated map labeling is
probably cartography, since it always combined graphical with textual elements.
The rst evidence of a scaled map has been found in China [YX98]. It is
1
estimated to be 2300 years old, depicts in 500
- scale a portion of what is now
northern Hebei province in China and details the royal mausoleums of Wang
Cuo, the fth king of the Zhongshan Kingdom.
One of the rst papers dealing with label placement was published by Eduard
Imhof in 1962 [Imh62] (see Sections 1.2.1 and 1.2.2), who introduced a set of
guidelines that measure the quality of a map. Before, a cartographer could judge
whether a map is \well" or \poorly" labeled, based only on his experience. Ten
years later, another cartographer, Pinhas Yoeli [Yoe72], makes the rst attempt
to automate the label placement process (see Section 1.2.3). Since then and for
almost two decades the label placement problem has been studied occasionally.
- 16 -
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However, from the beginning of the eighties, the amount of research in automatic map labeling increased signi cantly, as the number of published articles illustrates1 . A considerable number of scientists that stem from di erent research
areas, such as computational geometry and graph drawing, has been attracted
by this topic. Due to the computational complexity of the label placement
problem, which is N P -hard in general [FW91], the map labeling community
has suggested numerous approaches, such as expert systems [AF84], zero-one
integer programming [Zor90], approximation algorithms [FW91], simulated annealing [Zor97] and force-driven algorithms [Hir82] to name only a few.

1.2.1 General Principles and Guidelines
As already stated, the fundamental principles that measure the semantic clarity
of a map were given in the early sixties by the prominent Swiss cartographer
Eduard Imhof [Imh62]2 , who {based on his long experience{ introduced a set
of guidelines for the production of high-quality maps, including one hundred
examples of good and bad labeling decisions. The most important rules reported
in the work of Imhof include the following:

Legibility: The labels should be legible, easy-to-read and quickly located over

the map, even if the map is too dense. Legibility depends not only on
the size, font type and/or color of the labels. It also depends on other
components of the map, including other labels.

Unambiguity: Each label and the object to which it is attached, should be
easily recognized. This means that each label should be easily identi ed
by exactly one feature of the map.

Avoidance of Overlaps: The labels should not overlap with other labels or

other features of the map. However, in several cases, and especially in too
dense maps or in maps which contain labels of large size, this cannot be
always avoided.

Depiction of Hierarchies: The labels should re ect the classi cation and the

hierarchies of the objects over the map. To achieve this, labels of di erent
size, font and color should be used.

1A

detailed and up-to-date bibliography on map labeling is maintained on-line by Alexander Wol and Tycho Strijk at: http://i11www.ira.uka.de/map-labeling/bibliography [WS]
2 An English translation of this paper was published subsequently in [Imh75]
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Uniform Dispersion: The labels should be uniformly dispersed over the map.

This implies that the labels should not be evenly nor densely dispersed
over the map.

1.2.2 Classi cation of the Labeling Problems
In the same work, Imhof rst classi ed the label placement problems in three
categories, according to the graphical feature which is described:

Point Features: The term refers to position designations or names for pointlike objects, such as cities, mountain peaks or area features on small scale
maps and vertices of graphs or diagrams.

Line Features: The term describes linear designations (objects with linear or

ribbon-like extent) such as rivers, streets, railroads on maps and straight
edges, polygonal lines and edges or arcs of graphs or diagrams.

Area Features: The term corresponds to area designations such as countries,
states, islands, mountains and lakes.

In the map labeling bibliography, the above problems are referred to as
point-labeling, line-labeling and area-labeling problems, respectively. Note that
the placement of a label in one of the above categories depends on the scale
of the map. For example, at small scales an island or an island group can be
treated as point feature.
Usually, point and line feature labels are arranged next to the object that
describe. However, area feature labels are usually placed within the boundary
of the feature to be labeled.

1.2.3 The First Step Towards Automation
The rst step towards the automation of the map labeling process was due to
the Israeli cartographer Pinhas Yoeli in the early seventies, who published the
rst article [Yoe72] regarding the automatic label placement. In contrast to
Imhof's point of view as a cartographer, Yoeli tried to derive labeling rules that
could be transferred directly into an algorithm.
He proposed a semi-automatic, interactive system, which consists of a human map editor, a geographic database, an output device and a \principle-ofplacement" module. Bounded by a grid-oriented output device, he operated
on a grid in which, each point feature occupies exactly one square grid unit.
Yoeli's algorithm is basically a deterministic greedy algorithm, which considers
- 18 -
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each point feature in turn and places its label at the \best" position (among
eight alternatives) that does not result in an overlap. The basic idea of his
system was that the map editor provides a number of features that have to be
labeled to the system, runs the system, and evaluates the results. If a feature
cannot be labeled, then its label must be placed manually. Alternatively, one
could reduce the number of features to be labeled, or reduce the font size and
rerun the system until a satisfactory solution is found.

1.3 Common Labeling Models and Problems
Typically, a label placement problem consists of a set of n features (points,
lines, areas) to be labeled and a set of label candidates (usually rectangles,
cycles, eclipses) associated with each feature. Sometimes, it is common to assign
a cost to each individual label candidate, which illustrates the quality of this
placement in terms of unambiguity, overlap with other graphical features and/or
the preference among the remaining label candidates3 .
A label placement is usually performed adopting a speci c labeling model,
which indicates how features are labeled. The most important (and subsequently
most applicable) models include the following:

Fixed Position Model: Each feature has a nite set of label candidates. For
point labeling, typical examples are the 2-position and the 4-position models, which were introduced by Formann and Wagner in [FW91]. An illustration of these models is depicted in Figure 1.1a.

Fixed Position Model with Scalable Labels: Each feature has a nite set

of label candidates, where the size of all labels can be scaled. An interesting variation of this model includes the elastic labels [IL03], in which
each label occupies a xed area but its dimensions may vary. Figure 1.1c
illustrates this model.

Slider Model: Each feature is associated with a label that can be placed at

any position, so that it touches the feature. For point labeling, typical
examples are the 1-, 2- and 4-slider model, which were introduced by
van Kreveld, Strijk and Wol in [vKSW98] (see also [vKSW99]). In the
4-slider model, each feature must be labeled such that any edge of the

3 This formulation was rst illustrated in the work of Yoeli [Yoe72], who developed his system, assuming that each point feature has eight label candidates, each of which was associated
with a priori preference value, depending on its position around the point.

- 19 -
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label touches the feature. In the 2-slider model, either the label's top or
bottom edge has to touch the feature. In the 1-slider model, the bottom
edge of a label must touch the feature. These models are illustrated in
Figure 1.1b, where the labels can be shifted continuously as it is indicated
by the arrows.

Point-Adjacent Slider Model: This model is a generalization of the slider

model mentioned above, in which the label is adjacent to its point feature
but it can also be rotated. It was introduced by Doddi, Marathe, Mirzaian,
Moret, and Zhu in [DMM+ 97]. Figure 1.1d illustrates this model.

1-position 2-position
4-position
(a) Fixed position models.

1-slider
(b)

2-slider
4-slider
Slider models.

4×1

1×4

(c)

2×2

Elastic Labels.

(d)

Point-adjacent slider model.

Figure 1.1: Di erent labeling models
Adopting a labeling model, one can de ne several problems. The most common of them include the following:

Decision Problem: Does there exist a label placement, such that each feature
is labeled with a label of its candidate set, and no two labels overlap?

Label Placement Problem: In the case, where the decision problem yields
an armative answer, determine a legal label placement, i.e., a placement

where each feature is labeled with a label of its candidate set, and no two
labels overlap.

Label-Number Maximization Problem: In the case, where the decision

problem yields a negative answer, assign as many labels as possible, such
that the implied label placement is legal.
- 20 -
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Label-Size Maximization Problem: Find a maximum scaling factor s and

a corresponding legal label placement, such that each feature is labeled
with a label scaled by s.

Observe that an algorithm for the label placement problem trivially solves
the decision problem. Thus, the label placement problem is at least as hard
as the decision problem. Similarly, the label-number maximization problem
is at least as hard as the label placement problem. Assume now that there
exists an algorithm for the label placement problem. It is clear that a binary
search over all potential label sizes combined with this algorithm solves the
label-size maximization problem. Additionally, an algorithm for the label-size
maximization problem trivially solves the label placement problem. Thus, the
label placement problem and the label-size maximization problem are in the
same complexity class and at least as hard as the decision problem.
The fundamental problem that is examined in the map labeling literature is
the decision problem. A great deal of e ort is devoted to prove that this problem is computationally hard. We mention the works of Formann and Wagner
[FW91], Kato and Imai [KI88], Kakoulis and Tollis [KT96], Marks and Shieber
[MS91], Iturriaga and Lubiw [IL97] and van Kreveld, Strijk and Wol [vKSW99]
that contain results, which prove that the majority of the label placement problems are N P -complete.
This fact led the map labeling community to various approaches. Approximation algorithms have been proposed by Agarwal et al. [AvKS98], Doddi et al.
[DMM+ 97], Formann and Wagner [FW91], van Kreveld et al. [vKSW99], Wagner [Wag94], Wagner and Wol [WW95a] and Zhu and Poon [ZP99]. Heuristic
methods have been developed by Christensen et al. [CMS95], Edmondson et
al. [ECMS97], Kakoulis and Tollis [KT96, KT97, KT98a, KT98b] and Wagner
and Wol [WW95b, WW98]. Other approaches include expert systems [AF84],
zero-one integer programming [Zor86, Zor90], simulated annealing [Zor97] and
force-driven algorithms [Hir82].

1.4 Point Feature Label Placement Problem
Point feature labeling is a classical and important problem. The greatest research e ort is concentrated on this problem. This is reasonable, since most of
the features of a map are usually represented as points (cities, mountain peaks,
monuments, etc).
Formann and Wagner [FW91] studied the point label placement problem
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adopting the 2-position and the 4-position models. For the special case of the
2-position model, the authors presented an O(n log2 n) algorithm by reduction
to a 2-SAT problem4 . However, they proved by a reduction from the 3-SAT
problem that the corresponding decision problem whether a solution to the
point labeling problem in the 4-position model exists is N P -complete, even in
the case where all labels are axis-parallel equally sized squares. Formann and
Wagner also developed an O(n log n) time algorithm which guarantees a label
size at least half the optimum, assuming that all labels are of equal sizes, and
they further proved that no polynomial time approximation algorithm with a
quality guarantee better than 1=2 exists, provided that P =
6 N P . Wagner
[Wag94] proved that each algorithm that achieves this approximation, requires
Ω(n log n) time.
The above discussion implies that the algorithm of Formann and Wagner is
asymptotically optimal. However, Wagner and Wol [WW95a] observed that in
practice the algorithm of Formann and Wagner did not produce acceptable (e.g,
practically useful) solutions, since hardly ever results in square sizes signi cantly
greater than half the optimum. Thus, by applying several modi cations, they
achieved to improve its performance in practice [WW95a, WW95b, WW97].
Agarwal, van Kreveld and Surri [AvKS98] managed to model the labelnumber maximization problem under the xed position model (which covers the
cases of 1-position, 2-position and 4-position models) as a maximum independent set in rectangles and proposed a log1 n -approximation algorithm that needs
O (n log n) time. In the special case, where all labels are of unit height, the authors managed to improve the approximation factor to 1=2 without a ecting the
k
time complexity. Extending this result, they also obtained a k+1
-approximation
2k−1
which needs O(n log n + n
) time, for any integer k ≥ 1.
Among the slider models, where each label can be placed at any position
so that it touches the point feature that it is tagging, of particular interest
are the cases of the 1-slider, 2-slider and 4-slider models. Iturriaga and Lubiw
[IL97] proved that the decision problem whether a solution to the point label
placement problem in the 1-slider model exists, is N P -complete. Van Kreveld,
Strijk, and Wol [vKSW99] proposed a 21 -approximation algorithm for the labelnumber maximization problem under the 4-slider model that needs O(n log n)
time, assuming labels of equal height but of variable width. The algorithm with
small modi cations can also be applied to the 1-slider and 2-slider models.
However, the focus of the work of van Kreveld, Strijk, and Wol [vKSW99]
was on proving that the sliding models are able to improve the number of
4 This

is one of the few exact algorithms in the map labeling literature.
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labeled features on a given point set only by a constant factor with respect
to the corresponding xed position models. Figure 1.2 depicts the results of
their comparison. For instance, the maximum number of points labeled in the
4-position model can be at most twice the maximum number in the 2-position
model, whereas the maximum number of points labeled in the 4-slider model can
be at least twice and at most four times the maximum number in the 4-position
model. Note that the comparison is performed assuming a great number of sites
(i.e, n → ∞) and equally sized square labels. No aesthetic criteria are taken
into account.
1P

2 14 ≤ 1S : 1P ≤ 3

2

2

2P

4

2
2

1S

4P
2
2

2 ≤ 4S : 1S ≤ 3

2S

2

2

2 ≤ 4S : 4P ≤ 4

4S

Figure 1.2: A comparison of di erent labeling models.
Apart from approximation algorithms, several heuristics have also been proposed. Christensen, Marks and Shieber [CMS95] presented an empirical study
of those methods and proved that simulated annealing outperforms the other
methods. The authors also provides a classi cation of them as follows:
- Physical Relaxation: Using physical relaxation methods, labels are moved
smoothly because of virtual forces generated by label overlaps [Hir82].
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- Zero-One Integer Programming : Using zero-one integer programming, the
costs associated with each label's candidate positions are re ned iteratively
to re ect the relative desirability of the di erent label positions [Zor86,
Zor90].
- Gradient Descent : In gradient descent methods, a randomly generated
labeling is improved monotonically. This is done by considering all label
candidate positions, chosen from a discrete set, and by moving the label
which improves the global quality of the map labeling [CMS93].
- Simulated Annealing: Simulated annealing acts in a similar fashion as the
gradient descent methods. However, single label moves that worsen the
quality of the labeling are performed occasionally in order to avoid getting
entrapped by local optima [CMS95].

The most general label placement problem that permits the rotation of
the labels has been studied by Doddi, Marathe, Mirzaian, Moret, and Zhu
[DMM+ 97]. The focus of their work was on the size maximization problem,

√10 -approximation algoassuming equally sized square labels and proposed a sin
8 2
rithm for this problem that runs in O(n log n) time. The algorithms reported
in their work can be easily extended to support circular labels, too.
The problem of labeling point features that lie on a single line has so far been
studied by Garrido et al. [GIM+ 01] and Chen et al. [CLL05], along two di erent
labeling models: 4P and 4S , which correspond to the well-known 4-position and
4-slider models, respectively. More precisely, in the xed-position model 4P a
label must be placed so that the point to be labeled coincides with one of its
four corners, whereas in the sliding model 4S a label can be placed so that the
point lies on one of the boundary edges of the label. One can also use pre xes
1d- and Slope- combined with each model to denote the type of the input line;
1d denotes a horizontal or vertical line, whereas Slope denotes a sloping line.
Garrido et al. [GIM+ 01] showed that the problem of determining a legal
label placement under the 1d-4S model is N P -complete and they presented a
pseudo-polynomial time algorithm to solve it. They also showed that several
simpli cations, e.g. square labels or xed position, all have ecient algorithms.
Chen et al. [CLL05] showed that the problem of determining a legal labeling
under the Slope-4P model with rectangular labels of xed height can be solved
in linear time, if the order of the input points is given. They also showed that
the problem of maximizing the size of the rectangular equal-width labels of the
points on a horizontal line with top or bottom edges coinciding with the input
line under the 4S model can be solved in O(n2 log n) time.
- 24 -
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1.5 Other Variations of the Label Placement Problem
In general, the label placement problem refers to the labeling of any graphical
feature of a map, including line and area features. Kakoulis and Tollis have
studied the line feature label placement problem in a graph drawing setting,
i.e., straight lines. Their work was concentrated on the so-called edge label
placement problem, i.e., the labeling of the edges of a graph. They proved, by
a reduction from the 3-SAT problem, that the edge labeling problem is N P complete even in the case where, the label candidates of each edge are restricted
to have the same size and do not overlap [KT96]. They also studied hierarchical
graphs [KT97] and the case in which more than one label is associated with a
particular edge [KT98a].
Independently, Wol [Wol00] also presented a simpler proof of the N P completeness of the edge labeling problem. His reduction was from the planar
3-SAT problem, instead of the 3-SAT problem. More precisely, he proved that
the edge labeling problem is N P -complete in the case where i) all vertices in
the graph drawing have integer coordinates, ii) the edges joining the vertices
are axis parallel and, iii) have either 2 or 3 open unit square label candidates
which touch the edge they label.
A great deal of research on the line feature label placement problem is devoted on the so-called rectilinear maps, i.e., maps consisting of n disjoint horizontal and vertical line segments. This category of maps has several applications,
particularly in utility networks, such as communication networks. A common
labeling model for this special type of maps is the 3-position model, according to
which each line segment has three label candidates, either on the line segment,
or at one of its two sides. Similarly, the k-side model is de ned.
Doddi, Marathe, Mirzaian, Moret, and Zhu [DMM+ 97] proved that this
problem under the 3-position model can be solved in Θ(n log n) time, when all
segments are horizontal. Poon, Zhu, and Chin [PZC97] presented an algorithm
that solves the general line feature label placement problem on rectilinear maps,
under the 3-position model, in O(n2 ) time. Strijk and van Kreveld [SvK99]
proposed for the same problem an algorithm that runs in O(n2 log n) time. For
the most general model with k available positions, the algorithm of Poon, Zhu,
and Chin [PZC97] decides whether it is possible to place all the labels (and in the
case where the problem yields an armative answer calculates their positions)
in O(k(I + n) + log n) time, where I is the number of pairwise line segment
interactions.
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Kakoulis and Tollis [KT98b] and Wagner and Wol [WW98] presented general frameworks to label point, line and area features, with labels of any shape
and orientation.
Maps in the internet and navigation system devices pointed out the need
for dynamic production of maps. Dynamic maps are characterized by support
for continuous zoom (change of scale) and continuous pan (change of region
of interest), where the need for on-the- y and real-time response reduces the
available time for the dynamic production of the new map. Recent works that
deal with this problem are the related to the continuous zooming on multiple
scales work of Cecconi and Galanda [CG02], the works of Petzold, Plumer and
Heber [PPH99], Been, Daiches and Yap [BDY06] and Been, Nollenburg, Poon
and Wol [BNPW08] on the label placement problem in dynamic maps, and the
work of Petzold, Groger and Plumer [PGP03], in which several data structures
and algorithms are proposed for quick label placement on the visible (i.e., on
screen) parts of a map.
We conclude this section by mentioning that the book of Michael Kaufmann
and Dorothea Wagner \Drawing Graphs: Methods and Models" [KW01] contains an excellent presentation of the map labeling literature and it is suggested
to the interested reader. A more detailed and up-to-date map labeling bibliography is also maintained on-line by Alexander Wol and Tycho Strijk at:
http://i11www.ira.uka.de/map-labeling/bibliography [WS]

1.6 Thesis Contribution
The contribution of this thesis can be mainly focused on the following two topics:

Boundary labeling: A new model of both theoretic and practical interest, is
supplied for labeling dense point sets with large labels. Research on map

labeling has been primarily focused on labeling point-features, where the
basic requirement is that the labels should be pairwise disjoint. It is clear
that this is not achievable in the case of large labels or, equivalently, dense
point sets. Boundary labeling addresses this problem by attaching the labels on the boundary of a rectangle that contains all features. Then, each
feature should be connected to its associated label through a leader, such
that no two leaders intersect. Although boundary labeling is commonly
used, e.g., for technical drawings and illustrations in medical atlases, it had
not been studied in the literature. The problem is interesting in that it is a
mixture of a label-placement and a graph-drawing problem. In this thesis,
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we present several variants of this model and di erent ways of obtaining
boundary labelings. We consider attaching labels to one, two, and four
sides of the rectangle and connecting sites to their labels using several different types of leaders. We present algorithms for legal (i.e., crossing-free)
placements, leader-bend minimization, and leader-length minimization.

The metro-line crossing minimization problem: A relatively new problem,
of graph-theoretic interest and closely related to the map labeling problem.
The problem arises when drawing metro maps or public transportation
networks. We are given a planar, embedded graph G = (V; E ) and a set
L of simple paths on G. The main task is to place the paths on the embedding of G, so that the number of crossings among pairs of paths is
minimized. In metro maps, the nodes of G correspond to train stations,
an edge connecting two nodes implies that there exists a railway track connecting them, whereas the paths illustrate the lines connecting terminal
stations. The metro-line crossing minimization problem is an important
step in the process of automated metro map production, which precedes
to that of map labeling. In the graph drawing literature, the focus has
been so far exclusively on drawing the underlying graph nicely and not on
how to embed the lines along the underlying network. The latter problem
was recently introduced by Benkert et. al in [BNUW06]. However, their
research was dedicated solely to looking at a very restricted case where
the crossings can only be minimized along a single edge of the underlying
network. Extending their work, we study the cases of paths, trees or arbitrary networks, in general. We also propose new problems, for which we
present polynomial time algorithms.

1.7 Thesis Overview
In Chapter 2, we de ne the boundary labeling problem in detail. First, we
motivate the use of boundary labeling and then we give the necessary de nitions
and notation. In the addition, some of the most important variants of the
boundary labeling model are brie y discussed.
Chapter 3 reviews some preliminary notions and problems that are heavily
used in the remainder of the thesis. Among them, we prove that an interesting
variation of a single-machine scheduling problem can be solved in polynomial
time, whereas a variant of the well known even-odd partition problem remains
N P -complete even if an extra condition regarding the partial sums of the given
- 27 -
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integers holds.
In Chapter 4, we study boundary labelings with straight-line leaders. We
rst give a simple algorithm that computes legal boundary labelings. Then,
we show how this algorithm can be improved either in terms of runtime or in
terms of total leader length. In Chapter 5, we investigate several variants of the
boundary labeling problem with rectilinear leaders (i.e., leaders that consists of
two or three axis-parallel segments) for which we present a variety of simple and
ecient algorithms that minimize the total leader length or the total number of
leader bends. Chapters 4 and 5 is joint work with Michael Kaufmann, Antonios
Symvonis and Alexander Wol . A preliminary version of this work has been
published in [BKSW05], which was subsequently improved in [BKSW07].
In Chapter 6, we study the boundary labeling problem with octilinear leaders, i.e., leaders involving horizontal, vertical, and diagonal segments. We show
that by combining di erent types of octilinear leaders, we are able to overcome infeasibility problems that might arise if only a single type of leaders is
allowed. Our main contribution is an algorithm for solving the total leader
length minimization problem (i.e., the problem of nding a crossing-free boundary labeling, such that the total leader length is minimized) assuming labels of
uniform size. We also present an N P -completeness result for the case where the
labels are of arbitrary size. Chapter 6 is joint work with Michael Kaufmann,
Martin Nollenburg and Antonios Symvonis. A preliminary version of this work
has been published in [BKNS08].
In Chapter 7, we study the area-feature boundary labeling problem, where
the point-features can \ oat" within a region. This problem is motivated by
the fact that we often want to label area features of a map, e.g., a body part
in a medical map or a machine part in a technical drawing. So, instead of
arbitrarily selecting a point to represent each of these regions, we associate
them with polygonal areas, so that any site inside or on the boundary of these
polygonal areas can be selected to represent the corresponding region. Our main
contribution is a polynomial time algorithm that produces boundary labelings of
minimum total leader length for labels of uniform size. Chapter 7 is joint work
with Michael Kaufmann, Katerina Potika and Antonios Symvonis. Preliminary
versions of this work have been published in [BKPS05] and [BKPS06b] and were
subsequently improved in [BKPS08].
In Chapter 8, we present a variation of the boundary labeling model according to which the point-features lie on a single line (either horizontal or sloped).
We rst show that we are able to overcome infeasibility problems for certain
instances of the problem with dense point sets that might arise adopting the
- 28 -
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xed position model 4P or the sliding model 4S . Then, we evaluate our labeling
model under two minimization criteria, namely the total leader length and the
total number of leader bends. We show that both problems are N P -complete
if the labels can be placed on both sides of the input line, while we present
polynomial time algorithms for the case where the labels can be placed on only
one side of the input line. Chapter 8 is joint work with Michael Kaufmann and
Antonios Symvonis. A preliminary version of this work has been published in
[BKS07], which was subsequently improved in [BKS08]
In Chapter 9, we study the multi-stack boundary labeling model, which
permits labels in more than one stacks at each side of the rectangle that encloses
the point set. We present algorithms for maximizing the uniform label size for
the case where the labels occupy two and three stacks on the same side of the
rectangle. The key component of our algorithms is a technique that combines
the merging of lists and the bounding of the search space of the solution. We
also present N P -hardness results for multi-stack boundary labeling problems
with labels of variable height. Chapter 9 is joint work with Michael Kaufmann,
Katerina Potika and Antonios Symvonis. A preliminary version of this work has
been published in [BKPS06a].
In Chapter 10, we present a prototype tool that supports the boundary
labeling model and facilitates the annotation of drawings with textual labels. It
is joint work with Antonios Symvonis. A preliminary version of this work has
been published in [BS05].
In Chapter 11, we de ne the metro-line crossing minimization problem. We
present several variants of this problem and we also provide necessary de nitions
and notation. In Chapter 12, as a rst step towards solving the metro-line crossing minimization problem in arbitrary graphs, we study path and tree networks.
We examine several variations of the problem for which we develop ecient algorithms for obtaining optimal solutions. Chapter 12 is joint work with Michael
Kaufmann, Katerina Potika and Antonios Symvonis. A preliminary version of
this work has been published in [BKPS07].
In Chapter 13, we study the metro-line crossing minimization on arbitrary
graphs. We present two polynomial time algorithms, assuming that the terminals of the lines are located at vertices of degree one. The rst solves the general
case of the MLCM problem, where the lines that traverse a particular vertex
of the underlying network are allowed to use any side of it to either \enter" or
\exit", assuming that the endpoints of the lines are located at vertices of degree
one. The second one {which is more ecient in terms of time complexity{ solves
the restricted case, where only the left and the right side of each vertex can be
- 29 -
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used. Chapter 13 is joint work with Evmor a Argyriou, Michael Kaufmann and
Antonios Symvonis. A preliminary version of this work has been published in
[ABKS08].
We conclude in Chapter 14 with a summary of the results presented in this
thesis and a report of some future extensions of our work.
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Boundary Labeling:
De nitions and Notation
In this chapter, we de ne the boundary labeling, a relatively new model for
labeling point sites with large labels. We present several variants of this model
and we also present de nitions and notation that will be used throughout the
thesis.

2.1 The Boundary Labeling Problem
In this section, we propose an interesting alternative to the map labeling problem, namely, the boundary labeling problem. First, we motivate the use of boundary labeling and then we give de nitions and notation that will be heavily used
throughout the thesis.

2.1.1 Why Boundary Labeling?
As already stated in Chapter 1, there exist several variations of the map labeling
problem, regarding the shape of the labels, the location of the points and/or
some optimization criterion. A great amount of research on automated label
placement has concentrated on placing the labels inside the illustration itself.
This approach is reasonable for certain types of maps. Thus, most of the known
labeling methods focus on placing the labels so that: i) they do not overlap with
each other, and ii) they are close to (if possible, next to) the features they are
associated with. In this case, the basic requirement is that the labels should be
31

32

Chapter 2. Boundary Labeling: De nitions and Notation

pairwise disjoint. However, this is not always feasible, e.g., in the case where
the labels are too large or the feature set is too dense.
Large labels are quite usual in map labeling. An example is given in Figure 2.1, which depicts a map of the infrastructure network of the Greek school
system. It is rather than obvious that if the labels were placed close to the features that describe, they would de nitely overlap with each other, resulting in
confusing situations. In practice, large labels are common in technical drawings,
where certain features of the drawing should be explained by labels containing
blocks of text (instead of single-line labels).

Figure 2.1: The infrastructure network of the Greek school system.
The labeling of maps containing dense point sets (or equivalently, parts with
features densely dispersed) is a very challenging problem. A characteristic example is given in Figure 2.2a, which depicts a regional map of France. It is
constructed using the most general 4-slider model, mentioned in Section 1.3.
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However, the central part of this map contains features densely dispersed (subject to the length of the labels). This fact unavoidably a ects the quality of the
illustration, which is somewhat cluttered. Also, for some features, it is dicult
to identify their associated labels. In the map labeling literature, the most common approach to deal with this problem is to leave unlabeled as few features as
possible. However, this will lead to loss of accuracy. An alternative approach
is depicted in Figure 2.2b. It is clear that the quality of the latter labeling is
signi cantly improved. Also, the individual regions of the map are presented in
a more unambiguous fashion, mostly because of the absence of the labels from
the graphic.

(a)

(b)

A cluttered labeling.

A visually improved labeling.

Figure 2.2: A regional map of France
- 33 -
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Another major factor a ecting the quality of an illustration that contains
textual labels is the degree to which the labels obscure other graphical features of
the illustration as a result of spatial overlaps. The avoidance of overlaps among
labels and other graphical features of the illustration is an important aesthetic
criterion in the production of high-quality maps. According to the cartographers
[Imh62, Yoe72], it measures their quality in terms of unambiguity. However, this
aesthetic criterion has not been taken seriously into account in the map labeling
literature, basically due to the computational complexity of the majority of the
map labeling problems. In fact, most of known map labeling methods (and
consequently, algorithms) try to avoid label-label overlaps, only. The avoidance
of overlaps among labels and other graphical features of the illustration would
make the problem even harder.
Additionally, there exist maps, e.g., medical maps or technical drawings,
who need special treatment (i.e., a quite di erent labeling approach). Consider,
for instance, a medical map depicting the anatomy of a body part, as the one
depicted in Figure 2.3 that illustrates a human heart. It is easy to see that if
the labels were placed next to the features that describe, as the common labeling models suggest, then certain parts of the map would have been obscured.
However, in such a case, it is desirable to keep the map {more precisely, the underlying picture{ as clear as possible, since it conveys useful information which
must not be obscured by the use of the labels.

Figure 2.3: The anatomy of a human heart.
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Boundary labeling addresses these problems by attaching the labels to the
boundary of a rectangle R that contains the underlying drawing (and consequently the feature set). Then, each feature should be connected to its associated label through a polygonal line, called leader. Clearly, the leaders should
not intersect with each other in order to avoid confusion.
An example of a boundary labeling is depicted in Figure 2.2b. To produce
a boundary labeling one has to decide where exactly to place the labels on
the boundary of R and how to draw the leaders, such that the connections
between the features and the labels are clear and the leaders do not clutter the
illustration.

2.1.2 Related Literature
A boundary labeling problem can be viewed as a mixture of a label placement
and a graph drawing problem. Although it is commonly used, e.g., for technical
drawings and illustrations in medical atlases, this problem had not been studied
neither in the graph drawing nor in the map labeling literature. Due to the
complexity of either steps, there are still very few publications that combine
graph drawing and label placement. Klau and Mutzel [KM03] have coined
the term \graph labelling" for this discipline and have given a mixed-integer
program for computing orthogonal graph layouts with node labels.
Boundary labeling is somewhat related to graph drawing problems arising
in the automated layout of UML class diagrams, where sometimes boxes with
notes have to be attached to class nodes [BRJ99]. Similar layout problems arise
when labels are placed after the layout of the graph structure [KT03]. The
reason might be that the layout algorithm does not support immediate labeling
or the size of the labels is not known during the layout process but may change
interactively.
Leaders have so far only been used by Zoraster [Zor97], Freeman et al. [FMC96]
and Ali et al. [AHS05]. Zoraster [Zor97] investigates the labeling of seismic survey maps. Such maps are special in that the points typically lie on a few seismic
lines, which also must be labeled, and in that a point-label is placed orthogonally to the line that contains the corresponding point. In order to cope with
the density of the point set, Zoraster used 24 instead of the usual four label
positions and connected each label to its point by a leader. He used simulated
annealing to minimize an objective function that takes into account (a) the number of objects that receive a label and (b) the position of labels. The objective
function favours labels that are close to the object they annotate.
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Freeman, Marrinan and Chitalia [FMC96] present ALPS, a software system
for automated labeling of soil survey maps. If a soil polygon is too small to
accommodate its own label, the system tries to place the polygon's label into
an adjacent polygon. If this is possible, a straight-line leader is used to connect
label and polygon, otherwise the polygon remains unlabeled. Label positions
are determined by an iterative raster-based method.
Ali, Hartmann and Strothotte [AHS05] present heuristics to label 3D illustrations using straight-line and rectilinear leaders. Their approach is to work
internally on the projection of the 3D-scene on the plane, where individual visual objects are color-coded uniquely. The rendered image is then analyzed
to determine visible objects and anchor points. Layout-speci c algorithms determine initial positions for labels. Then, label overlaps are eliminated using
spring-embedding techniques. Possible leader intersections are resolved by interchanging label positions without introducing new label overlaps, since the
labels are of xed sizes. Finally, the labels are rendered with chosen decoration
style on top of the scene.
An example of interactive label placement is the widely used infotip mechanism, which consists of supplying the user with additional information about
screen objects whenever the mouse pointer rests a certain amount of time in their
vicinity. Fekete and Plaisant [FP99] extend the infotip paradigm to cope with
labeling of dense maps interactively. They draw a circle of xed radius around
the current cursor position, the so-called focus circle, and label the points that
fall into the circle by axis-parallel rectangles that contain the names associated
with the points. Labels are left-aligned and placed in two stacks to the left and
the right of the circle. If the cursor is too close to the left or right border of
the screen, only one stack is employed. The labels in the right (left) stack correspond to those points whose projection is on the right (left) half of the focus
circle. The order of the labels and their partition into the two stacks are both
determined by the images of the points on the focus circle under a projection
whose center is the cursor position. To connect a point with its label, Fekete
and Plaisant use a non-orthogonal leader that consists of two line segments: one
radially from the point to its projection on the focus circle and one from there
to the midpoint of the left edge of the corresponding label. For labels on the
left side, sometimes a third segment is used. This approach guarantees that
no two leaders intersect. In the worst case they may overlap within the focus
circle. Fekete and Plaisant do not specify any asymptotic running time, but it is
obvious that their algorithm runs in O(|S | log |S |) time once the set S of points
in the focus circle has been determined. Fekete and Plaisant also investigate a
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variant where the vertical or horizontal order of the points is respected by the
labels, which implies the necessity to accept leader intersections.
Iturriaga and Lubiw [IL03] give an O(n4 )-time decision algorithm for attaching elastic labels to n points on the perimeter of a rectangle. As mentioned in
Section 1.3, an elastic label models a block of text of xed area, but varying
width and height. Iturriaga and Lubiw place their labels inside the rectangle.
The problem is motivated by labeling shops on maps of the downtown areas of
North American cities such that the text labels are placed within the rectangles
de ned by the surrounding streets.
Iturriaga [Itu99] also brie y investigates the inverse problem, where elastic
labels must be attached to their points outside the given rectangle R. She
presents an algorithm that nds a label placement that uses the minimumwidth strip around R. If n points are given in order around R, the algorithm
takes O(n) time.

2.1.3 De nitions and Notation
A boundary labeling in its primitive form can be described as follows:

Input: The input of a boundary labeling problem is a set P of n points (in
the following referred to as sites ) si ; i = 1; 2; : : : n, each associated with

an open, axis-parallel, rectangular label li of width wi and height hi . The
site set P and the underlying drawing (i.e., the map to be labeled) are
enclosed in an axis-parallel rectangle R of sucient size, which is called
enclosing rectangle.

Output: The output of a boundary labeling problem is a placement of the

labels at distinct positions on the boundary of the enclosing rectangle R
and a set of leaders connecting each site with its associated label, so that
i) the labels do not overlap with each other and ii) the leaders do not
intersect or overlap with each other. Such labelings are referred to as legal
boundary labelings (or simply as legal labelings ).

Since a boundary labeling consists of several parameters (i.e., sites, labels,
leaders, enclosing rectangle), it is reasonable to exist several variations of the
primitive form discussed above, each giving rise to di erent labeling models. In
the remainder of this section we describe in details the most important aspects
of boundary labeling.
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Sites
The sites model features of the drawing. If they model point designations (e.g., a
city center on a map or a speci c part on a technical diagram), they are naturally
represented as points. So, in the simplest form of the problem, the sites model
point locations on a map. In this case, each site si is associated with a point
pi = (xi ; yi ) on the plane. To avoid leader overlaps, which would negatively
a ect the quality of the illustration, an additional assumption regarding the
site locations is usually required: The sites should be placed in general position,
i.e., i) no three sites are collinear and ii) no two sites share the same x or y
coordinate.
As mentioned in Section 1.2.2, in practice we often want to label area features, e.g., a region of a map, a body part of a medical atlas or a machine part
of a technical drawing. One direction to deal with this problem is to arbitrarily
choose any point in the interior of each individual area feature to represent it.
However, a more convenient approach would be to specify as part of the input
a region, in which each site is allowed to \ oat". In order to be consistent with
the terminology used in map labeling, we refer to these regions as area-sites, or
simply as sites when the context is clear.
In Chapter 7, we study the \area-feature boundary labeling ", in which the
area-sites are represented either as line segments or rectangles or generalized
canonical polygons, in general. We call generalized canonical polygon or simply gc-polygon, a simple closed polygon, whose edges are vertical, horizontal
or diagonal (i.e., at angles which are multiples of 45 degrees with respect to
the axes). To avoid leader overlaps, the notion of general position for sites
represented as points has to be extended to gc-polygons. We say that gcpolygons s1 ; s2 ; : : : sn are in general position if for each pair of indices i, j with
i 6= j , the following hold:
i) there do not exist two corners belonging to
the same x- or y -coordinate

gc-polygons si

ii) there do not exist two corners belonging to
with the same x- or y -coordinate

gc-polygon si

and

sj

with

and label

lj

Leaders
As already mentioned, each site is connected with its corresponding by using polygonal lines, which are called leaders. In order to produce easy-to-read
boundary labelings, one has to decide how to draw the leaders, such that the
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connections between the features and the labels are clear and the leaders do not
clutter the illustration.
There exist several types of leaders, each giving rise to a new labeling model.
In the simplest case, the leaders are drawn as a straight line segments originating
from the sites and leading to their associated labels. Such leaders are referred to
as straight-line leaders or simply as type-s leaders (see Figure 2.4a). Surprisingly
enough, relying exclusively on straight-line leader is not always the best choice.
The reason is that the variety of di erent slopes among the leaders may clutter
the illustration, especially if the number of labels is large.
Track Routing Area

R

R

(a)

Type-s leaders

R

(b)

Type-po leaders

(c)

Type-opo leaders

Figure 2.4: Straight-line and rectilinear leaders
Leaders tend to look less disturbing if they maintain a uniform shape and if
a small number of slopes is used. Towards this direction, of particular interest
are two types of leaders, namely the rectilinear and the octilinear leaders. A
rectilinear leader consists of a sequence of axis-parallel line segments that are
either parallel (p) or orthogonal (o) to the side of the enclosing rectangle which
contains the label it leads to. The type of a rectilinear leader is then de ned as
an alternating string over the alphabet {p; o}. Keeping in mind that we want
to obtain easy-to-read labelings, we focus on two types of rectilinear leaders:

Type-po leaders: Leaders of type po consist of two line segments. The rst one
is parallel (p) to the side of R containing the label it leads to, whereas the
second one is orthogonal (o) to that side (see Figure 2.4b). Degenerated
case of a po-leader is a leader of type o, which consists of only one line
segment, orthogonal to the side of R, which contains the label it leads to.

Type-opo leaders: Similarly, leaders of type opo consist of three line segments

(see Figure 2.4c). For each leader of type opo, we further assume that
it has its parallel p-segment outside the enclosing rectangle R, routed in
the so-called track routing area, as it is illustrated in Figure 2.4c. Again,
leaders of type o are trivially considered to be of type opo, as well.

In the description of our algorithms for type-opo leaders, we focus only on
the label placement and ignore the leader routing in the track routing area. For
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the routing, we simply assume that there exists a rectangle R0 ⊃ R broader than
R and use R0 \ R as a xed-width track-routing area, i.e., we place all leader
segments which are parallel to the corresponding side of R in R0 \ R. If the trackrouting area is not of xed width, our algorithms become more complicated and
slower by a factor of Ω(n)|note that the worst-case track width is Θ(n).
Octilinear leaders also maintain a uniform shape and result in simple and
easy-to-read labelings. Following the above naming scheme, we focus on three
di erent types of octilinear leaders, each of which consists of two line segments:

Type-od leaders: The rst line segment of a leader of type

od is orthogonal
(o) to the side of R containing the label it leads to. Its second line segment
is \diagonal" (d) to that side (see Figure 2.5a).

Type-pd leaders: The rst line segment of a leader of type pd is parallel (p)

to the side of R containing the label it leads to. Its second line segment
is \diagonal" (d) to that side (see Figure 2.5b).

Type-do leaders: The rst line segment of a leader of type

is \diagonal"
(d) to the side of R containing the label it leads to. Its second line segment
is orthogonal (o) to that side (see Figure 2.5c).

R

R

(a)

Type-od leaders

do

R

(b)

Type-pd leaders

(c)

Type-do leaders

Figure 2.5: Octilinear leaders
We can de ne a metric doct : R2 × R2 → R, such that given two points p
and q in R2 , doct (p; q ) equals the length of the shortest pd-, od- or do-leader
between them. Let |pq |x and |pq |y be the absolute distances in the x- and
y -coordinates of p and q , respectively. Then, the length of the d-segment of
√
the leader connecting p and q is 2 min(|pq |x ; |pq |y ). Similarly, the length of
the p- or o-segment of the leader is max(|pq |x ; |pq |y ) − min(|pq |x ; |pq |y ). Let
d1 : R2 × R2 → R and d∞ : R2 × R2 → R be the Manhattan and maximum
metrics, respectively1 . Then, we can express doct as a linear combination of those
metrics (which guarantees that doct satis es the metric axioms) as follows:
1 Recall that d (x; y ) = |x − y |+|x − y | and d (x; y ) = max |x − y |, where x = (x ; x )
∞
1
1
1
2
2
1
2
i i
and y = (y1 ; y2 ).
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√
( 2 − 1) min(|pq |x ; |pq |y ) + max(|pq |x ; |pq |y )
√
( 2 − 1)(d1 (p; q ) − d∞ (p; q )) + d∞ (p; q )
√
√
( 2 − 1)d1 (p; q ) + (2 − 2)d∞ (p; q )

=
=
=

Leaders of type do were introduced by Benkert et al. [BHKN07, BN07].
However, in their works state that the production of a boundary labeling with
this kind of leaders is not always feasible. In fact, the production of a boundary
labeling (with octilinear leaders only) is always feasible, if these leaders are
combined with pd-leaders. To see this, consider a site si that has to be connected
to a label li on the right side AB of the enclosing rectangle R. The lines that
pass through the port of label li and form 45o , 90o and 135o angles with the left
side of label li , partition the enclosing rectangle into four regions Ri;1 , Ri;2 , Ri;3
and Ri;4 , as in Figure 2.6. If the site si lies within a region incident to A or B
(i.e., Ri;1 or Ri;4 ; refer to the light-gray colored regions of Figure 2.6), then it
can only be connected to label li using a leader of type pd. Otherwise (i.e., site
si lies within Ri;2 or Ri;3 ; refer to the dark-gray colored regions of Figure 2.6),
it can be connected to li using either a leader of type do or od. Also, observe
that connecting a site to its label with a leader of type do, requires the same
leader length as with a leader of type od. So, depending on the location of site
si , one has to use an appropriate type of octilinear leader to connect it to its
label li .
Ri,3

Ri,4

A

A

R

Ri,2

li

ci

li
si
Ri,1

l
B

B

Figure 2.6: Connecting site si to label li .

Figure 2.7: Leader orientation.

Consider now a rectilinear or octilinear leader ci which originates from site
and is connected to a label li on the right side AB of R. The horizontal line
which coincides with si divides the plane into two half-planes (see the dashed
line l of Figure 2.7). We say that leader ci is oriented towards corner A of the
enclosing rectangle R if both corner A and the port of label li (i.e., the point
where the leader touches its corresponding label) are on the same half-plane,
otherwise, we say that leader ci is oriented away from corner A.

si
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Labels
The labels are attached on the boundary of an axis-parallel rectangle R =
[lR ; rR ] × [bR ; tR ] of width W = rR − lR and height H = tR − bR , which contains
all features. By allowing the labels to be placed on di erent sides of R, one can
de ne several di erent labeling models. In the general case of the problem, the
labels are allowed to be placed on all four sides of R. However, of particular
interest are the cases of one and two opposite sides. Also, the labels are either
placed at prede ned locations on the boundary of R (i.e., their positions are
speci ed as part of the input; xed labels ) or can slide (sliding labels ).
In general, the labels are of arbitrary sizes, i.e., label li associated with site
si has width wi and height hi (non-uniform labels ). However, several versions of
the boundary labeling problem containing non-uniform labels are hard to solve.
To realize that, assume that labels of variable height must be placed either to
the left or right side of the enclosing rectangle R, and that the label heights
sum up to twice the height H of R. It is clear that the task of assigning the
labels to the two sides corresponds to the Partition problem [GJ79], which is
a well known N P -complete problem. So, it is reasonable to separately consider
the case, where the labels are of the same width and/or height (uniform labels ).
Figures 2.4 and 2.5 display labelings with labels of uniform size.
Another signi cant parameter of a boundary labeling problem is the type of
the labels' port. We may assume either xed ports, where each leader is allowed
to use only a xed set of ports on some label side (e.g., the middle point of
a label side or some corner of the label) or sliding ports, where the leader is
allowed to touch any point of the label's side.

Optimization Criteria
Adopting a boundary labeling model (speci ed by restrictions on the type of
sites and leaders, the location and type of labels), we are usually interested
in nding legal boundary labelings, but we also approach optimal placements
according to the following objective functions:

Minimize the total number of bends (TNBM): Determine a legal labeling, so that the total number of bends used for the leaders is minimum.
Such a labeling minimizes the average number of bends per leader.

Minimize the total leader length (TLLM): Determine a legal labeling, so

that the total leader length is minimum. Such a labeling minimizes the
average leader length.
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These criteria have been adopted from the area of graph drawing since leaders do not play a signi cant role in the map labeling literature. In Zoraster's
work [Zor97], the leader length is indirectly minimized by ranking the abovementioned 24 label positions such that positions closer to the site are favored.

2.2 Variations of the Boundary Labeling Problem
The Boundary Labeling problem as described in the presiding section has several interesting variations with applications to certain types of maps. In the
remainder of this section, we outline some of these.

2.2.1 Collinear Sites
We start our discussion with a variation of the boundary labeling problem,
where the sites to be labeled are restricted on a line. This is quite common,
e.g., in schematized maps for road or subway networks. Most of known labeling
algorithms (based on the well-known xed position and sliding models) for this
problem produce quite legible labelings, when the input sites are sparsely distributed on the input line. However, when the site set contains a dense 5-tuple
of sites they fail to produce labelings.
Boundary labeling provides a more exible way to label this special type of
maps. An example is given in Figure 2.8, which presents an illustration of the
second line of the metro network of Athens. The problem is discussed in full in
Chapter 8.

Figure 2.8: An illustration of the second line of the metro network of Athens.

2.2.2 Multi-Stack Boundary Labeling
In order to achieve greater number of larger labels, a convenient way is to
permit labels in more than one stacks at each side of the enclosing rectangle.
This problem is referred to as Multi-Stack boundary labeling and it is discussed
in full in Chapter 9. Figure 2.9 depicts a characteristic example of multi-stack
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boundary labeling, where the labels occupy two consecutive stacks to the right
side of the enclosing rectangle.

2.2.3 Many-to-One Boundary Labeling
In several applications, it is desirable to associate several sites with a common
label. This is quite common in technical drawings, where an individual part
of the drawing may occur more than once in the illustration. Kao, Lin and
Yen [KLY07] introduced the term Many-to-One boundary labeling in order to
describe this variation of boundary labeling. In the case of Many-to-One boundary labeling, the presence of crossings among leaders is usually inevitable and
their minimization becomes a critical design issue. Therefore, in their work,
Kao, Lin and Yen presented several approximations and heuristics for the minimization of the total number of leader crossings. An example of a many-to-one
boundary labeling is depicted in Figure 2.10, which illustrates the distribution
of some wildlife animals in Taiwan.

Figure 2.9: Multi-Stack Boundary Labeling.

Figure 2.10: Many-To-One Boundary
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3
Preliminaries

In this chapter, we present some preliminary notions that will be used in the
remainder of the thesis.

3.1 Single Machine Scheduling Problems
A key component that is used in the some of our algorithms, is a formulation of
the given problem as a Single Machine Scheduling problem with due windows and
symmetric earliness-tardiness penalties1 , according to which we are given a set
of n jobs J1 ; J2 ; : : : ; Jn , which are to be executed on a single machine. Each job
Ji is associated with a processing time pi and a time window (bi ; di ). If a job Ji
is processed entirely within its time window, it incurs no penalty. On the other
hand, if the starting time i of Ji commences prior to bi (or the completion time
ci = i + pi of Ji exceeds di ), an earliness (tardiness) penalty Ei (Ti ) incurs
equal to the corresponding deviation. Thus, Ei = max{bi − i ; 0} and Ti =
max{ci − di ; 0}. There are no restrictions on time windows, preemption is not
allowed and the machine is continuously available. The objective is to determine
P
a schedule, so that either the total earliness-tardiness penalty nj=1 (Ej + Tj )
or the number of penalized jobs is minimized.
Scheduling to minimize the total earliness-tardiness penalty: The
general case of the problem of determining a schedule, so that the total earliness
and tardiness penalty is minimized, is shown to be N P -complete, since it can be
viewed as a generalization of the single-machine earliness-tardiness problem with
1 Extensive surveys on the most important aspects of scheduling research are given in
[BS89, GPC02, Hoo05].
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distinct due dates d1 ; d2 : : : dn , which is a well-known N P -complete problem
[GTW88]. In the case of distinct due dates, a job Ji is considered to be on time
if its completion time ci is equal to di . In the case, where ci is greater than di ,
Ji is considered to be tardy. Finally, a job Ji is early if its completion time ci
is smaller that di . In other words, this problem is equivalent to the one where
each job Ji is associated with a time window of the form [di − pi ; di ], i.e., the
length of each time window is equal to the processing time of its associated job.
If the jobs are to be scheduled in a xed prede ned order, Garey et al. [GTW88]
have proposed an ecient algorithm, which determines an optimal schedule {by
inserting idle time between jobs{ in O(n log n) time for the cases of distinct due
dates. Koulamas [Kou96] has extended this result for the case of time windows.
Scheduling to minimize the number of penalized jobs: The problem
of determining a schedule, so that the total number of penalized jobs is minimized can be solved in O(n2 ) time by employing a greedy algorithm of Lann
and Mosheiov [LM96]. For the special case, in which the jobs are required to be
scheduled in a prede ned order, Lann and Mosheiov [LM96] have also proposed
a dynamic programming based algorithm, which determines an optimal schedule
in O(n2 ) time for the special case of distinct due dates d1 ; d2 : : : dn (instead of
time windows). In the following theorem, we generalize the algorithm of Lann
and Mosheiov [LM96] to support time windows of any length.

Theorem 3.1.1. Given a set of n jobs J1 ; J2 ; : : : ; Jn , which are to be executed
on one machine in this order, a processing time pi and a time window (bi ; di )
for each job Ji , we can compute in O(n2 ) time a schedule, so that the number
of penalized jobs is minimized.
Proof. Our dynamic programming algorithm employs a two-dimensional table
T of size (n + 1) × (n + 1). For 0 ≤ k ≤ i ≤ n, entry T [i; k ] contains the
minimum completion time for the subproblem consisting only of the rst i jobs,
such that at least k out of them are scheduled on time (i.e., they do not incur
a penalty). If it is impossible to obtain a schedule for this setting, we set T [i; k]
to ∞. Therefore, all table entries T [i; k], with i < k are ∞.
As usual, the table entries are computed in a bottom-up fashion. Assuming
that we have scheduled the rst i −1 jobs, we try to schedule the i-th job Ji . We
distinguish two cases based on whether Ji is scheduled on time or not. From the
two alternatives, we select the one, which minimizes the total completion time.
Thus, for computing entry T [i; k] we only need to know entries T [i − 1; k − 1]
and T [i − 1; k].
We rst consider the case where di ≤ T [i −1; k −1]+ pi (refer to Figure 3.1a).
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t

(c)

di ≤ T [i − 1; k − 1] + pi

&

bi > T [i − 1; k − 1]

Figure 3.1: Di erent schedules obtained for the i-th job Ji .
In this case, it is obvious that Ji cannot be scheduled on time. Therefore,
can have a nite value only if T [i − 1; k] is nite. In this subcase, we
simply schedule job Ji exactly after the i − 1 already scheduled jobs, and obtain
a schedule of total completion time T [i − 1; k] + pi . If on the other hand,
T [i − 1; k ] = ∞, no solution with k on time jobs exists and thus T [i; k ] = ∞.
Both subcases can be described by the equation:
T [i; k ]

T [i; k ] = T [i − 1; k ] + pi

We now proceed to study the case where di > T [i − 1; k − 1] + pi . Consider
rst the subcase where bi ≤ T [i − 1; k − 1] (refer to Figure 3.1b). In this
subcase, the total completion time is T [i − 1; k − 1] + pi . In the subcase where
bi > T [i −1; k −1] (refer to Figure 3.1c), we can schedule Ji , so that i = bi . Both
subcases can be described by the equation: T [i; k] = max{T [i −1; k −1]; bi }+ pi .
However, if T [i − 1; k] is nite, then a di erent solution is also possible. The
total completion time of this solution is T [i − 1; k] + pi . The above subcases can
be expressed by the equation:
T [i; k ] = min{T [i − 1; k ]; max{T [i − 1; k − 1]; bi }} + pi

Based on the above cases, we conclude that T [i; k] can be computed using
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the following recurrence relation:
T [i; k ] =



T [i − 1; k ] + pi ;

min{T [i − 1; k]; max{T [i − 1; k − 1]; bi }} + pi ;

if di ≤ T [i − 1; k − 1] + pi
if di > T [i − 1; k − 1] + pi

Algorithm 3.1 outputs the maximum possible number of non-penalized jobs
and it is directly based on the above recurrence relation. This is done by identifying the largest index j with 0 ≤ j ≤ n such that T [n; j ] < ∞. Algorithm 3.1
needs O(n2 ) time and space, since it maintains a (n + 1) × (n + 1) table and each
entry of this table is computed in constant time. By using an extra table of the
same size as T , the algorithm can easily be modi ed, such that it also computes
the starting times 1 ; 2 ; : : : n of jobs J1 ; J2 ; : : : Jn , respectively in the optimal
solution.

Algorithm 3.1: Min Penalized Jobs
input : A set of n jobs J1 ; J2 ; : : : ; Jn , which are to be executed on one

machine, a deterministic processing time pi and a time window

(bi ; di ) for each job si .

output : The maximum number of non-penalized jobs.
require Job Ji should be executed before Jj , if i < j .
:

{Fill dynamic programming table T }

T [0; 0] = 0

for i = 1 to n do

T [i; 0] = T [i − 1; 0] + pi

T [i − 1; i] = ∞

for k = 1 to i do
if di > T [i − 1; k − 1] + pi then
T [i; k ] = T [i − 1; k ] + pi

else

T [i; k ] = min{T [i − 1; k ]; max{T [i − 1; k − 1]; bi }} + pi

{Return the maximum number of non-penalized jobs}

for j = n down to 0 do
if T [n; j ] < ∞ then
return j
break
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3.2 The Sum-Restricted Even-Odd Partition
It is known that given 2m non-negative integers a1 ; a2 ; : : : a2m , the problem of
determining a subset I of J = {1; 2; : : : 2m} such that: i) I contains exactly
P
P
one of {2i − 1; 2i} for i = 1; 2; : : : m and ii) i∈I ai = i∈J −I ai , is N P complete [GJ79, pp.223]. This variant of Partition is widely known as EvenOdd Partition. In this section, we prove that the problem remains N P -complete
even if an extra condition regarding the partial sums of the given integers holds.

De nition 3.2.1 (Sum-Restricted Even-Odd Partition). Given 2m nonnegative integers a1 ; a2 ; : : : a2m , determine a subset I of J = {1; 2; : : : 2m} such
that the following three conditions are satis ed:
1.

I

contains exactly one of {2i − 1; 2i} for i = 1; 2; : : : m.

2.

P

3.

P

i∈I

ai =

i∈I &i≤k

P

i∈J −I

ai <

P

ai

i∈J −I &i≤k

ai

for k = 2; 4; : : : 2m − 2

Theorem 3.2.1. Sum-Restricted Even-Odd Partition is N P -complete.
Proof. Membership in N P follows from the fact that a nondeterministic algorithm needs only guess a subset I of J and check in polynomial time whether
the three conditions of the sum-restricted even-odd partition problem hold. In
the following, we reduce the even-odd partition problem, which is known to be
N P -complete [GJ79], to our problem.
Let I1 be an instance of the even-odd partition problem consisting of a set
A = {a1 ; a2 ; : : : ; a2m } of 2m non-negative integers. Let also M be a large
P
integer, e.g., M = i∈J ai . We proceed to construct an instance I2 of the sumrestricted even-odd partition problem consisting of a set B = {b1 ; b2 ; : : : ; b2m+4 }
of 2m + 4 non-negative integers, such that b1 = b2m+3 = 0, b2+i = ai , where
1 ≤ i ≤ 2m and b2 = b2m+4 = M . Obviously, I2 can be constructed in linear
time. To complete the proof, observe that b2 and b2m+4 cannot occur in the
same partitioned set.

3.3 The notions of Atoms and Dominance
Throughout Chapter 9, we use lists that contain pairs of integers describing
di erent label placements. Given a pair (a; b) of integers, a and b are referred to
as the rst and the second coordinate of the pair, respectively. Inspired by an
idea of Stockmeyer [Sto83] which was subsequently used by Eades et al. [ELL92]
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in order to obtain h-v drawings of minimum size, we manage to keep the length
of each list bounded by pruning pairs that cannot occur in an optimal solution.

De nition 3.3.1. A list L of pairs of integers is sorted if the pairs it contains are lexicographically sorted in decreasing order with respect to their rst
coordinate and in increasing order with respect to their second coordinate.
De nition 3.3.2. Let (a; b) and (c; d) be pairs of integers.
(a; b)

dominates (c; d)

⇐⇒ a ≥ c

and b ≥ d.

Suppose that we have to solve a problem where the search space of the
solution consists of pairs of integers, and let f : N2 → R be a function, which
is non-decreasing in both coordinates (i.e., f (a; b) ≥ f (c; d) if a ≥ b and c ≥ b),
that computes a minimization objective on pairs from the solution search space.
If (a; b) and (c; d) represent possible solutions and (a; b) dominates (c; d), then
the pair (a; b) can never be involved in an optimal solution and may be safely
removed from the solution set. Given a list L of pairs of integers, a pair (a; b) ∈ L
that does not dominate any other pair in L is called an atom (with respect to
L).
A frequently performed operation is the merging of two lists of atoms, resulting in a new list of atoms. The merging algorithm resembles the merging
step of merge sort algorithm and it can be considered to be folklore. It supports
the following lemma.

Lemma 3.3.1.
O ((k − 1)

Pk

k

sorted lists L1 ; L2 ; : : : ; Lk ; k ≥ 2; of atoms can be merged in
P
time into a new sorted list L of at most ki=1 |Li | atoms.

i=1 |Li |)

Consider now two nite sets of integers A and B , such that |A| ≤ |B | and
let L = {(a; b)| a ∈ A and b ∈ B } be a list of atoms. Observe that it is not
possible to have two pairs with identical rst coordinate (from set A). If this
was the case, one of the pairs would dominate the other. However, this is not
possible since we assumed that list L consists of atoms. Thus, we can have at
most |A| atoms. This observation is summarized in the following lemma.

Lemma 3.3.2. Let A and B be two nite sets of integers and let L = {(a; b)| a ∈
A and b ∈ B } be a list of atoms. Then, |L| ≤ min(|A|; |B |).

3.4 The Fixed Linear Crossing Number Problem
Given a simple graph G = (V; E ), a linear embedding of G is a special type of
embedding in which the nodes of V are placed on a line L in the plane and the
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edges are drawn as semicircles either above or below L (see Figure 3.2). This
type of embedding was rst introduced by Nicholson [Nic68] in order to develop a heuristic algorithm for the general N P -complete crossing minimization
problem [GJ83]. The general linear crossing number problem asks for a linear
embedding of a given graph. More precisely, for a given vertex set, the problem
involves placing the vertices along a horizontal line L and then adding edges
as speci ed by the interconnection pattern either above or below L, such that
the total number of edge crossings is minimized. Note that the linear crossing
number problem can be seen as a two-pages book embedding problem, where
the input line, or spine, L divides the plane into two halfplanes, called pages
(corresponding to the two pages of an open book), and each edge should be
placed on one of the two available pages.

Figure 3.2: A linear embedding of the complete graph K6 with 4 crossings.
A node ordering (or a node permutation ) of a given graph G = (V; E ) is a
bijection  : V → {1; 2; : : : ; n}, where n = |V |. For each pair of nodes u and v ,
with  (u) <  (v ) we shortly write u < v . Masuda et al. [MNKF90] proved that
it is N P -hard to determine a linear embedding of a given graph with minimum
number of crossings, even if the ordering of the nodes on L is xed. The latter
problem is referred to as xed linear crossing number problem.

3.5 Bipartite Matching Problems
A bipartite graph G = (V; E ) is an undirected graph whose vertex set can be
partitioned as V = X ∪ Y , with the property that every edge e ∈ E has one end
point in X and the other one in Y . A matching of a bipartite graph is a set of
edges M ⊆ E , such that no vertex of G is incident to more than one edge of
M. A matching M is perfect if every vertex of G is adjacent to an edge of M.
The problem of nding a perfect matching of a bipartite graph has been well
studied (see for example the textbook of Kleinberg and Tardos [KT05]). The
best known algorithm for nding a perfect matching of a bipartite graph needs
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|V |) time and is due to Micali and Vazirani [MV80]. When costs are
assigned to each edge, the problem of nding a perfect matching of minimum
cost is known as assignment problem and can be computed in O(|V |3 ) time
[Kuh55], using the so-called Hungarian method [Law76, PS98].
However, faster algorithms can be obtained for geometric graphs, where the
vertices of the graph are sets X and Y of n points in the Euclidean space.
Vaidya [Vai89] presented an algorithm for nding the matching between X and
Y in the plane, such that the sum of distances between the matched points
is minimum (among all matchings between X and Y ). He explored several
geometric features to deduce an O(n2:5 log n) time algorithm for this problem
and an O(n2 log3 n) time algorithm, in the case where the distance is measured
either in the L1 or in the L∞ norm. The solution of the Euclidean case was
subsequently improved by Agarwal et al. [AES95] to O(n2+ ), for any  > 0.
O (|E | ·

p
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Boundary Labeling with
Straight-Line Leaders
In this chapter, we study boundary labelings with straight-line or type-s leaders,
i.e., we allow skewed lines but forbid bends. We rst give a simple algorithm
that computes legal one-sided boundary labelings. Then, we show how this
algorithm can be improved either in terms of runtime or in terms of total leader
length. Using geometric techniques we extend these results to the case of 4-sided
boundary labelings.

4.1 One-Sided Boundary Labelings
Let R be the enclosing rectangle and let P be the set of sites inside R. We
want to attach labels to the right side of R. We assume that labels are uniform
and that their heights add up to the height of R. We also assume that the port
mi of each label li is xed, say mi is the middle point of the left label edge.
Since the labels are of uniform size, the main task is to assign ports to sites,
such that no two leaders intersect. Without loss of generality, we assume that
M = {m1 ; m2 ; : : : ; mn } are the label ports, sorted by y -coordinate from bottom
to top. Simple examples show that a bottom-to-top assignment of the sites to
the ports might lead to crossing leaders.

Lemma 4.1.1. A legal one-sided, type-s boundary labeling for xed labels with
xed ports can be constructed in O(n2 ) time.
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Proof. For i = 1; : : : ; n, we assign to mi the rst unlabeled site s ∈ P that is
hit by a ray ri that emanates from mi and is rotated around mi in clockwise
order. Initially, ri is pointing vertically downwards.
We prove correctness by contradiction: if a crossing between the rst and
second leaders occurs, the rotating line would have found the second site rst
and connected it to the rst label. A straightforward implementation yields a
time complexity of O(n2 ) if we perform a linear search for site s each time.
The time complexity of Lemma 4.1.1 can nicely be improved to O(n log n)
by using a dynamic convex hull data structure [HS92].

Theorem 4.1.1. A legal one-sided, type-s boundary labeling for xed labels with
xed ports can be computed in O(n log n) time.
Proof. Let CH be the convex hull [dBvKOS00] of P ∪ M . Note that CH has an
edge between the lowest port m1 and the rst site s reached by the rotating ray
r1 (refer to the proof of Lemma 4.1.1). This edge is the rst leader. Removing s
and m1 from CH yields the next leader and so on. Using a semi-dynamic convexhull data structure, which only supports deletions of points [HS92], yields a total
running time of O(n log n). This algorithm is correct since it mimics the O(n2 )
algorithm of the proof of Lemma 4.1.1.
It is also possible to compute a solution of minimum total leader length,
which also applies to the case of sliding ports, as indicated in the next theorem.

Theorem 4.1.2. A legal one-sided, type-s boundary labeling of minimum total
leader length for xed labels can be computed in O(n2+ ) time for any  > 0 in
the case of xed ports and in O(n3 ) time in the case of sliding ports.
Proof. We construct a complete weighted bipartite graph G = (P ∪ L; E; w)
between all sites si ∈ P and all labels lj ∈ L, where E = {(si ; lj ); si ∈ P; lj ∈ L}
and w : E → R is a cost function, such that each edge eij = (si ; lj ) ∈ E of G is
assigned a weight w(eij ) = dij , where dij is equal to the length of the shortest,
under the Euclidean metric, leader which connects site si with label lj .
Observe that G is regular. We proceed by computing a minimum-cost bipartite matching on G, i.e., we compute a matching between the sites and the
labels that minimizes the total distance of the matched pairs. Since G is regular
and bipartite, by Hall's theorem a perfect matching exists [Hal35]. In the case
of xed label ports, its computation takes O(n2+ ) time [AES95], where  > 0
can be chosen arbitrarily small. However, in the case of sliding label ports, its
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computation is more demanding, namely by means of the Hungarian method it
takes cubic time [Kuh55] (see Section 3.5).
Having computed a minimum-cost bipartite matching on G, we can obtain a
labeling of minimum total leader length as follows: If an edge eij = (si ; lj ) ∈ E
is selected in the matching, then we connect site si with label lj using a leader of
length w(eij ). Note that the implied labeling is of optimal total leader length.
Fortunately enough, the solution of the minimum-weight matching implies a
crossing-free solution, since a crossing between two leaders can be resolved, such
that the total length is decreased. To see that, observe that the two sites and
the two ports which correspond to two crossing leaders de ne a convex 4-gon,
which has the two crossing leaders as its diagonals. In any convex 4-gon, it holds
that the sum of the length of its two opposite sides is smaller that the sum of
the length of its two diagonals. Thus, a solution of minimum total leader length
cannot have any crossing leaders.

4.2 Four-sided Boundary Labelings
In this section, we study four-sided boundary labelings with straight-line leaders.
We describe how to obtain legal labelings for xed labels with xed ports. Then,
we present a result regarding the total leader length minimization problem for
xed labels with sliding ports. These results can be considered to be extensions
of the results of the one-sided, type-s boundary labeling.

Theorem 4.2.1. A legal four-sided, type-s boundary labeling for xed uniformly
distributed labels of equal size and xed ports can be computed in O(n log n) time.
Proof. We partition the enclosing rectangle into convex polygons, such that the
sites in each polygon can be connected to the labels on the boundary of the
polygon using the O(n log n) one-sided algorithm of the proof of Theorem 4.1.1.
Note that the only assumption we used about the relative position of sets P
and M of sites and ports, respectively, was that M is contained in an edge of
the convex hull of P ∪ M . To make the one-sided algorithm work, the convex
polygons must be chosen such that they contain exactly as many sites as the
labels on their boundaries. We construct the partition as follows:

Step A: Rotate a straight line ` through the center of the enclosing rectangle R

until on each side of ` there exist exactly n2 sites. Since ` is rotated through
the center of the rectangle, and the labels are uniformly distributed around
the rectangle's boundary, there are always n2 labels on each side of line `.
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For simplicity, we assume that ` intersects the top and bottom side of the
rectangle R (see Figure 4.1a).

Step B: For the left half, we sweep a horizontal line `left from bottom to top

until both polygons contain as many sites as the labels on their boundaries. We proceed similarly for the right half (refer to the dashed lines of
Figure 4.1b).

Step C: From each of the corners of the enclosing rectangle R, we rotate a line
(refer to the dotted lines of Figure 4.1c), which divides
the corresponding partitioned area into two adjacent polygons until both
contain as many sites as the labels on their boundaries.
`i ; i = 1; : : : ; 4

`

`

`
`4
`3

`left
`right

`1
`2

(a)

Step A

(b)

Step B

(c)

Step C

Figure 4.1: Partitioning R into eight convex polygons.
Using standard techniques adapted from computational geometry [O'R98,
dBvKOS00], the above partition of R can be constructed in O(n log n) time.
Since we always divide a convex polygon with a straight line, the resulting
polygons are also convex. We did not succeed to partition the enclosing rectangle
into just four convex polygons, since we need two polygons for each side of R (see
the light-gray and dark-gray polygons adjacent to each side of R in Figure 4.1),
which makes them eight in total. Moreover, by construction, the number of
sites in each polygon exactly equals the number of adjacent labels. Thus, the
one-sided labeling algorithm of Theorem 4.1.1 can be applied, leading to an
O (n log n) time algorithm for legal four-sided, type-s boundary labelings.
Since the partition procedure is independent of the scheme that assigns the
sites to the label ports, the quality of the resulting labeling is not always good.
However, a labeling of minimum total leader length can be obtained by using
the method based on the minimum-cost bipartite matching, in a way identical
to that of the one-sided, type-s algorithm. Thus, we can state the following
theorem:
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Theorem 4.2.2. A legal four-sided, type-s boundary labeling of minimum total
leader length for xed labels can be computed in O(n2+ ) time for any  > 0 in
the case of xed ports and in O(n3 ) time in the case of sliding ports.
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Boundary Labeling with
Rectilinear Leaders
In this chapter, we study di erent ways of obtaining boundary labelings with
rectilinear leaders. We present algorithms for legal placements, leader-bend
minimization, and leader-length minimization. We consider attaching labels to
one, two, and four sides of the enclosing rectangle R and connecting sites to their
labels using leaders of type po and opo; see Figures 2.4b and 2.4c, respectively.

5.1 Legal Boundary Labelings
We rst study the problem of nding legal boundary labelings. We give a
simple algorithm that computes legal one-sided boundary labelings. Then, we
show how this algorithm can be applied to the case where the labels occupy all
four sides of the enclosing rectangle.

5.1.1 One-Sided Boundary Labelings
In this subsection, we consider the case where labels of variable height are
allowed to be attached to one, say the right, side of the enclosing rectangle R.
We use type-opo leaders and sliding ports. We further assume that the sum
of the label heights is at most the height of R and that the sites are sorted
according to increasing y -coordinate.
Observe that, in any legal one-sided boundary labeling with type-opo leaders, the vertical order of the sites is identical to the vertical order of their cor59

60

Chapter 5. Boundary Labeling with Rectilinear Leaders

responding labels. This, together with the assumption that no two sites share
the same y -coordinate, guarantees that leaders do not intersect. We summarize
this observation in the following lemma.

Lemma 5.1.1. A legal one-sided, type-opo boundary labeling for sliding labels
with either xed or sliding ports can be computed in O(n log n) time.
Proof. We rst stack the labels in increasing order of the y-coordinate of their
corresponding sites immediately to the right of the track-routing area (see Section 2.1.3) and on top of each other such that the bottom side of label l1 has the
same y -coordinate with the bottom side of rectangle R. Then, we connect each
site si with its associated label through a leader of type opo. We note that there
exist several ecient ways to determine the x-coordinate of the vertical leader
segments, which are placed in the track-routing area. The simplest one uses,
as o set from the boundary, the index of the sites in a bottom-to-top ordering.
More sophisticated linear-time methods are based on computing the number of
vertically overlapping p-segments. The time complexity of our algorithm is due
to the sorting of the sites.

Remark 5.1.1. For the case of uniform labels of maximum size (or, in general
of xed size and location) and xed ports, there exists only a single legal labeling.
Thus, the algorithm described in the proof of Lemma 5.1.1 also yields a labeling
that minimizes the total leader length (the topic of Section 5.3).

5.1.2 Four-Sided Boundary Labelings
We now proceed to consider the problem of attaching labels to all sides of the
enclosing rectangle R. Our basic idea is simple: we partition the enclosing
rectangle R into four disjoint regions such that the algorithm of the preceding
subsection can be applied to each region separately. For the sake of brevity, our
discussion ignores the problem of how to distribute the boundary of the areas
between them. We have two requirements for a region A in the partition of R:
i) Region A must be adjacent to a speci c side sA of R.
ii) Each site in A must see the point with the same x- or y -coordinate on sA .
This requirement is a consequence of using type-opo leaders.
We observe that a partition of R into four regions, such that each region A
contains the side sA of R and A is monotone in the direction of sA satis es both
requirements (see Figure 5.1b). As a consequence, we focus on the identi cation
of such a partition.
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Figure 5.1: Partitioning R into monotone regions.
Let v1 ; : : : ; v4 be the corners of R from the lower left corner in counterclockwise order, and let b1 = v1 ; v2 ; b2 = v2 ; v3 ; b3 = v3 ; v4 ; b4 = v4 ; v1 be the sides of
R. For the sake of brevity, we view the sides of R as line segments that do not
contain their endpoints. We assume that the corners of R do not lie on any line
determined by a pair of sites.
To avoid the N P -hard problem Partition as discussed in Section 2.1.3, we
assume that we know how many labels have to be attached to which side of R.
In case we want to attach labels to non-parallel sides of R this assumption makes
good sense if we have uniform square labels. Let n1 ; : : : ; n4 be the number of
labels that have to be attached to the sides b1 ; : : : ; b4 , respectively. Obviously,
n = n1 + · · · + n4 . We construct the partition as follows:

Step A: We rst partition

into two regions A12 and A34 such that A12
contains n1 + n2 sites as well as the sides b1 and b2 . We proceed as
follows. Let h1 be the halfplane below the horizontal line through v1 and
let h3 be the halfplane to the right of the vertical line through v3 . Now
we turn h1 around v1 in counterclockwise direction and h3 around v3 in
clockwise direction until A12 = R ∩(h1 ∪ h3 ) contains exactly n1 + n2 sites.
Due to our assumption concerning the general position of the sites and the
corners of R, this is always possible. The two resulting regions are both
x- and y -monotone; one is a convex, whereas the other one a non-convex
quadrilateral; see the bold solid line segments in Figure 5.1a.
R

Step B: Now we split

A12 into two disjoint regions A1 and A2 such that Ai
is adjacent to side bi and contains exactly ni sites, where i ∈ {1; 2}. Let
h2 be the halfplane below the horizontal line through v2 . We turn h2 in
clockwise direction around v2 until A1 = h2 ∩ A12 contains n1 sites. Again
this is possible, due to our assumption regarding the general position of
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sites and corners. Clearly, A2 = A12 \ A1 is adjacent to the side s2 and
contains the remaining n2 sites. In the same fashion, we split A34 into A3
and A4 . All four resulting regions are x- and y -monotone; see the dotted
lines in Figure 5.1b.

Turning the halfplanes can be implemented by sorting the sites according
to the angles they enclose with the horizontal or vertical lines through the
appropriate corners of R. Using the O(n log n)-time algorithm of Lemma 5.1.1
we have the following result:

Theorem 5.1.1. Given numbers n1 ; : : : ; n4 that express how many labels are
to be attached to each side of R, a legal four-sided, type-opo boundary labeling
for square uniform labels with either xed or sliding ports can be computed in
O (n log n) time.
Recall that our objective in this subsection is to obtain legal solutions. This
is what the O(n log n)-time algorithm of Lemma 5.1.1 yields. Clearly, this approach is not optimal in terms of the total number of leader bends (topic of
Section 5.2). In general, we may obtain a labeling with fewer bends by investing a running time of O(n2 ) and using the one-sided algorithm of Section 5.2,
which minimizes the total number of leader bends. However, in order to obtain
a placement of minimum number of bends in the four-sided case, we would have
to go through all combinatorially di erent ways of partitioning the set of sites
into four subsets with the cardinality and monotonicity constraints listed above.
A related problem has been considered by Iturriaga and Lubiw [IL03]. Given
a set of n sites on the boundary of a rectangle and for each site an elastic label of
a certain area, they want to decide whether it is possible to attach these labels
to their sites inside the rectangle. To solve this problem they observed that
in any solution the rectangle can be split by a so-called corridor partition into
at most four corner blocks and a corridor such that each label lies completely
within one of these areas. For the two types of areas, they used di erent label
placement algorithms. They state that the number of combinatorially di erent
corridor partitions is O(n6 ). It seems that such an approach that enumerates
all possible partitions of R into four areas cannot be used to obtain an ecient
algorithm for bend minimization. The problem is that there are site sets that
cause an exponential number of such partitions, even in the two-sided case.

For example, if n is even, there are n=n2 di erent ways to split a rectangle
containing the sites (1; 1); (2; 2); : : : ; (n; n) such that half of the sites lie in the
area incident to s1 and s4 , respectively. It is an interesting open question how
a minimum-bend type-opo routing can be found in the two- or four-sided case.
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5.2 Leader-Bend Minimization
In this section, we consider the problem of attaching labels of variable height to
one, say the right, side of the enclosing rectangle R. We use type-opo leaders and
sliding ports, i.e., each leader simply has to touch some point on the boundary
of the corresponding label. We assume that the sum of the label heights is
at most the height of R and that the sites are sorted according to increasing
y -coordinate.
Each type-opo leader contributes up to two bends. By sliding the labels along
the side of R (without changing the order of the labels) and by allowing sliding
label ports, it is possible to connect some of the sites to their corresponding
labels by leaders of type o, that consist of a single straight-line segment and
contribute zero bends to the total number of bends. Thus, minimizing the total
number of bends is equivalent to placing the labels to appropriate locations so
that the number of type-o leaders is maximized.
This is an one-dimensional label placement problem. There has been work
on similar problems where labels are not restricted to a constant number of
positions, but can slide. Kim et al. [KSY01] have observed that it is trivial to
decide whether a set of sites on a line can be labeled with (unit) intervals such
that each interval contains the site it labels. In the same paper, however, they
also considered the problem of nding the maximum interval length that allows
to label all sites. By a clever geometric transformation they managed to solve
the problem in linear time if the sites are given in order. Garrido et al. [GIM+ 01]
have investigated the problem of deciding whether a set of sites on a line can
be labeled with labels of given lengths. They showed that the problem becomes
N P -hard if the labels can be placed both above and below the line.
Our problem is new in that the labels do not necessarily have to contain the
site they label, but even if they do not (and thus contribute to the objective
function in a negative way), they must be placed within an interval whose length
is restricted by the height of R. We now give an algorithm for placing labels
that uses as many type-o leaders as possible. We have the following result:

Theorem 5.2.1. A legal one-sided, type-opo boundary labeling of minimum
total number of bends with non-uniform labels and sliding ports can be computed
in O(n2 ) time.
Proof. Without loss of generality, we assume that the sites are sorted according
to increasing y -coordinate. Recall that by si = (xi ; yi ) we denote the i-th site, by
hi we denote the height of the i-th label, 1 ≤ i ≤ n, and by bR and tR we denote
the y -coordinate of the bottom right and top right corner of R, respectively.
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Our dynamic programming algorithm uses a two dimensional table T of size

(n + 1) × (n + 1). For 0 ≤ k ≤ i ≤ n, the entry T [i; k ] contains the minimum y -

coordinate that is needed to accommodate the lowest i labels such that at least
k of them use type-o leaders. If it is impossible to connect k out of the lowest
i labels with type-o leaders, we set T [i; k ] to ∞. As usual, the table entries are
computed in a bottom-up fashion. By de nition of T [i; k], it always holds that:
T [i; k ] ≤ T [i; k + 1]

For computing T [i; k], we only need to know the entries T [i − 1; k − 1] and
T [i − 1; k ]. We distinguish two cases based on whether yi ≤ T [i − 1; k − 1].

Case 1:

yi ≤ T [i − 1; k − 1].
Refer to Figure 5.2a. In the case where yi ≤ T [i − 1; k − 1], it is obvious
that si cannot be connected to label li with a type-o leader and, thus, the
leader out of site si cannot be the kth leader of type o. T [i; k] can have
a nite value only if T [i − 1; k] is nite. In this subcase, we stack label li
on top of the i − 1 already placed labels, and obtain a placement with k
type-o leaders and height T [i − 1; k] + hi .

On the other hand, if T [i − 1; k] = ∞, no solution with k leaders of type
o out of the lowest i sites exists and, thus, T [i; k ] = ∞. Since we assume
that ∞ + hi = ∞, both subcases can be described by the equation:
T [i; k ] = T [i − 1; k ] + hi

Case 2:

yi > T [i − 1; k − 1].
Refer to Figure 5.2b. Consider rst the subcase where yi ≤ T [i − 1; k −
1] + hi . If we place label li on top of the already placed labels, then it
will be \hit" by the horizontal leader out of site si . In the subcase where
yi > T [i − 1; k − 1] + hi , we can place label li (above the already placed
labels), so that its top side lies on line y = yi . From these two subcases,
we conclude that if site si is connected to its corresponding label by a

horizontal leader, then T [i; k] = max yi ; T [i − 1; k − 1] + hi .

If additionally T [i−1; k] is nite then a di erent solution, which is obtained
by stacking label li on top of the already placed labels, is also possible.
The height of this solution is T [i − 1; k] + hi . The above subcases can be
expressed by the equation:
T [i; k ] = min T [i − 1; k ] + hi ; max{yi ; T [i − 1; k − 1] + hi }
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Figure 5.2: Di erent placements occurring when computing T [i; k].
Based on the above cases, we conclude that T [i; k] can be computed by using
the following recurrence relation:
(
T [i; k ] =

T [i − 1; k ] + hi

min{T [i − 1; k] + hi ; max{yi ; T [i − 1; k − 1] + hi }

if yi ≤ T [i − 1; k − 1]
if yi > T [i − 1; k − 1]

As already stated, a placement with the maximum number of type-o leaders
has the minimum number of bends. To compute the maximum possible number
of type-o leaders, one has to identify the largest index j with 0 ≤ j ≤ n, such
that T [n; j ] ≤ tR , that is, all labels t on the side of the enclosing rectangle
R. Since our algorithm maintains an (n + 1) × (n + 1) table and each entry
is computed in constant time, the time complexity of our algorithm is O(n2 ).
Additionally, the algorithm can easily be modi ed such that it also computes
the label and leader positions in an optimal solution. In that case, the algorithm
needs an extra table of the same size as T .
The problem described above becomes signi cantly harder, if we use leaders
of type po, instead of opo. More precisely, for the case where the sites can be
placed in arbitrary position, i.e., the general position restriction is relaxed, we
can prove:

Theorem 5.2.2. Given an integer k ∈ Z+ , it is N P -hard to nd a legal onesided, type-po boundary labeling with total number of bends no more than k,
assuming non-uniform labels and sliding ports.
Proof. We will reduce the even-odd partition problem (see Section 3.2) to our
Pm
problem: Given 2m positive integers a1 ; a2 ; : : : a2m , where 2i=1
ai = 2b, nd a
subset I of J = {1; 2; : : : 2m} such that: i) I contains exactly one of {2i − 1; 2i}
P
for i = 1; 2; : : : m and ii) i∈I ai = b.
The reduction we propose, can be achieved in linear time. Let IS be an
instance of the even-odd partition problem mentioned above. We proceed to
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construct an instance IL of our problem consisting of n = 2m + 4 sites, such
that IS can be partitioned if and only if there exists a legal labeling for instance
IL with at least m + 2 leaders of type o. Let M be an integer greater than
P
P
2
i∈J ai , e.g. M = (2m + 1)
i∈J ai . The site set P consists of two blocks of
sites (see Figure 5.3):
- The rst block of sites consists of 2m sites si ; i = 1; 2 : : : 2m, each associated with a label of height hi = M + ai . In the case where index i is odd,
i
site si is placed at (i; i+1
2 M ). Otherwise, si is placed at (i; 2 M + 1).
- The second block of sites consists of 2 dummy sites, say sd1 and sd2 .
Both sites have labels of unit height. Moreover, site sd1 is placed at
(2m + 1; mM + b), whereas site sd2 is placed at (2m + 2; mM + b + 2).

mM + b

Top Part
sd2
sd1
s2m
s2m−1

mM + b

s2i
s2i−1
s1

s2

Bottom Part

Figure 5.3: Reduction from the Even-Odd Partition problem.
Without loss of generality, we assume that the bottom left corner of the
enclosing rectangle R is (0; 0). This implies that R should be of appropriate
width and height in order to contain the site set. So, we set its width W to
be equal to 2m + 3, whereas its height H to be equal to 2(mM + b + 1). Note
that the sum of the label heights exactly equals the height of R. This implies
that the labeling should be tight, i.e., no gaps between the labels exist. In the
following, we show that IS can be partitioned if and only if there exists a legal
labeling for instance IL with at least m + 2 leaders of type o.
First suppose that there exists a subset I of J = {1; 2; : : : ; 2m} of instance IS ,
P
such that i∈I ai = b and I contains exactly one of {2i − 1; 2i} for i = 1; : : : ; m.
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We proceed to connect the sites sd1 and sd2 of IL to their associated labels
ld1 and ld2 , respectively, using leaders of type o, as in Figure 5.3. Then, the
available space to accommodate the remaining labels on the right side of R is
partitioned into two parts of equal height, one on top of label ld2 (top part)
and one below label ld1 (bottom part). If i ∈ I , then we choose to place the
label of site si at the bottom part. The placement of the labels at the bottom
part is done by preserving the order of their indices, i.e., label li will be stacked
lower than lj , if i < j . Due to its length, a label placed at the bottom part in
this manner is attached to its site roughly in its center. Therefore, it can be
connected with it using a leader of type o. The remaining labels (i ∈ J − I ) are
placed at the top part in the reverse order of their indices, i.e., label li will be
stacked higher than lj , if i < j . The relative locations of the sites and the labels
imply that there exist no leader intersections and therefore the implied labeling
is legal. Also, the total number of type-o leaders is m + 2, as desired.
Now suppose that there exists a legal boundary labeling of instance IL with
at least m +2 type-o leaders. Observe, that due to the large label heights and the
locations of the sites, at most half of the sites s1 ; s2 ; : : : s2m can be connected
to their associated labels using leaders of type o. To see this, assume to the
contrary that m + 1 of these sites are connected to their labels using leaders
of type o. Then, the bottom boundary edge of the topmost of these labels has
y -coordinate at least m(M + 1), which is the desired contradiction, since the
topmost site s2m has y -coordinate mM + 1 and therefore cannot be connected
with this label using a leader of type o.
From the above observation follows that in order to archive m + 2 type-o
leaders both sites sd1 and sd2 have to be connected to their associated labels
using leaders of type o. To archive this, their placement has to be done as in
Figure 5.3. Then, the available space to accommodate the remaining labels is
again partitioned into two parts of equal height, one on top of label ld2 (top
part) and one on bottom of label ld1 (bottom part).
The construction ensures that the same number of labels are placed at each of
these parts. For the sake of contradiction, suppose that the number of labels of
the bottom part is m +  , where  ≥ 1. Then, the sum of their heights is at least
P
(m +  )(M + 1), which is greater than mM + b, since M > i∈J ai = 2b > b,
yielding to a contradiction.
To complete the proof, we have to show that the labels l2i−1 and l2i of two
consecutive sites s2i−1 and s2i , i = 1; 2; : : : m cannot both lie at the bottom
part or equivalently at the top part. This can be also proved by contradiction.
Assume that there exist two labels l2i−1 and l2i of two consecutive sites s2i−1
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and s2i which both lie at the bottom part. Due to the large label heights and
the locations of the sites, each label placed at the bottom part is attached to
each pair of consecutive sites roughly in its center. This is because the labeling
is tight. Therefore, at most one of the labels l2i−1 and l2i can be routed using a
leader of type o. However, this immediately suggests that there exists an other
pair of consecutive sites, which cannot be routed using leaders of type o. So, the
total number of type-o leader is reduced to m + 1, yielding to a contradiction.
Therefore, the indices of the sites whose labels lie at the bottom part give the
desired partition I of J .

Remark 5.2.1. For the sake of simplicity, the above reduction was given assuming that the sites are in arbitrary position, i.e., the general position restriction was relaxed. However, the proof can easily be applied in the case of sites
in general position, assuming that the sites s1 ; : : : s2m lie on a slightly sloped
parabola.

5.3 Leader-Length Minimization
In this section we focus on computing label placements of minimum total leader
length. We present a variety of algorithms that attach labels to one side (right),
two opposite sides (left and right) or four sides of the enclosing rectangle R. We
examine uniform or non-uniform labels, and xed or sliding ports.

5.3.1 One-Sided Boundary Labelings
We rst describe how to compute a legal boundary labeling with leaders of type
po and uniform labels of maximum height. Then, we show that the computed
labeling also minimizes the total leader length. We restrict ourselves to attaching labels to one, say the right, side of R. We also assume that the sites
s1 ; : : : ; sn are sorted according to increasing y -coordinate. Recall that the corresponding problem with type-opo leaders can be solved in O(n log n) time (see
Remark 5.1.1).

Theorem 5.3.1. A legal one-sided, type-po boundary labeling for uniform labels
of maximum size with either xed or sliding ports can be computed in O(n log n)
time.
Proof. Our algorithm is as follows: we stack the labels on the right side of R
in the same vertical order as the corresponding sites. Then, we process the
sites (and the corresponding labels) from bottom to top. Assume that we have
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already placed non-intersecting leaders for the rst i − 1 sites. Then, we connect
site si to label li by a leader ci of type po. If ci intersects previously placed
leaders1 , we determine the rightmost site sj , whose leader cj intersects ci and
reroute as in Figure 5.4: we connect sj to li and si to lj . We observe that
the new leader c0j of sj does not intersect any other leader. This is due to the
fact that the vertical part of c0j is contained in cj , the horizontal part of c0j is
contained in ci , and sj was the rightmost site whose leader intersected ci . By
going through the sites s1 ; : : : ; si−1 from right to left (i.e., in order of decreasing
x-coordinate), we test their leaders for intersection with ci and possibly reroute.
This is detailed in Algorithm 5.1, where we refer to a leader as disturbing if its
horizontal segment intersects other leaders in {c1 ; : : : ; ci }. To compute a legal
placement, we call Algorithm 5.1 for i = 2; : : : ; n. Clearly, each call takes O(i)
time, resulting in an O(n2 ) algorithm. The correctness rests on our observation
above and on the invariant speci ed in the loop of Algorithm 5.1.
si

si

sj

`i

ci

sj

reroute(ci , cj )

c0j

`j

c0i
cj

`j

`i

Figure 5.4: Rerouting two crossing leaders.

Our claim that the computed labeling also minimizes the total leader length
is based on the following lemma:

Lemma 5.3.1. Rerouting two po-leaders as described in Figure 5.4 leaves the
sum of their lengths unchanged.
Proof. The length of the horizontal segments does not change. Thus, to prove
the lemma, we show that the sum of the lengths of the vertical segments of
the two leaders remains unchanged. For the case of xed ports this is obvious,
however, it holds also for the case of sliding ports, assuming that we use as port
the point of the left side of the label that is closest to the site. Figure 5.4 shows
that a crossing can only occur if the ports of both labels lie below both sites
or both ports lie above both sites (equal y -coordinates are allowed but due to
1 The case where leader c passes through a site is treated as an intersection. In the case
i
where the labels are attached to the vertical (horizontal) sides of the rectangle, the site and
the port have the same y-coordinate (x-coordinate).
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Algorithm 5.1: Crossing Elimination
input : A legal po-placement for sites s1 ; : : : ; si and their labels such

that: i) the leaders c1 ; : : : ; ci−1 out of sites s1 ; : : : ; si−1 are
mutually disjoint and ii) the leader ci out of site si is the only
possibly disturbing leader.
output : A legal po-placement for sites s1 ; : : : ; si and their labels.

Let s1 ; : : : ; si be an ordering of s1 ; : : : ; si such that x(s1 ) > · · · > x(si ).
Let c1 ; : : : ; ci be the corresponding leaders.
Let j be the index with pj = pi
k=1

while k < i and k < j do

{there are more leaders to examine for possible intersection with cj }
if cj ∩ ck 6= ∅ then reroute(cj ; ck )

invariant:

is the only possibly disturbing leader, and cj does not
intersect any of {c1 ; : : : ; ck }
cj

k =k+1

return c1 ; : : : ; ci
our assumption concerning general position at most one site and one port can
have the same y -coordinates). In the case of sliding ports, the leaders use as
ports the top points of the left side of the labels (or, in the symmetric case, the
bottom points). After rerouting of the leaders, the same ports are used and the
sum of their lengths remains unchanged.
To complete the proof for the case of sliding ports, we have to examine
the case where the port is somewhere along the left side of the label. This
can happen only in the case where the site can be connected to the label by
a horizontal leader (assuming leaders of minimum length), and as it can be
easily veri ed the rerouting still works ne. However, notice that this case will
never occur if the labels are placed in the same order with their corresponding
sites.

Theorem 5.3.2. A legal one-sided, type-po boundary labeling of minimum total
leader length with either xed or sliding ports and uniform labels of maximum
size can be computed in O(n2 ) time.
Proof. The proof of this theorem is based on the algorithm used to construct legal one-sided type-po labelings for rectangular uniform labels (see Theorem 5.3.1).
The algorithm repeatedly invokes the crossing-reducing step; see Algorithm 5.1.
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By Lemma 5.3.1, the total leader length remains unchanged (for xed or sliding
ports). Thus, the total leader length of the labeling is identical to the total
leader length of the initial labeling, before any e ort to remove the crossings
was made.
Recall that in the initial labeling, the i-th site is connected with a po-leader
to the i-th label (if we go through both sites and labels from bottom to top).
This labeling possibly has crossings. We want to show that it has minimum
total leader length. To see this, consider the case where, instead of type po
leaders, we use type-opo leaders. Observe that the length of a type-opo leader
connecting a site to its corresponding label does not change, when the leader is
converted to type po (we ignore the width of the track-routing area). However,
as we pointed out in Remark 5.1.1, a legal labeling with type-opo leaders is
unique and, thus, of minimum total leader length.
The problem described above becomes signi cantly harder, if we use nonuniform sliding labels. More precisely, for the case where the sites can be placed
in arbitrary position, i.e., the general position restriction is relaxed, we can
prove:

Theorem 5.3.3. Given an integer k ∈ Z+ , it is N P -hard to nd a legal onesided, type-po boundary labeling with total leader length no more than k, assuming non-uniform labels and xed ports.
Proof. We will reduce the following single machine scheduling problem (known
as total discrepancy problem [GTW88]) to our problem: We are given a set
J of 2n + 1 jobs J0 ; J1 ; J2 ; : : : ; J2n , which are to be executed on one machine
nonpreemptively and a single preferred midtime M ∈ Z+ , which corresponds to
the time at which we would like the rst half of each job to be completed. Each
job Ji is also associated with a known deterministic processing time pi . Without
Pn
loss of generality, we assume that M is large (e.g. M > 2i=0
pi ) and the jobs
are ordered so that pi < pj , ∀i < j . Given a schedule  , we denote the starting
(completion ) time of job Ji in  by Si ( ) (Ci ( )) and we use Mi ( ) to denote
its midtime, i.e., Mi ( ) = Si ( ) + pi =2, or equivalently, Mi ( ) = Ci ( ) − pi =2.
Under a schedule  , a job Ji is considered to be on-time if its midtime Mi ( ) is
equal to the preferred midtime M and in this case, it incurs no penalty. On the
other hand, if the midtime Mi ( ) of Ji commences prior to M (exceeds M ), an
earliness (tardiness) penalty Ei ( ) = M − Mi ( ) (Ti ( ) = Mi ( ) − M ) incurs.
The objective is to determine a schedule  , so that the total earliness-tardiness
Pn
P2n
penalty 2i=0
(Ei ( ) + Ti ( )) = i=0 |M − Mi ( )| is minimized. Let opt be
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an optimal schedule of the total discrepancy problem. Then, the following hold
[GTW88]:
1.

opt

does not have any gaps between the jobs.

2.

M0 (opt ) = M .

3. If

A(opt ) = {Ji : Mi (S ) < M } & B (opt ) = {Ji : Mi (S ) > M }, then
|A(opt )| = |B (opt )| = n.

4.

opt = [An ; An−1 ; : : : ; A1 ; J0 ; B1 ; B2 ; : : : ; Bn ],

i.e., if Ai = J2i then Bi = J2i−1

where {Ai ; Bi } = {J2i ; J2i−1 },
otherwise Ai = J2i−1 and Bi = J2i .

5. The minimum total earliness-tardiness penalty is equal to
n
X
ET P =
(p2i + p2i−1 )(n − i + 1=2) + np0
i=1

The reduction we propose, can be achieved in linear time. Let IS be an
instance of the total discrepancy problem mentioned above. We proceed to
construct an instance IL of our problem as follows: For each job Ji , we introduce
a site si placed at point (2n + 1 − i; M ), i.e., the sites are collinear, lie on the
horizontal line y = M and the horizontal distance between two consecutive
sites is one unit. The label li associated with site si has height hi equal to the
processing time pi of job Ji . The bottom left corner of the enclosing rectangle
R is (0; 0). The height H of R is equal to 2M , which ensures that all labels can
Pn
be placed at the right side of R, since M > 2i=0
pi . We also set its width W
to be equal to 2n + 2 (see Figure 5.5). In the following, we show that we can
derive a schedule  of IS with total earliness-tardiness penalty ET P if and only
if we can determine a legal labeling L of IL with total leader length at most
ET P + (n + 1)(2n + 1).
We rst assume that we can derive a schedule  of IS with total earlinesstardiness penalty ET P . We place each label li , so that the y -coordinate of its
bottom boundary edge is equal to Si ( ), i.e., equal to the starting time of job
Ji under schedule  . We connect each of these labels to their associated sites by
using leaders of type po, except from label l0 which is connected using a leader
of type o (see the second property of schedule  ). From the location of the
labels, it follows that the length of the p-segment of leader ci which connects
site si to its associated label, is equal to |M − Mi ( )|. The length of its osegment is equal to i + 1. This implies that the total length of leader ci is
equal to |M − Mi ( )| + i + 1. However the total earliness-tardiness penalty of
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2n + 2

y=M

s4 s3
s5

2M

s1 s0

(0, 0)

Figure 5.5: For each job Jj , we introduce a site si placed at (2n + 1 − i; M ).
n
schedule  is equal to ET P , which suggests that 2i=0
|M − Mi ( )| = ET P .
Summing up the length of all leaders, the total leader length of IL is equal to
ET P + (n + 1)(2n + 1), as desired. Also, from the fourth property of schedule
 , it follows that IL is legal.
Suppose now that there exists a legal labeling of IL with total leader length
at most ET P + (n + 1)(2n + 1). We proceed to derive a schedule  for IS
as follows: We set the starting time Si ( ) of each job Ji to be equal to the
y -coordinate of the bottom boundary edge of label li . From the construction, it
follows that the total earliness-tardiness penalty of IS is at most ET P . However,
the minimum total earliness-tardiness penalty of IS is equal to ET P (see the
fth property of schedule opt ). Therefore, the total earliness-tardiness penalty
of  is exactly ET P .

P

5.3.2 Two-Sided Boundary Labelings
In this subsection, we consider the case where the labels are placed on two
opposite sides of the enclosing rectangle R, say sleft and sright and we present
several algorithms for obtaining length optimal boundary labelings.

Type-opo leaders and uniform labels of maximum height.
We rst consider the case where the labels are placed on two opposite sides
of the enclosing rectangle R, say sleft and sright , each containing n=2 labels.
Furthermore, the labels are assumed to be uniform in the sense that, they all are
of identical height (or width, if they are placed on the top and the bottom sides
of the enclosing rectangle). The n=2 labels are of maximum height, covering the
full length of the side of the enclosing rectangle they reside at, and hence their
position at each side is determined.
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We consider type-opo leaders and xed or sliding ports. The i-th site s which
is assigned to sleft is connected to the i-th label of sleft with a type-opo leader.
Since the location of each label is xed, the length of the leader to the i-th
label of sleft is determined. In the case of xed ports, we de ne Left(s; i) to be
the distance from site s to the (closest) port of the i-th label of sleft , while in
the case of sliding ports Left(s; i) is de ned as the length of the shortest, under
the manhattan metric leader from site s to the i-th label of sleft . Right(s; i) is
de ned similarly. We obtain the following result:

Theorem 5.3.4. Given n=2 uniform labels of maximum height attached to the
left and right side of the enclosing rectangle R, a legal type-opo boundary labeling
of minimum total leader length can be computed in O(n2 ) time for both xed and
sliding ports.
Proof. To compute a label placement of minimum total leader length, we use
dynamic programming (see Algorithm 5.2). We rst assume that n is even.
Later, we describe how to deal with the case where n is odd. The algorithm
maintains a two-dimensional table T of size ( n2 +1)×( n2 +1). For 0 ≤ l; r ≤ n2 , the
entry T [l; r] contains the minimum total leader length needed to accommodate
the l + r lowest sites, when l sites are connected to labels on sleft and the
remaining r to labels on sright . This implies that T [0; 0] = 0. Furthermore, by
de nition of T [l; r], it always holds that: i) T [0; r] = T [0; r − 1] + Right(pr ; r)
and ii) T [l; 0] = T [l − 1; 0] + Left(pl ; l). It can easily be proven by induction
that the following recurrence relation holds:
T [l; r ] = min{T [l; r − 1] + Right(pl+r ; r ); T [l − 1; r ] + Left(pl+r ; l)}

Having computed table T , entry T [ n2 ; n2 ] corresponds to a label placement
of minimum total leader length. In order to compute the actual placement and
not only its cost, we need to maintain an additional table T 0 . For 0 ≤ l; r ≤ n2 ,
entry T 0 [l; r] stores the side of the enclosing rectangle to which the label of site
n
sl+r is attached. Since the algorithm maintains an ( n
2 + 1) × ( 2 + 1) table and
each entry is computed in constant time, the time complexity of our algorithm
is O(n2 ).
To complete the proof of the theorem, we have to show how to deal with the
case where n is odd. Assume that n = 2k − 1, for some k > 0. In this case, we
will attach k labels to one side of the enclosing rectangle and k − 1 to the other.
Since we are using uniform labels, the side, which receives k − 1 labels can be
considered to have an unoccupied label slot. Note that the label slot can be on
either the left or the right side. The revised dynamic programming algorithm
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maintains a table T [0 : n=2; 0 : n=2; 0 : 1; 0 : 1], such that T [l; r; a; b] gives the
minimum total leader length for the l + r lowest sites, where l of them have
labels on sleft , r on sright and so far we have used a empty label slots on the left
side and b empty label slots on the right, with a; b ∈ {0; 1} satisfying a + b ≤ 1.
The recurrence relation, which must be satis ed by T can be easily obtained as
an extension of that of an even number of sites. Finally, observe that the size of
the table remains O(n2 ), leaving the time and space complexities unchanged.

Algorithm 5.2: UniformLabel2SideRouteOPO
input : A set P of n sites, sorted in order of increasing y-coordinate.
output : The minimum total leader length.
T [0; 0] = 0

for i = 1 to n do

T [i; −1] = T [−1; i] = ∞

for l = 0 to min{i; n=2} do
r =i−l

T [l; r ] = min{T [l; r − 1] + Right(pi ; r ); T [l − 1; r ] + Left(pi ; l)}

return T [n=2; n=2]

Type-opo leaders and non-uniform labels.
We now proceed to consider the case of two-sided boundary labeling with nonuniform labels and leaders of type opo. More precisely, we are given n sites
si ; i = 1; 2; : : : ; n, each associated with a label li of height hi , which can be
placed on either the left side (sleft ) or the right side (sright ) of the enclosing
rectangle R. As already stated in Section 2.1.3, in the case where the height of
the enclosing rectangle R is equal to half the sum of the label heights, just placing
the labels amounts to solving the N P -hard problem Partition. Therefore, we
cannot expect an algorithm whose running time is polynomial with respect to the
number of sites only, provided that P =
6 N P . Instead, we present an algorithm
whose running time is polynomial with respect to both the number of sites n
and the height H of the enclosing rectangle R, assuming that the input consists
exclusively of integers. This algorithm can be considered the counterpart of the
pseudo-polynomial solution for Partition. We obtain the following theorem:

Theorem 5.3.5. Given a rectangle R of integral height H , a set P ⊂ R of n
sites in general position, where site si is associated with label li of integral height
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hi ,

there is an O(nH 2 )-time algorithm that places the labels on the right and left
side of the rectangle and attaches the corresponding sites with non-intersecting
type-opo leaders such that the total leader length is minimized.
Proof. We say that label l is placed at height h if its bottom boundary edge has
y -coordinate h. If the i-th site si is connected to sleft and its label li is placed
at height y , then the length of the leader from si to li leftward is well de ned.
Call this length Left(si ; y ) and call the analogously de ned right leader length
Right(si ; y ).
We denote by T [i; ; ] the total leader length of the type-opo leaders of the
i lowest sites, where the left side of the enclosing rectangle is occupied up to 
and the right side is occupied up to . By L[i; ; ] we denote the total leader
length for the case where the i-th site has its label on the left side, the left side
of the enclosing rectangle R is occupied up to y -coordinate  (including label
li ) and the right side of R is occupied up to . Similarly we de ne R[i; ; ].
Then, by induction we can show that the following recurrence relations hold.
For simplicity, we omit the boundary conditions.
T [i; ; ]

=

min{L[i; ; ]; R[i; ; ]}

L[i;  + hi ; ]

=

R[i; ;  + hi ]

=

T [i − 1; ; ] + Left(pi ; )

T [i − 1; ; ] + Right(pi ; )

Table T can be computed using dynamic programming. Having computed
table T , the desired minimum total leader length is given by min0<a;b≤H T [n; a; b].
We can recover the label placement which realizes the minimum total leader
length by maintaining an additional table of the same size of T containing
information regarding the placement of the i-th leader (to the left or to the
right side). The dynamic programming algorithm that computes table T takes
O (nH 2 ) time and space.

Type-po leaders and uniform labels of maximum height.
Our next result deals with two-sided boundary labelings with uniform labels of
maximum height. We consider type-po leaders and we again aim to minimize
the total leader length. We obtain the following theorem:

Theorem 5.3.6. Given n=2 uniform labels of maximum height attached to the
left and right side of the enclosing rectangle R, a legal type-po boundary labeling
of minimum total leader length can be computed in O(n2 ) time for both xed or
sliding ports.
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Proof. We use the dynamic-programming algorithm of Theorem 5.3.4 for the
case of type opo leaders to obtain a label placement of minimum total leader
length. This takes O(n2 ) time. We observe that connecting a site to its label
with a type-opo or a type-po leader requires the same leader length, namely,
the Manhattan distance from the site to the label port. So, after obtaining the
label placement, we proceed to replace all type-opo leader with leaders of type
po. Possible crossings of leaders to the same side are resolved as in Section 5.3.1
without changing the total leader length, while crossings of leaders that go
to opposite sides cannot occur. This is due to the fact that swapping labels
between a pair of sites with crossing leaders would result in a solution with
smaller total leader length, a contradiction since we assume that the original
solution minimizes the total leader length.

5.3.3 Four-Sided Boundary Labelings.
In Chapter 7, where we study the area-feature boundary labeling problem, we
present an algorithm for obtaining legal, four-sided, area-feature boundary labelings with type-opo leaders and minimum total leader length. Obviously, the
proposed algorithm with small modi cations can also be applied in the case of
sites presented as points. For simplicity, we do not present this algorithm here.
We only state the following result. Details are given in Chapter 7.

Theorem 5.3.7. A legal four-sided, type-opo boundary labeling of minimum
total leader length for xed labels can be computed in O(n2 log3 n) time in the
case of xed ports and in O(n3 ) time in the case of sliding ports.
We conclude this section, by mentioning that for the case where the labels
can occupy two adjacent sides of the enclosing rectangle R (e.g., the four-sided
case), there exist instances of the boundary labeling problem, where it is not
feasible to determine a legal type-po placement, irrespectable of the labeling
optimization criteria. This follows from the observation that the rerouting of
two crossing po-leaders does not always eliminate their crossing (see Figure 5.6a).
Figure 5.6b illustrates an instance of the problem, where the labels occupy
all four sides of R. All sites are contained within the gray colored rectangular
area that is formed from i) the top left corner of the enclosing rectangle R and
ii) the intersection of the lines that coincide with the bottom side of the topmost
label on the left side of R and the right side of the leftmost label on the top
side of R. Since two sites have to be connected to the dark-gray colored labels
(incident to the bottom-right corner of R), a crossing as the one of Figure 5.6a
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si

si

sj

reroute(ci , cj )

ci

sj

c0i

c0j

cj

(a)

The rerouting of two crossing po-leaders does not always
eliminate their crossing.

(b)

Instance which admits no
legal solution

Figure 5.6: A legal four-sided type-po boundary labeling is not always feasible.
will inevitably arise, which implies that this instance admits no-crossing free
solution. The following theorem summarizes this result.

Theorem 5.3.8. Consider the boundary labeling problem with type-po leaders
and uniform labels placed at xed positions. If labels occupy two adjacent sides of
the enclosing rectangle there exists instances that admit no legal (i.e., crossingfree) labeling, irrespectable of the labeling optimization criteria.

5.4 Sample Labelings
In this section, we present some characteristic drawings obtained by implementations of the algorithms presented in this chapter. Figure 5.7 depicts a
relatively small medical map of a human heart, which is produced by applying
the algorithm presented in Section 5.3.1 (Theorem 5.3.1) for type-po leaders
such that labels are placed to the left of the drawing and the total leader length
is minimum.
Figure 5.8 shows a map of the city of Karlsruhe boundary-labeled with the
names and addresses of kindergartens. Figure 5.8a depicts the original map,
taken from the Internet service of the Arbeiterwohlfahrt Karlsruhe-Stadt e.V.
The quality of this gure is improved in Figure 5.8b, which contains no crossings.
Figure 9.5 shows two boundary labelings for the map of Italy. We use uniform labels of maximum size placed to the left and the right of the map and
we minimize the total leader length. The top labeling uses type-opo leaders
and was obtained by an implementation of Algorithm 5.2 (presented in Section 5.3.2, Theorem 5.3.4), while the bottom drawing uses type-po leaders and
was obtained by an implementation of the algorithm presented in Section 5.3.2
(Theorem 5.3.6). Although in the type-po labeling (bottom gure) the number
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of bends is smaller and the bends are better distributed, the relative top-tobottom order between the sites and the labels is not preserved, which might
lead to confusion. This order is preserved in type-opo labelings.

Figure 5.7: An illustration of a human heart.
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(a)

Original map taken from the Internet service of the Arbeiterwohlfahrt Karlsruhe-Stadt e.V.

(b)

Boundary labeling by implementation of our algorithm using
type-opo leaders of minimum total length.

Figure 5.8: Map with kindergartens in Karlsruhe, Germany.
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(a)

Labeling constructed with leaders of type opo

(b)

Labeling constructed with leaders of type po

Figure 5.9: Two boundary labelings of the regional map of Italy, with uniform labels
attached to opposite sides of R.
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Chapter

6

Boundary Labeling with
Octilinear Leaders
In this chapter, we study the boundary labeling problem along a relatively new
line of research, according to which di erent pairs of octilinear leader types,
i.e., leaders involving horizontal, vertical, and diagonal segments, are combined
to produce boundary labelings. Thus, we are able to overcome infeasibility
problems that might arise if only a single type of leaders is allowed. Our main
contribution is an algorithm for solving the total leader length minimization
problem (i.e., the problem of nding a crossing-free boundary labeling, such
that the total leader length is minimized) assuming labels of uniform size. We
also present an N P -completeness result for the case where the labels are of
arbitrary size.

6.1 Boundary Labelings with non-uniform Labels
In this section, we consider the boundary labeling problem with labels of nonuniform size. We are given a set P of n sites si ; i = 1; 2; : : : n, each associated
with axis-parallel, rectangular label li of height hi . The labels are allowed to
be placed on one, say the right, side of the enclosing rectangle R. We further
assume xed label ports, where each leader is connected to its corresponding
label using the middle point of the label side that faces the enclosing rectangle.
For the case where the sites can be placed in arbitrary position, i.e., the general
position restriction is relaxed, we can prove:
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Theorem 6.1.1. Given an integer k ∈ Z+ , it is N P -hard to nd a legal onesided boundary labeling of total leader length no more than k assuming do- and
pd-leaders and non-uniform sliding labels.
Proof. Our proof follows similar arguments, as the corresponding one of Theo-

rem 5.3.3 regarding type-po leaders. Again, we will exhibit a polynomial transformation from the total discrepancy problem (refer to Section 5.3.1).
Let IS be an instance of the total discrepancy problem. We proceed to
construct an instance IL of our problem as follows: For each job Ji , we introduce
a site si placed at point (2n + 1 − i; M ), i.e., the sites are collinear, lie on the
horizontal line y = M and the horizontal distance between two consecutive
sites is one unit. The label li associated with site si has height hi equal to the
processing time pi of job Ji . The bottom left corner of the enclosing rectangle
R is (0; 0). The height H of R is equal to twice the preferred midtime M , which
Pn
ensures that all labels can be placed at the right side of R, since M > 2i=0
pi .
We seek to exclude the case where a site can be connected to its label through a
leader of type pd. So, the enclosing
rectangle should be of appropriate width. We
√
set its width W to be equal to 22 H + 2n + 1 (see Figure 6.1). This ensures that
the gray-colored triangular area of Figure 6.1 contains no sites and therefore,
all sites can be connected to their associated labels through leaders of type do
only.
√

2
2 H

2n + 1

R
y=M

s4 s3
s5

s1 s0

H = 2M

(0, 0)

Figure 6.1: For each job Jj , we introduce a site si placed at (2n + 1 − i; M ).
Clearly, the proposed construction can be achieved in linear time. In the
following, we show that we can derive a schedule  of IS with total earlinesstardiness penalty ET P if and only if we can determine a legal labeling L of IL
√
with total leader length at most ( 2 − 1)ET P + (2n + 1)(W − n − 1).
Suppose that we can derive a schedule  of IS with total earliness-tardiness
penalty ET P . We place each label li , so that the y -coordinate of its bottom
boundary edge is equal to Si ( ), i.e., equal to the starting time of job Ji under
schedule  . We connect each of these labels to their associated sites by using
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leaders of type do, except label l0 which is connected using a leader of type o
(see the second property of schedule  in the proof of Theorem 5.3.3). From
the location of the labels, it follows that the length of the d-segment of leader ci
√
which connects site si to its associated label, is equal to 2 |M − Mi ( )|. The
length of its o-segment is equal to W −(2n+1−i)−|M −Mi ( )|. This implies that
√
the total length of leader ci is equal to ( 2 − 1) |M − Mi ( )| + W − (2n − 1 − i).
However the total earliness-tardiness penalty of schedule  is equal to ET P ,
Pn
which suggests that 2i=0
|M − Mi ( )| = ET P . Summing up the length of all
√
leaders, the total leader length of IL is equal to ( 2 − 1)ET P + (2n + 1)(W −
n − 1). Also, from the fourth property of schedule  (refer to the proof of
Theorem 5.3.3), it follows that IL is legal.
Suppose now that there exists a legal labeling of IL with total leader length
√
at most ( 2 − 1)ET P + (2n + 1)(W − n − 1). Due to the position of the sites,
the construction ensures that only do-leader are used to connect the sites with
their corresponding labels. We proceed to derive a schedule  for IS as follows:
We set the starting time Si ( ) of each job Ji to be equal to the y -coordinate
of the bottom boundary edge of label li . From the construction, it follows
that the total earliness-tardiness penalty of IS is at most ET P . However, the
minimum total earliness-tardiness penalty of IS is equal to ET P (see the fth
property of schedule opt in the proof of Theorem 5.3.3). Therefore, the total
earliness-tardiness penalty of  is exactly ET P .

6.2 Boundary Labelings with uniform Labels
Provided that P =
6 N P , Theorem 6.1.1 implies that, we cannot eciently determine an optimal solution for the boundary labeling problem with non-uniform
labels. Therefore, we proceed to consider the case of uniform labels, which is a
reasonable assumption, since in real applications the labels usually contain single line texts (for example a place name or an integer used as a legend). Also, in
the remainder of this section, we assume that the labels have xed ports, where
each leader is connected to its corresponding label using the middle point of the
label side that faces the enclosing rectangle.
Before we proceed with the description of our algorithms, we note that in
order to avoid leader overlaps, the notion of sites in general position have to be
generalized so as they include the following two requirements: i) no two sites
lie on the same diagonal line and ii) the horizontal, vertical and diagonal lines
that pass through the ports of the labels do not coincide with the sites.
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6.2.1 Legal Boundary Labelings
In this subsection, we consider the problem of determining a legal boundary
labeling with od- and pd-leaders, i.e., we relax the optimality constraint on the
resulting labeling. Since the problem of determining a solution which minimizes
the total leaders length is computationally harder (namely, needs O(n3 ) time;
see Section 6.2.2), our aim is to obtain a more ecient algorithm in terms of
time complexity. We assume that the sites are in general position and the labels
are of uniform size, placed at xed positions on all four sides of the enclosing
rectangle R. We further assume xed label ports, where each leader is connected
to its corresponding label using the middle point of the label's side that faces
the enclosing rectangle.
Our basic idea is simple: We rst develop an algorithm which determines a
legal labeling in the case where the labels are allowed to be attached to one side
of the enclosing rectangle R (see Section 6.2.1). Then, we partition R into four
disjoint regions such that the one-sided algorithm can be applied to each region
separately (see Section 6.2.1).

An Algorithm for legal one-sided boundary labelings
Let P = {s1 ; s2 ; : : : sn } and L = {l1 ; l2 ; : : : ln } be the sets of sites and labels,
respectively. We state the following theorem.

Theorem 6.2.1. A legal one-sided boundary labeling for uniform xed labels
with xed ports can be computed in O(n log n) time, assuming leaders of type od
and pd.
Proof. Without loss of generality, we assume that the labels are placed at the
right side AB of R. Our approach is outlined in Algorithm 6.1. We process the
labels from bottom to top. Let li be the i-th label in the order. Let also P 0 be
the set of sites that have not been routed yet. The lines that pass through the
port of li and form 45o , 90o and 135o angles with the left side of li partition R
into four regions Ri;1 , Ri;2 , Ri;3 and Ri;4 (see Figure 6.2). We distinguish the
following cases:

Case (a):

P 0 ∩ Ri;1 6= ∅.

Refer to Figure 6.2a. In the case where there exist sites within the region
Ri;1 that haven't been routed yet (case A of Algorithm 6.1), we determine the rightmost one and we proceed to connect it to label li , through
a leader of type pd.
- 86 -

6.2. Boundary Labelings with uniform Labels
Ri,2 ∪ Ri,3

Ri,2 ∪ Ri,3

Ri,4

Ri,4

li

Ri,1

Case A of Alg.6.1.

Ri,2 ∪ Ri,3

Ri,4

li

(a)
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li

Ri,1
(b)

Case B of Alg.6.1.

Ri,1
(c)

Case C of Alg.6.1.

Figure 6.2: Illustration of the di erent cases of Algorithm 6.1.

Case (b):

P 0 ∩ Ri;1 = ∅

Case (c):

P 0 ∩ (Ri;1 ∪ Ri;2 ∪ Ri;3 ) = ∅

and P 0 ∩ (Ri;2 ∪ Ri;3 ) 6= ∅.
Refer to Figure 6.2b. In the case where region Ri;1 contains no sites,
whereas region Ri;2 ∪ Ri;3 does (case B of Algorithm 6.1), we choose to
connect the bottommost site of Ri;2 ∪ Ri;3 to label li , through a leader of
type od.
and P 0 ∩ Ri;4 6= ∅.
Refer to Figure 6.2c. In the case where neither Ri;1 nor Ri;2 ∪ Ri;3 contain
sites (i.e. all sites that haven't been routed yet lie within the region Ri;4 ;
case C of Algorithm 6.1), we choose to connect the leftmost site of Ri;4 to
label li , using a leader of type pd.

Observe that the connection of the i-th label to its site does not a ect connections with labels later in the order. Therefore, we can inductively show that this
approach yields a crossing free boundary labeling. Moreover, in a straight forward approach, Algorithm 6.1 needs O(n2 ) time. However, the time-complexity
can be further improved in O(n log n) by means of more sophisticated data
structures:
1. A semi-dynamic convex-hull data structure CH , which only supports deletion of points [HS92]. The initial construction of CH costs O(n log n)
time, where n is the number of points. Deletions of points from CH take
O (log n) time each. Finding an extreme corner of CH in a given direction
and nding the intersections of CH with a query line also take O(log n)
time.
2. A data structure MaxXInRectangle, which given a set of points Q that
changes under insertions and deletions, a threshold value y0 and a query
range (l; r), returns the point of Q with the largest x-coordinate that is
located within the rectangle (l; r)×(0; y0 ) [Meh84, pp.209]. Insertions and
deletions of points take O(log n) time.
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Algorithm 6.1: One Side Legal Algorithm
input : A set P = {s1 ; : : : ; sn } of n sites and a set L = {l1 ; : : : ; ln } of n

uniform labels placed on the right side of R, s.t. the y -coordinate
of the top left corner of li is smaller than the y -coordinate of the
top left corner of lj , ∀i < j .
output : A crossing free one-side boundary labeling with od- and
pd-leaders.
P0 ← P;

for i = 1 to n do
if (P 0 ∩ Ri;1 6= ∅) then s ← Rightmost site of P 0 ∩ Ri;1 ; /* Case A */
else
if (P 0 ∩ (Ri;2 ∪ Ri;3 ) 6= ∅) then
/* Case B */
Bottommost site of P 0 ∩ (Ri;2 ∪ Ri;3 )
else s ← Leftmost site of P 0 ∩ Ri;4 ;
Connect label li to site s;
P 0 = P 0 -{s}
s←

/* Case C */

In case A of Algorithm 6.1, we have to report the rightmost site of region
First observe that this site is not necessarily the rightmost corner of the
convex hull CH of P 0 (see for example Figure 6.2a). Also, observe that MaxXInRectangle would report the rightmost site of Ri;1 , if region Ri;1 was rectangular.
However, in our case this region is triangular. To make this structure work for
our case, we have to restrict it to contain sites that (have not been routed and)
lie within the region Ri;1 only. In this case, a query with threshold value y0
equal to the y-coordinate of the port of label li and query range (0; W ), would
obviously report the rightmost site of region Ri;1 . Additionally, the rst condition of Algorithm 6.1 (i.e., P 0 ∩ Ri;1 6= ∅) can be answered in constant time, by
checking whether the structure is empty or not. To achieve this, when we process the i-th label li , we have to insert into the MaxXInRectangle data structure
the sites that lie within the region Ri;1 − ∪ji−1
=1 Rj −1 and have not been routed
yet. This is done by maintaining an extra list, say L, which contains the site
set P 0 and it is sorted according to the order, in which the sites are intersected
by the sweep line l : y = x, which sweeps the plane in the north-west direction.
Then, we simply have to remove from L all points to the right of the diagonal
line through the port of label li and insert them into the MaxXInRectangle data
structure. Note that the sorting of L is performed once at the beginning of our

Ri;1 .
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algorithm and implies a cost of O(n log n) time.
In case B of Algorithm 6.1, we have to determine whether P 0 ∩(Ri;2 ∪ Ri;3 ) 6=
∅. In this case, we employ the convex hull data structure. Since P 0 ∩ Ri;1 6= ∅,
we simply have to determine whether the line that passes through the port of
label li and forms 135o angle with the left side of label li intersects the convex
hull of P 0 , which costs O(log n) time. In the case of no crossing, an additional
check is needed in order to cover the case, where the entire convex hull of P 0
lies within the region Ri;2 ∪ Ri;3 (i.e. P 0 ∩ Ri;4 = ∅). This can be done be
checking whether the bottommost corner of the convex hull of P 0 (which can
also be reported in O(log n) time) lies within Ri;2 ∪ Ri;3 .
In case C of Algorithm 6.1, we are interested in obtaining the leftmost site
of region Ri;4 . Since P 0 ∩ (Ri;1 ∪ Ri;2 ∪ Ri;3 ) = ∅, this can be done by means
of the convex hull data structure. To realize that, observe that in this case the
leftmost site of P 0 ∩ Ri;4 corresponds to the leftmost corner of the convex hull
of P 0 and can be reported in O(log n) time.
The initialization of the convex hull CH of P costs O(n log n) time in total.
Furthermore, each site is inserted into the MaxXInRectangle data structure at
most once. Since each insertion takes O(log n) time, all insert operations imply
a cost of O(n log n) time in total. When a site is connected to its label, it
is removed from both data structures CH and MaxXInRectangle, as well as
from list L. The deletion from list L can be done in constant time, assuming
appropriate references. Additionally, since each deletion costs O(log n) time in
data structures CH and MaxXInRectangle, all delete operations imply a cost
of O(n log n) time in total, which concludes the proof of this lemma.

Partitioning

R

into four disjoint regions

We partition R into four disjoint regions so that Algorithm 6.1 can be applied to
each region separately. We have two requirements for a region A in the partition
of R: (a) A must be adjacent to a speci c side sA of R and (b) each site in A
can be connected to any label attached on sA either through a leader of type
do or of type pd.
Let v1 ; : : : ; v4 be the corners of R from the lower left corner in counterclockwise order, and let b1 = v1 ; v2 , b2 = v2 ; v3 , b3 = v3 ; v4 and b4 = v1 ; v4 be
the sides of R (see Figure 6.3). To avoid the N P -hard problem Partition as
discussed in Section 2.1.3, we assume that we know how many labels have to
be attached to each side of R. Let n1 ; : : : ; n4 be the number of labels attached
to the sides b1 ; : : : ; b4 , respectively and l1 ; : : : ; l4 the diagonal lines that pass
through the corners v1 ; : : : ; v4 , respectively and intersect R.
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Figure 6.3: Partitioning R into four disjoint regions R1 ; : : : ; R4 .

Let r be a rectangle which initially coincides with R. We start simultaneously
sliding its vertices along the lines l1 ; : : : ; l4 towards the center of R (see the
left drawing of Figure 6.3a). During this procedure, the sides of R, the lines
l1 ; : : : ; l4 and the sides of r form four disjoint regions R1 ; : : : ; R4 adjacent to
the sides b1 ; : : : ; b4 , respectively. We stop sliding the vertices of r when Ri
contains ni points of P , for some i = 1; : : : ; 4 (R3 in Figure 6.3a). This is the
rst region of the partition. We remove the diagonal lines that are adjacent to
this region and we continue by simultaneously sliding the vertices of r along
the remaining diagonal lines (see the middle drawings of Figure 6.3). Again
we stop when one of the formed regions contains the same number of sites as
the number of labels attached to the side of R to which it is adjacent (R2
in Figure 6.3a or R1 Figure 6.3b). This constitutes the second region of the
partition. Similarly, we proceed by removing the diagonal lines that are adjacent
to the newly formed region and we distinguish two cases. If the two regions that
are already formed are adjacent (refer to Figure 6.3a), we similarly proceed by
sliding the vertex of r along the remaining diagonal line. In the case where
these regions are not adjacent, a horizontal or vertical sliding is required (see
Figure 6.3b). Using standard plane sweep algorithms [dBvKOS00], the partition
of R can be constructed in O(n log n) time. Therefore, we state the following
theorem:
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Theorem 6.2.2. Given numbers n1 ; : : : ; n4 that express how many labels are
to be attached to each side of R, a legal four-sided boundary labeling for uniform
xed labels with xed ports can be computed in O(n log n) time, assuming leaders
of type od and pd.

6.2.2 Leader-Length Minimization
In this subsection, we consider the total leader length minimization problem.
Let P = {s1 ; s2 ; : : : ; sn } and L = {l1 ; l2 ; : : : ; ln } be the sets of sites and labels,
respectively. As in the preceding section, we assume that the sites are in general
position and the labels are placed on xed positions on the boundary of R.
Since the labels are of uniform size, each site si can be connected to any label
lj . We seek to derive appropriate connections, so that the total leader length is
minimized. Our approach is outlined in Algorithm 6.2.
Initially, we construct a complete weighted bipartite graph G = (P ∪ L; E; w)
between all sites si ∈ P and all labels lj ∈ L, where E = {(si ; lj ); si ∈ P; lj ∈ L}
and w : E → R is a cost function (see step A of Algorithm 6.2). Each edge
eij = (si ; lj ) ∈ E of G is assigned a weight w (eij ) = dij , where dij is equal to the
length of the leader which connects site si with label lj . Recall that the type of
the leader that will be used to connect site si to label lj depends on their relative
positions, as stated in Section 2.1.3. Also, recall that if a site can be connected
to its associated label with a leader of type do, it can also be connected using
an od-leader. However, in both cases the total length required, is the same and
consequently, the edge eij is assigned the same weight, regardless the type of the
leader that will be eventually used (i.e., do or od). Observe that G is regular.
We proceed by computing a minimum-cost bipartite matching on G, i.e., we
compute a matching between the sites and the labels that minimizes the total
distance of the matched pairs (see step B of Algorithm 6.2). Since G is regular
and bipartite, by Hall's theorem a perfect matching exists [Hal35]. Then, we
can obtain a labeling M of minimum total leader length as follows: If an edge
eij = (si ; lj ) ∈ E is selected in the matching, then we connect site si with label
lj using a leader of length w (eij ) (see step C of Algorithm 6.2). Labeling M is
of optimal total leader length, but it might contain crossing leaders, which have
to be eliminated while keeping the total leader length unchanged, i.e., equal to
that of M (see step D of Algorithm 6.2). The crossing elimination procedure is
described in the remainder of this section and depends on i) the location of the
labels and ii) the type of the leaders that are used to produce M .
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Algorithm 6.2: Generic Algorithm
input : A set P = {s1 ; : : : ; sn } of n sites and a set L = {l1 ; : : : ; ln } of n
uniform labels placed on the boundary of R.

output : A crossing free boundary labeling of minimum total leader length.
Step A: Construct a complete weighted bipartite graph.

Construct a complete weighted bipartite graph G = (P ∪ L; E; w)
between all sites si ∈ P and all labels lj ∈ L. The weight w(eij ) of an
edge eij = (si ; lj ) ∈ E is the length of the leader, say dij , which connects
si with lj .

Step B: Compute a Minimum Cost Bipartite Matching.

Compute a minimum-cost perfect bipartite matching M of G, i.e.,
compute a matching between sites and labels that minimizes the total
distance of the matched pairs.

Step C: Obtain an optimal boundary labeling M .
foreach (edge eij = (si ; lj ) ∈ E ) do
if eij = (si ; lj ) ∈ M then connect si to lj s.t.

length(ci ) = w (eij )

Step D: Eliminate crossings.

Eliminate all crossings among pairs of leaders and obtain a legal
boundary labeling M 0 , keeping the total leader length unchanged, i.e.,
equal to that of M .

One-sided boundary labelings
We rst describe how to eliminate all crossings of labeling M (obtained from
Step C of Algorithm 6.2), assuming that the labels are allowed to be attached to
one side of the enclosing rectangle R, say the right side AB . Note that labeling
M is of minimum total leader length and the leaders, we have used to produce
it in Step C of Algorithm 6.2, are i) either of type do and pd or ii) of type od
and pd. Our aim is to eliminate all crossings and obtain a legal labeling M 0
that keeps the total leader length unchanged.

Lemma 6.2.1. Let M be an optimal one-sided boundary labeling either with
do- and pd-leaders or with od- and pd-leaders (which may contain crossings)
obtained from Step C of Algorithm 6.2. Let ci and cj be a pair of intersecting
leaders originating from sites si and sj , respectively. Then the following hold:
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i) Leaders ci and cj are oriented towards the same corner of R.
ii) Leaders ci and cj are of the same type.
iii) Leaders ci and cj can be rerouted so that they do not cross each other, the
sum of their leader length remains unchanged, their type remains unchanged
and they are oriented towards the same corner of R.
Proof. We will only show the proof assuming that the boundary labeling M , obtained from Step C of Algorithm 6.2 contains do and pd leaders, only. Analogous
reasoning yields the result for od and pd leaders.
i) Assume to the contrary that there exists an optimal boundary labeling M
with type do and pd leaders, which contains a pair of intersecting leaders
ci and cj , where ci is of type do, cj is of type pd and leaders ci and cj
are oriented towards di erent corners of R. Analogous reasoning yields
the result for any combination of do and pd leaders. Let p ∈ R2 be their
intersection point.
A
R
Sij

lj

si
cj

ci

p
sj

li
B

Figure 6.4: The total length of two oppositely directed leaders can be decreased.
Let ci be directed towards corner B of R, whereas leader cj towards corner
(see Figure 6.4). Then, assuming that label lj is stacked on top of label
li , then y (sj ) < y (si ). Note that the case where label lj is stacked bellow
label li is treated symmetrically. The length of leader ci is doct (si ; li ) =
doct (si ; p) + doct (p; li ) and the length of cj is doct (sj ; lj ) = doct (sj ; p) +
doct (p; lj ). Now the triangle inequality yields:
A

doct (si ; lj )
doct (sj ; li )

≤
≤

doct (si ; p) + doct (p; lj )
doct (sj ; p) + doct (p; li )

Therefore, doct (si ; lj ) + doct (sj ; li ) ≤ doct (si ; li ) + doct (sj ; lj ). In Figure 6.4,
the term doct (si ; lj ) + doct (sj ; li ) corresponds to the length of the dotted
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leaders. In fact, we can prove that the dotted leaders are strictly shorter
than ci and cj . To realize that, consider the horizontal strip Sij ⊆ R, that
is occupied by both ci and cj (refer to Figure 6.4). Since p ∈ Sij , the point
p is not inside the bounding box (shaded in dark gray in Figure 6.4) of at
least one of the dotted leaders. Therefore, the pd or do path via p that
leaves the bounding box of site and label must be strictly longer than the
direct pd or do path inside the bounding box. This is a contradiction to
the optimality of labeling M .

ii) W.l.o.g. we assume that both leaders are oriented towards corner A of R.
We further assume that leader ci is of type do, whereas leader cj of type
pd. To prove statement (ii), we have to perform an exhaustive case analysis
and show that in all cases the total leader length is reduced if we reroute
the crossing leaders (i.e., swap the labels to which each site is connected).
This is illustrated in Figure 6.5, where the solid leaders corresponds to
crossings leaders, whereas the dotted ones to the corresponding {crossingfree{ leaders obtained after the rerouting. In all cases, the total length
of the solid leaders is greater than the corresponding length of the dotted
ones, which contradicts the optimality of the initial solution.
lj
cj

cj
ci

si

lj
lj

li
p ci

p
si

sj
ŝj

lj

sj

li

si

ŝj
(a)

ci

p
sj
ŝj

(b)

(c)

p

cj
li

si

cj
ci

li

sj
ŝj
(d)

Figure 6.5: The length of two crossing leaders of di erent types can be shortened.

iii) To complete the proof of the lemma, it remains to show statement (iii),
i.e., how the crossing between two leaders of the same type and orientation
can be eliminated without increasing the sum of their lengths and without
changing their type and orientation. Figure 6.6 depicts two cases involving
leaders of type do and pd. In both cases, the total length of the swapped
leaders (refer to the dotted leaders of Figure 6.6) equals the sum of the
lengths of ci and cj . Observe that doct (si ; li ) = doct (si ; p) + doct (p; li ) and
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A
R

A
R

lj

li

p
si

p ci

li

ci

sj

lj

cj

cj

si

B
(a)

sj
B
(b)

Figure 6.6: Swapping two leaders removes the crossing and keeps the total length
unchanged.

doct (sj ; lj ) = doct (sj ; p) + doct (p; lj ).
doct (si ; lj )
doct (sj ; li )

≤
≤

Also, the triangle inequality yields:

doct (si ; p) + doct (p; lj )
doct (sj ; p) + doct (p; li )

Therefore, doct (si ; lj ) + doct (sj ; li ) ≤ doct (si ; li ) + doct (sj ; lj ) and since M
is an optimal labeling, in terms of total leader length, the two sums must
indeed be equal. Furthermore, neither orientation nor leader type have
been changed. This concludes the proof of the lemma.

Lemma 6.2.2. Let M be an optimal one-sided boundary labeling either with
do- and pd-leaders or with od- and pd-leaders (which may contain crossings)
obtained from Step C of Algorithm 6.2. We can always determine a crossing-free
labeling M 0 with total leader length equal to that of M (step D of Algorithm 6.2).
Moreover, labeling M 0 can be obtained in O(n2 ) time.
Proof. By Lemma 6.2.1, it follows that leaders involved in a crossing are of
the same type and oriented towards the same corner of R. We show how to
eliminate all crossings of labeling M by rerouting the crossing leaders. Our
method performs four passes over the sites. In the rst and second pass, we
eliminate all crossings among the leaders of type pd, which are oriented towards
the top right and bottom right corner of R, respectively. In the third and fourth
pass, we eliminate all crossings among the remaining leaders (i.e. either leaders
of type do or of type od), which are oriented towards the top right and bottom
right corner of R, respectively. For the sake of simplicity, we will restrict our
proof for combinations of type-do and type-pd leaders.
As already mentioned, in the rst pass we consider the sites whose leaders
are of type pd, oriented towards the top right corner, say A, of the enclosing
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rectangle R. We examine these sites from right to left. We are interested only
in those sites, that have crossing leaders. Let si be the rst such site and let ci
be the leader that connects it to its corresponding label on the right side AB of
R (see the left part of Figure 6.7). By Lemma 6.2.1.(i) and Lemma 6.2.1.(ii), all
leaders that intersect ci are also of type pd and oriented towards corner A. Let sk
be the site whose leader ck intersects ci and its label is placed bottommost. From
Lemma 6.2.1.(iii), it follows that we can reroute leaders ci and ck so that the
total leader length remains unchanged (see the right part of Figure 6.7). Note
that the rerouting possibly eliminates more than one crossing but, in general, it
may also introduce new crossings with other type-pd leaders, oriented towards
corner A1 . However, the crossings are located to the left of the vertical line that
coincides with si (within the gray-colored region of Figure 6.7). Continuing in
the same manner, the line which forms the region containing the crossings in
the right-to-left pass, is pushed to the left (i.e., the area of this region is reduced
at each iteration, in the right-to-left pass), which guarantees that all crossings
{among leaders of type pd that are oriented towards corner A{ are eventually
eliminated. The second pass is treated symmetrically.

R

ci

A
reroute(ci , ck )

ck

sk

si

A

R

c0k

sk

B

c0i
si

B

Figure 6.7: Rerouting the crossing pd-leaders ci and ck .
In the third pass we consider the sites whose leaders are of type do, oriented
towards the top right corner A of the enclosing rectangle R. We examine these
sites according to the order, in which they are intersected by the sweep line
l : y = x, which sweeps the plane from right to left. Let si be the rst site in the
order, whose leader ci is involved in a crossing (see the left part of Figure 6.8).
By Lemma 6.2.1.(i) and Lemma 6.2.1.(ii), all leaders that intersect ci are also of
type do, oriented towards corner A. Let ck be the leader that intersects ci and
its label is placed bottommost. According to Lemma 6.2.1.(iii), we can reroute
leaders ci and ck so that the total leader length remains unchanged (see the right
part of Figure 6.8). Note that the rerouting possibly eliminates more than one
1 From

Lemma 6.2.1.(iii), it follows that the new leaders c0i and c0k are also of type pd
oriented towards corner A. This implies that crossings with pd-leaders oriented away from
corner A or od/do-leaders cannot occur, since that would violate the optimality of the initial
labeling M .
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crossing but, in general, it may also introduce new crossings with other type do
leaders, oriented towards corner A. However, the crossings are now, located to
the left of the line that coincides with the d-segment of the new leader c0i (within
the gray-colored region of Figure 6.8). Continuing in the same manner, the line
which forms the region containing the crossings is pushed to the left, towards
the top left corner of R (i.e., the area of this region is continuously reduced),
which guarantees that all crossings {among leaders of type do, oriented towards
corner A{ are eventually eliminated. The fourth pass is treated symmetrically.
A

R

reroute(ci , ck )

A

R

c0k

ck
sk

ci

sk

si
B

si

c0i
B

Figure 6.8: Rerouting the crossing do-leaders ci and ck .
When the four independent passes over the site set are completed, we have
eliminated all crossings, resulting in a labeling M 0 without any crossings and of
total leader length equal to that of M , i.e., of minimum total leader length. To
complete the proof of the lemma, it remains to explain how to obtain in O(n2 )
time the new labeling M 0 , given that labeling M is of minimum total leader
length. At each pass, we sort appropriately the site set. This can be done in
O (n log n) time. At each iteration over the sorted sets of sites, we are interested
in nding a speci c site, which crosses the leader of the site that we currently
consider. In a straight-forward manner, this can be computed in O(n) time.
This results in a total of O(n2 ) time for each pass and, consequently, for the
elimination of all crossings.

Theorem 6.2.3. Given a site set P of n sites and a set L of n labels of uniform
size placed at xed positions on one side of the enclosing rectangle R, we can
compute in O(n3 ) total time a legal boundary labeling of minimum total leader
length with either do- and pd-leaders or with od- and pd-leaders.
Proof. In Step A of Algorithm 6.2, we construct a complete weighted bipartite
graph G = (P ∪ L; E; w) between all sites si ∈ P and all labels lj ∈ L, where
the weight of an edge eij = (si ; lj ) ∈ E is the length of the leader connecting
site si to label lj . The computation of each edge weight requires constant
time. Hence, the construction of G can be done in O(n2 ) time. In Step B
of Algorithm 6.2, we have to compute a minimum-cost bipartite matching on
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the graph G, which can be eciently done by means of the Hungarian method
in O(n3 ) time [Kuh55] (see Section 3.5). Note that we cannot use Vaidya's
algorithms [Vai89] to reduce the time complexity of Step B , since the leaders
are neither straight lines (Euclidean metric) nor rectilinear (Manhattan metric).
The solution obtained from Step C of Algorithm 6.2 is optimal. However, it may
contain crossings. In Step D of Algorithm 6.2, the crossings are eliminated in
O (n2 ) time. Thus, the total time complexity of Algorithm 6.2 for the case
of one-sided boundary labeling with either do- and pd-leaders or with od- and
pd-leaders is O (n3 ).

Two-sided boundary labelings
In this subsection, we consider the case where the labels are allowed to be
attached to two opposite sides of the enclosing rectangle R. To cope with this
case, we use Algorithm 6.2 to obtain a boundary labeling M (not necessarily
crossing-free) of minimum total leader length. This can be done in O(n3 ) time.
We can observe that a possible crossing, between two leaders ci and cj that lead
to labels located at opposite sides of the enclosing rectangle, cannot occur (as
an example see Figure 6.9), since the rerouting of the leaders ci and cj results
in a solution with smaller total leader length. This result is summarized in the
following lemma.

Lemma 6.2.3. In an optimal two-sided boundary labeling, crossings between
leaders that connect labels located at opposite sides of the enclosing rectangle
cannot occur.
Proof. For the sake of contradiction, assume that in an optimal solution two
leaders ci and cj intersect, where the label li (lj ) associated with leader ci (cj )
lies on the right (left) side of R. Since ci and cj intersect, it follows directly that
x(si ) < x(sj ). Also, their intersection point p must be located in the vertical
strip Tij ⊆ R (refer to the gray-colored region of Figure 6.9). Observe that
doct (si ; li ) = doct (si ; p) + doct (p; li ) and doct (sj ; lj ) = doct (sj ; p) + doct (p; lj ).
Also, the triangle inequality yields:
doct (si ; lj )
doct (sj ; li )

≤
≤

doct (si ; p) + doct (p; lj )
doct (sj ; p) + doct (p; li )

Therefore, doct (si ; lj ) + doct (sj ; li ) ≤ doct (si ; li ) + doct (sj ; lj ). In fact, this
inequality is strict, since p is not inside the bounding box (shaded in gray in
Figure 6.9) of at least one of the dotted leaders, i.e., the path from the site to its
- 98 -

6.2. Boundary Labelings with uniform Labels
R

Tij

lj
cj

si

99

ci

li

p
sj

Figure 6.9: Crossing leaders to opposite sides can be shortened.
label via p is strictly longer than the corresponding pd- or do-leader. However,
this contradicts the optimality of the initial solution, as desired.
From Lemma 6.2.3, it follows that we can independently eliminate the crossings along the two opposite sides of R. The following theorem summarizes our
result.

Theorem 6.2.4. Given a site set P of n sites and a set L of n labels of uniform
size, placed at xed positions, on two opposite sides of the enclosing rectangle
R, we can compute in O (n3 ) total time a legal boundary labeling of minimum
total leader length with either do- and pd-leaders or with od- and pd-leaders.
Four-sided boundary labeling with

od-

and

pd-leaders

In this subsection, we consider the general case of determining a legal boundary
labeling of minimum total leader length with od- and pd-leaders, where the labels
are allowed to be attached to all four sides of the enclosing rectangle R. Again,
we use Algorithm 6.2, to obtain a labeling M of minimum total leader length.
By Lemma 6.2.1, it follows that crossing leaders that connect labels placed at
the same side of R are of the same type and oriented towards the same corner of
R. Crossings between leaders that connect labels placed at opposite sides of R
cannot occur, because of Lemma 6.2.3. For the case, where two crossing leaders
attached to labels placed at two adjacent sides of R, we can show the following
lemma.

Lemma 6.2.4. Let M be an optimal four-sided boundary labeling with od- and
pd-leaders (which may contain crossings) obtained from Step C of Algorithm 6.2.
Let ci and cj be a pair of intersecting leaders originating from sites si and sj ,
respectively. Let li and lj be their associated labels, which lie on two adjacent
sides of the enclosing rectangle R. Then the following hold:
i) Leaders ci and cj are oriented towards the same corner of R.
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ii) Leaders ci and cj are of di erent type.
iii) Leaders ci and cj can be rerouted so that they do not cross each other, the
sum of their leader length remains unchanged, their type remains unchanged
and they remain oriented towards the same corner of R.
The proof of Lemma 6.2.4 follows similar arguments as the corresponding
proof of Lemma 6.2.1 and therefore it is omitted. We now proceed to describe
how to eliminate all crossings of labeling M obtained from Step C of Algorithm 6.2 by rerouting the crossing leaders and by keeping the total leader
length unchanged. We can state the following lemma.

Lemma 6.2.5. Let M be an optimal four-sided boundary labeling with od- and
pd-leaders (which may contain crossings) obtained from Step C of Algorithm 6.2.
We can determine a legal labeling M 0 with total leader length equal to that of
M (step D of Algorithm 6.2). Moreover, labeling M 0 can be obtained in O (n2 )
time.
Proof. We partition the set of sites into four disjoint sets ST R , ST L , SBR and
each of those contains the sites whose leaders are oriented towards the
top-right, top-left, bottom-right and bottom-left corner of R, respectively (see
Figure 6.10). From Lemma 6.2.1 (one side case), Lemma 6.2.3 (two opposite
sides case) and Lemma 6.2.4 (two adjacent sides case), it follows that in an optimal labeling, possible crossings can only occur between leaders that are oriented
towards the same corner of R. Therefore, we can independently eliminate the
crossings at each of the sets ST R , ST L , SBR and SBL .
We describe in detail how to eliminate the crossings of set ST R . The remaining cases are treated similarly. Recall that the set ST R contains sites whose
leaders are oriented towards the top-right corner of R. We proceed to partition
the set ST R into two disjoint subsets S1;T R and S2;T R , as follows: Set S1;T R
(S2;T R ) contains the sites of ST R whose leaders are either i) of type od leading
to a label placed at the right (top) side of R or ii) of type pd leading to a label
placed at the top (right) side of R. In Figure 6.10, the sites that constitute set
S1;T R are the ones whose leaders are drawn as solid lines.
From Lemma 6.2.4.(ii), it follows that the leaders, which are involved in
a crossing and lead to labels placed at two adjacent sides of R, should be of
di erent type. Furthermore, crossing leaders that connect labels placed at
the same side of R, should be of the same type. This directly follows from
Lemma 6.2.1.(ii). Hence, we can independently eliminate the crossings at each
of the sets S1;T R and S2;T R .
SBL ,
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ST L

R

ST R
SBL
SBR

S1,T R

Figure 6.10: Sets STR , STL , SBR , SBL .

Figure 6.11: Extending a pd-leader

Consider the set S1;T R and let s ∈ S1;T R be a site whose leader c is of
type pd. Leader c leads to a label placed at the top side of R. By extending
appropriately its d-segment, leader c can be viewed as an od-leader leading to a
label at the right side of R (see Figure 6.11). This implies that we can make use
of the algorithm described in the proof of Lemma 6.2.2 to eliminate all crossings
of S1;T R . Since all leaders of the sites of S1;T R have the same orientation (this
holds because S1;T R ⊆ ST R ), their d-segments are parallel to each other, which
guarantees that all crossings will occur within the enclosing rectangle. This
ensures that our approach will nd a legal labeling. Similarly, we eliminate
the crossings of the set S2;T R . The total time needed in order to eliminate the
crossings at each of the sets ST R , ST L , SBR and SRL , is O(n2 ). Therefore,
labeling M 0 can be obtained in O(n2 ) time.
Now we are ready to present the main theorem of this subsection:

Theorem 6.2.5. Given a site set P of n sites and a set L of n labels of uniform
size placed at xed positions on all four sides of the enclosing rectangle R, we
can compute in O(n3 ) total time a legal boundary labeling of minimum total
leader length with od- and pd-leaders.

6.3 Sample Labelings
Figure 6.12 depicts two sample boundary labelings with octilinear leaders. Unfortunately, we have not implemented the algorithms of this chapter. The gures
are realistic. They have been taken from Deutsche Welle TV and illustrate how
boundary labeling can be applied in weather forecast illustrations.
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Figure 6.12: Boundary labeling applied in weather forecast; courtesy of DW-TV
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7
Area-Feature Boundary
Labeling

In this chapter, we study the version of
the boundary labeling problem where the
sites can \ oat" within a region, the socalled area-feature boundary labeling. As
already mentioned in Section 2, this problem is motivated by the fact that we often want to label area features of a map,
e.g., a body part in a medical map or a
machine part in a technical drawing. Figure 7.1 illustrates the anatomy of the human thigh muscles. Observe that each
muscle occupies a region within the gure. So, instead of arbitrarily selecting a
point to represent each of these regions,
we associate them with polygonal areas
(refer to the dashed rectangular areas of
Figure 7.1), so that any site inside or on Figure 7.1: An illustration of the
the boundary of these polygonal areas can
human thigh muscles.
be selected to represent the corresponding
region. Our main contribution is a polynomial time algorithm that produces
a labeling of minimum total leader length for labels of uniform size placed on
xed positions on the boundary of R.
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7.1 Generalized Canonical Polygons
As already stated in Section 2.1.3, a generalized canonical polygon or simply
is a simple closed polygon, whose edges are vertical, horizontal or
diagonal, i.e., at angles which are multiples of 45 degrees with respect to the
axes. A gc-polygon is represented by a set of k points (of integer coordinates),
referred to as corners, indexed {1; : : : ; k} in clockwise direction that de ne its
boundary. We assume that k is constant. In Figure 7.2, gc-polygon si has 4
corners while gc-polygon sj has 5 corners.
gc-polygon

R

cj

sj

B

l

ci
si
A

Figure 7.2:

gc-polygons;

Leader ci (cj ) is oriented towards (away of) corner A

Each leader that connects an area-site si to a label li , touches the boundary
on a point. This point is referred to as port of area-site si or simply as
site-port of si and is denoted by psi . In Figure 7.2, the ports of both area-sites
si and sj coincide with some corner of their corresponding gc-polygons. We
also extend the notion of general position for sites represented as points to gcpolygons as follows: We say that gc-polygons s1 ; s2 ; : : : sn are in general
position if for each pair of indices i, j with i 6= j ,
of

si

i) there do not exist two corners belonging to
the same x- or y -coordinate

gc-polygons si

ii) there do not exist two corners belonging to
with the same x- or y -coordinate

gc-polygon si

and

sj

with

and label

lj

Consider now a type-opo leader ci which originates from site-port psi of a
gc-polygon si and is connected to a label on the right side AB of the enclosing
rectangle R. The line which contains the rst o-segment of the leader ci (i.e.,
the one which is incident to psi ) divides the plane into two half-planes (see the
dashed line l of Figure 7.2). We say that leader ci is oriented towards corner
A of the rectangle R if both corner A and the label-port of si are on the same
half-plane, otherwise, we say that leader ci is oriented away from corner A (see
Figure 7.2). In the case of type-o leader, we consider the leader to be oriented
towards corner A (and also towards corner B ).
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7.2 Four-sided Labelings with Type-opo Leaders
In this section, we consider the more general case of boundary labeling with
area-sites represented as gc-polygons. We assume that we have xed labels of
uniform size, placed on all four sides of rectangle R, and type-opo leaders. We
present a polynomial time algorithm, that returns a legal labeling of minimum
total leader length.
Let P = {s1 ; s2 ; : : : sn } be the set of gc-polygons and L = {l1 ; l2 ; : : : ln }
be the set of labels. Since the labels have uniform size, each area-site si can be
connected to any label lj . We seek to connect each area-site si to a label lj and
to specify two points one on the periphery of si (site-port of si ) and one on the
periphery of lj (label-port of lj ), so that the total leader length is minimized.
The basic steps of our approach are outlined in Algorithm 7.1. The proposed
algorithm uses similar techniques (i.e., bipartite matching and crossing elimination) as Algorithm 6.2 (see Section 6.2.2), for the case of point-sites labeling
and octilinear leaders. The main di erence from the previous work is the addition of an extra step regarding the computation of the shortest leader between
a particular site and its associated label (see Section 7.2.1). Also, the crossing elimination procedure uses quite di erent and more advanced techniques in
order to obtain the desired labeling.
Initially, we construct a complete weighted bipartite graph G = (P ∪ L; E; w)
between all area-sites si ∈ P and all labels lj ∈ L, where P = {s1 ; s2 ; : : : sn },
L = {l1 ; l2 ; : : : ln }, E = {(si ; lj ); si ∈ P; lj ∈ L} and w : E → N is a cost
function (see step A of Algorithm 7.1). Each edge eij = (si ; lj ) ∈ E of G is
assigned a weight w(eij ) = dij , where dij is equal to the Manhattan length of
the shortest (under the Manhattan metric) leader which connects area-site si
with label lj . We proceed by computing a minimum-cost bipartite matching on
G, i.e., we compute a matching between area-sites and labels that minimizes the
total Manhattan distance of the matched pairs (see step B of Algorithm 7.1).
We can obtain a labeling M of minimum total leader length as follows: If an
edge eij = (si ; lj ) ∈ E is selected in the matching, then we connect area-site
si with label lj using a leader of length w (eij ) (see step C of Algorithm 7.1).
Labeling M is of optimal total leader length, but it might contain crossing
leaders. However, we can eliminate all crossings and therefore obtain a legal
labeling M 0 , keeping the total leader length unchanged, i.e., equal to that of M
(see step D of Algorithm 7.1). In the following sections, we describe in details
each step of Algorithm 7.1.
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Algorithm 7.1: Area-Feature Algorithm
input : A set P = {s1 ; : : : ; sn } of n gc-polygons on the plane and a set
L = {l1 ; : : : ; ln }

of n uniform labels placed on the boundary of R.

output : A crossing free four-side type-opo labeling of minimum total
leader length.

Step A. Shortest Leader Computation:
Construct a complete weighted bipartite graph G = (P ∪ L; E; w)
between all area-sites si ∈ P and all labels lj ∈ L. The weight
w (eij ) of an edge eij = (si ; lj ) ∈ E is the Manhattan length of the
shortest (under the Manhattan metric) leader, say dij , which
connects si with lj .

Step B. Compute Minimum Cost Bipartite Matching:
Proceed by computing a minimum-cost perfect bipartite matching
M on G, i.e., compute a matching between area-sites and labels
that minimizes the total Manhattan distance of the matched pairs.

Step C. Obtain a labeling M as follows:

If an edge eij = (si ; lj ) ∈ E is selected in M then connect
area-site si to label lj with a leader of length w(eij ).

Step D. Eliminate crossings:
Eliminate all crossings of leaders and obtain a crossing free labeling
M 0 , keeping the total leader length unchanged, i.e., equal to that of
M.

7.2.1 Shortest Leader Computation
In Step A of Algorithm 7.1, we have to compute the minimum Manhattan
distance between all area-site si ∈ P and all label lj ∈ L. This is equivalent
to computing the shortest (under the Manhattan metric) type-opo leader which
connects area-site s with label l, for all pairs (s; l) where s ∈ P and l ∈ L. As
illustrated in Figure 7.3, the de nition of the shortest leader which connects
area-site s with label l is not unique. This is because of the de nition of gcpolygons. Therefore, there might exist several leaders of minimum leader
length connecting s with l.
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s

l
(a)

The leader connecting area-site s
with label l is of type o.

(b)

The leader connecting area-site s
with label l is of type opo.

Figure 7.3: Illustration of di erent leaders of minimum length connecting s with l.

Lemma 7.2.1. Let d be the length of a shortest (under the Manhattan metric)
leader, say c, which connects area-site s with label l. Then, we can identify a
leader c0 of equal length (namely of length d), which connects s with l for which
exactly one of the following statements hold:
i) Leader c0 is of type opo originating from some corner of area-site
leading to some corner of label l.

s

and

ii) Leader c0 is of type o and either originates from some corner of area-site s
or leads to some corner of label l.
Proof. Note that no leader can satisfy both statements due to the general position requirement. Without loss of generality, we assume that label l is placed
at the right side of rectangle R. To prove Lemma 7.2.1, we have to consider all
cases regarding the relative positions of area-site s and label l.
i) In order to prove statement (i), we consider the case where all corners of
area-site s are above the top-left corner of label l (see Figure 7.4). The
case where all corners of s are below the bottom-left corner of label l can
be treated similarly. In this case, the leader which will connect s with l
must be of type opo. So, it remains to show that it originates from some
corner of area-site s and leads to some corner of label l. The latter case
is implied immediately since the leader which will be used, should touch
label l to its top left corner. Consider now the case where the bottommost
corner of area-site s is unique (see Figure 7.4a). Then, because of the
de nition of gc-polygons, the leader which connects area-site s with label
l should originate from that corner. To complete the proof of statement (i)
it remains to consider the case where the bottommost corner of area-site s
is not unique, i.e., there are several corners of s with the same y -coordinate
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(see Figure 7.4b). Similarly, in this case, the leader which connects area-site
s with label l should originate from the rightmost such corner.

R

R

s

s

l
(a)

l

The bottommost corner of areasite s is unique.

(b)

The bottommost corner of areasite s is not unique.

Figure 7.4: Illustration of the case where area-site s is connected to label l through
a leader of type opo

ii) We assume that the origin (0; 0) of our coordinate system coincides with
the top-left corner of the enclosing rectangle. Also recall that the corners of
a gc-polygon are ordered in a clockwise order which, in turn, determines
whether a polygon edge is positively or negatively sloped (together with
the relative position of the two corners of the edge). In order to prove
statement (ii), we distinguish the following cases:
•

Case a: The leader which connects area-site s with label l originates
from a side of s which has a positive or negative slope. For simplicity,

we only consider the case of a negative sloped side1 . In this case, the
leader which connects area-site s with label l has to lead to the top-left
corner of label l. To realize this, assume to the contrary that this is
not true (see Figure 7.5a). Then, by \shifting" the leader vertically
towards (0; ∞), its length is reduced (see Figure 7.5b), which is the
desired contradiction, since we assumed that the leader which connects
area-site s with label l is of minimum length.

•

1 The

Case b: The leader which connects area-site s with label l originates
from a vertical side of s. This case is illustrated in Figure 7.3a. It
is easy to see that we can vertically \shift" this leader either towards
(0; ∞) or (0; −∞), so that a) its length remains unchanged and b)
either originates from some corner of area-site s or leads to some corner
of label l.

case of a positive sloped side can be treated similarly.
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R

R
s

s

l

(a)

109

l

The leader which connects areasite s with label l originates from
a negative sloped side of s.

(b)

Using the corner of label l the total
leader length is reduced.

Figure 7.5: Illustration of the case where area-site s is connected to label l through
a leader of type o

From Lemma 7.2.1, it follows that the candidate site-ports for the leader
which connects area-site s with label l are the corners of area-site s and the
horizontal (or vertical) projections of the corners of label l to the sides of areasite s, if any. Similarly, the candidate label-ports for this leader are the corners
of label l and the horizontal (or vertical) projections of the corners of area-site
s to the side of label l that faces R, if any. Therefore, since we assumed that
the area-sites are in general position, a computation of such leaders yields into
a solution containing no overlapping leaders.
Algorithm 7.2 outlines our method for computing the shortest type-opo
leader which connects s with l, for all pairs (s; l) where s ∈ P and l ∈ L.
Initially, for each area-site si we construct a set sport
which contains all cani
didate site-ports of si . Similarly, for each label lj we construct a set ljp which
contains all candidate label-ports of lj (see Step A of Algorithm 7.2). We proceed by computing the Voronoi diagram Hi (see [dBvKOS00, pp.158], [Lee80])
under the Manhattan distance for each set sport
. To compute the shortest (uni
der the Manhattan metric) leader which connects area-site si with label lj we
utilize the notion of the nearest neighbor in Hi . More precisely, for each point in
port
lj
we determine its nearest neighbor in Hi and we compute their Manhattan
distance. Then, the shortest leader which connects area-site si with label lj
corresponds to the one which minimizes the distances computed above and we
set w(eij ) to be this distance.

Theorem 7.2.1. Algorithm 7.2 computes the minimum distance under the
Manhattan metric between any label and any polygon, when the labels are placed
on xed positions on all four sides of rectangle R in O(n2 log n) time.
Proof. Each label lj contributes at most 2k elements to each set sport
, where
i
k is the maximum number of corners of each area-site. From those we only
- 109 -

110

Chapter 7. Area-Feature Boundary Labeling

Algorithm 7.2: Shortest Leader Computation.
input : A set P = {s1 ; : : : ; sn } of n gc-polygons on the plane and a set

of n uniform labels placed on the boundary of R.
output : A complete weighted bipartite graph G = (P ∪ L; E; w) between
all area-sites si ∈ P and all labels lj ∈ L, where the weight w(eij )
of edge eij = (si ; lj ) ∈ E is the length of the shortest (under the
Manhattan metric) leader, which connects si with lj .
L = {l1 ; : : : ; ln }

Step A: Initiate output graph.
Construct a graph G = (P ∪ L; E; w) between all area-sites si ∈ P and all
labels lj ∈ L, where w(eij ) = 0, ∀ eij = (si ; lj ) ∈ E .
Step B: Determine all possible site and label-ports.
for each area-site si (1 ≤ i ≤ n) do
Add the corners of si to sport
.
i
for each label lj (1 ≤ j ≤ n) do
if (lj is located to the right or left side of R) then
nd the intersection points of each edge of si with the horizontal
lines passing from each corner of label lj that faces R and in
each case select the one closest to lj .
else
nd the intersection points of each edge of si with the vertical
lines passing from each corner of label lj that faces R and in
each case select the one closest to lj .
Add these points to sport
.
i
for each label lj (1 ≤ j ≤ n) do
Add the corners of lj to ljport .
for each area-site si (1 ≤ i ≤ n) do
nd the intersection points of the edge of lj that faces R with the
perpendicular to it lines passing from each corner of area-site si .
Add these points to ljport .
Step C: Shortest leader computation.
for each area-site si (1 ≤ i ≤ n) do
port
Hi ← the Manhattan Voronoi diagram for si
/* Step C.1 */
port
for each element of lj do
/* Step C.2 */
nd the nearest neighbor in Hi and compute their Manhattan
distance. Set w(eij ) to be the minimum such distance.
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keep the two points closer to the label (one for each extension of the label that
intersects the gc-polygon). Therefore, the number of elements in each set
port
si
is O(k + n). Similarly, each area-site si contributes at most k elements at
each set ljport which implies that the number of elements in each set lip is O(kn).
The construction of the Voronoi diagram Hi of Step C.1 of Algorithm 7.2
can be done in O(k0 log k0 ) time [Lee80], where k0 = O(k + n). Finding the
nearest neighbor of a point q in the Voronoi diagram Hi costs O(log k0 ) [Lee80].
Therefore, we compute Step C.2 in a total of O(kn log k0 ) time. Then, the
running time of Algorithm 7.2 is O(n(k0 + kn) log k0 ) and since we assume that
k is constant the running time of Algorithm 7.2 is O (n2 log n)
In Step B of Algorithm 7.1, we have to compute a minimum-cost perfect
bipartite matching on the output graph of Algorithm 7.2. As already mentioned in Section 3.5, this problem is known as assignment problem and can be
eciently solved by means of the Hungarian method in O(n3 ) time [Kuh55].

7.2.2 Crossings Elimination
In this section, we describe how to eliminate all crossings from labeling M
(obtained from Step C of Algorithm 7.1). Note that labeling M is of minimum
total leader length and we will eliminate all crossings keeping the total leader
length unchanged, i.e., optimal.

Lemma 7.2.2. Let M be an opo-labeling (which might contain crossings) obtained from Step C of Algorithm 7.1. Let ci and cj be a pair of intersecting
leaders originating from area-sites si and sj , respectively. Then, the following
statements hold:
i) The labels li and lj of these leaders lie on two adjacent sides of the enclosing
rectangle R. Let A be their incident corner.
ii) Leader ci and cj are oriented towards corner A of R.
iii) Leaders ci and cj can be rerouted so that they do not cross each other and
the sum of their leader length remains unchanged.
Proof.

Proof of statement (i): To prove statement (i), we show that labels li and lj

cannot both lie on the same or opposite sides of R. For the sake of contradiction, assume rst that the labels li and lj lie on the same side, say the
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R

R

sj

cj

sj

c0j
c0i

ci
si

si
(a)

Before rerouting.

(b)

After rerouting.

Figure 7.6: A pair of intersecting leaders ci and cj .
right side, and the leaders ci and cj intersect. Then the intersection takes
place outside rectangle R (in the track routing area; see Figure 7.6a). By
swapping the labels to which each area-site is connected, we can eliminate
the crossing (see Figure 7.6b). However, the total leader length is reduced.
To see this, consider the projections of the p-segments of both ci and cj on
the y -axis and observe that they share a common overlapping part (refer
to the dashed line segment of Figure 7.6a). This part (which is of length
greater than zero due to the general position requirement) is totally eliminated after the rerouting of the leaders ci and cj , a contradiction since
we assumed that the total leader length of the labeling is minimum.
We now consider the case where the labels li and lj lie on opposite sides of
rectangle R. Then, since the leaders intersect each other, the segments of
the leaders which are inside the rectangle (and incident to the area-sites)
have to intersect. However, since these segments are parallel to each other,
they have to overlap. Note that an overlap, where both leaders ci and cj
originate from a corner of their corresponding area-sites, cannot occur,
because of the general position assumption. Therefore, from Lemma 7.2.1
follows that the only case where such an overlap can occur is the one
depicted in Figure 7.7a, where i) both leaders ci and cj are of type o,
ii) ci and cj lead to corners of their associated labels and iii) these corners
have the same y -coordinate. Again, by swapping the labels to which each
area-site is connected, we can eliminate the overlap (see Figure 7.7b).
However, the total leader length is reduced, since the overlapping parts
of both leaders ci and cj are totally eliminated, a contradiction since we
assumed that the total leader length of the labeling is minimum.

Proof of statement (ii): Let

be the corner which is incident to the two
sides of the rectangle R containing the labels associated with leaders ci
and cj . In order to show that in a labeling of minimum total leader length
A
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R

R

si

c0j

c0i

ci

cj

(a)

113

sj

si

Before rerouting.

(b)

sj

After rerouting.

Figure 7.7: A pair of overlapping leaders ci and cj .
both leaders ci and cj are oriented towards corner A, it is enough to show
that (in a labeling of minimum total leader length) it is impossible to have
one or both leaders oriented away of corner A. We proceed to consider
these two cases:

Case (a): Exactly one leader, say cj , is oriented away of corner A. This

case is described in the left part of Figure 7.8a. Rerouting both
leaders ci and cj as in Figure 7.8a results in a reduction of the total
leader length, a contradiction since we assumed that the total leader
length of the labeling is minimum.

Case (b): Both leaders

and cj are oriented away of corner A. This
case is described in the left part of Figure 7.8b. When both leaders
are oriented away of corner A, rerouting both leader ci and cj results
in higher reduction of the total leader length (compared to that of
Case (a) where only one leader was oriented away of corner A). The
rerouting of the leaders is depicted in Figure 7.8b.
ci

Having eliminated cases (a) and (b), where one or both crossing leaders
are oriented away of corner A, the only case left is the one where both
leaders ci and cj are oriented towards corner A. Such a case is depicted
in Figure 7.8c.

Proof of statement (iii) : In order to show that leaders

ci and cj can be
rerouted so that they do not cross each other and the sum of their leader
lengths remains unchanged, we partition the rst segment of each leader
ci and cj into two sub-segments from their crossing point to the sides of
the enclosing rectange (see Figure 7.8c). Then, we obtain the new leaders
c0i and c0j by a sliding the (sub)segments of leaders ci and cj , leaving their
sum unchanged.
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R

R

si

reroute(ci ,cj )

ci

sj

si

c0i

sj

cj

c0j

A
Leader ci (cj ) is oriented towards (away of) corner A.

(a)

R

R

si

sj

reroute(ci ,cj )

ci

si

c0i

sj

cj

c0j

A
(b)

R

A

Both leaders ci and cj are oriented away of corner A.

R

si

reroute(ci ,cj )

ci

sj

si

c0i

sj

c0j

cj

A
(c)

A

Both leaders ci and cj are oriented towards corner A.

Figure 7.8: Rerouting used to prove that in an opo-labeling of minimum total leader
length, two crossing leaders are oriented towards the corner incident
to the sides of the rectangle containing the associated labels and that
their crossing can be eliminated without reducing the sum of their leader
length.

In the following, we show that given a labeling of minimum total leader
length which may contain crossings as those described in Lemma 7.2.2, we can
eciently resolve all crossings, yielding to a new crossing free labeling so that
the total leader length remains unchanged.

Theorem 7.2.2. Let M be an opo-labeling (which might contain crossings) obtained from Step C of Algorithm 7.1. We can always identify a crossing-free
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opo-labeling M 0

with total leader length equal to that of M (step D of Algorithm 7.1). Moreover, labeling M 0 can be obtained in O(n log n) time.
Proof. We show how to eliminate all crossings of labeling M by rerouting the
crossing leaders. Our method performs two passes over the area-sites, one in
the left-to-right and one in the right-to-left direction.
Consider rst the left-to-right pass. In the left-to-right pass of labeling M ,
we consider all area-sites with labels on the right side of the rectangle. We
examine the area-sites from left-to-right and we are interested only on those
who have crossing leaders. Let si be the leftmost2 such area-site and let ci be
the leader that connects it with its corresponding label on the right side of the
rectangle (see the left drawing of Figure 7.9). Lemma 7.2.2.i implies that leader
ci intersects only with leaders that are connected with labels either on the top or
bottom side of rectangle R. Without loss of generality, assume that ci is oriented
towards the bottom-right corner of the rectangle, say A. Then all leaders that
intersect ci have their labels on the bottom side of R and are also oriented
towards A (by Lemma 7.2.2.ii). Let ck be the leftmost leader that intersects
ci , and let sk be its incident area-site. According to Lemma 7.2.2.ii, we can
reroute leaders ci and ck so that the total leader length remains unchanged (see
the right drawing of Figure 7.9). Note that the rerouting possibly eliminates
more than one crossing but, in general, it might also introduce new crossings.
However, the total number of crossings is reduced3 and, more importantly, the
leftmost area-site incident to an intersecting leader connected to a label on the
right side of the rectangle is located to the right of area-site si .
R

R

sk

reroute(ci ,ck )

ci

si

sk

c0k

si

c0i

ck
A

A

Figure 7.9: Rerouting the crossing leaders ci and ck , the leftmost area-site incident
to an intersecting leader connected to a label on the right side of the
rectangle is located to the right of area-site si .

2 Note that the sorting of the area-sites is based on the coordinates of their
3 This is because the new area that contains the area-sites with leaders that

ports.
cross c0k (refer
to the gray colored rectangle of the right part of Figure 7.9) is fully contained in the area
containing the area-sites with leaders intersecting ci (refer to the gray colored rectangle of the
left part of Figure 7.9).

- 115 -

116

Chapter 7. Area-Feature Boundary Labeling

R
si

c

sk

c0i

s c
k

R

c0k

reroute(ci ,ck )

ci

c
A

B

si

B

sk

c0i

s c
k

c0k
ci

A

Figure 7.10: We can not introduce any \right-to-left" crossing during the left-toright pass.

Continuing in the same manner, the leftmost area-site which participates in
a crossing (in the left-to-right pass) is pushed to the right, which guarantees
that all \left-to-right" crossings are eventually eliminated. Also note that it is
impossible to introduce new \right-to-left" crossings, when the left-to-right pass
is executed. To see this, assume that such a crossing was introduced and that
it involves leader ci and the leader c which connects an area-site s to a label on
the left side of the rectangle (see Figure 7.10). By Lemma 7.2.2.i, leaders c0i and
c0 must be oriented towards corner B , a contradiction since leader c0i is oriented
away of corner B (and towards corner A).
From the above discussion, it follows that a left-to-right pass, eliminating
crossings involving leaders with their associated labels on the right side of the
rectangle, followed by a similar right-to-left pass, results in a labeling M 0 without
any crossings and of total leader length equal to that of M , that is, minimum.
Additionally, since we always keep the position of both site and label-ports
unchanged the implied labeling will not contain overlapping leaders. This follows
from Lemma 7.2.1 and the assumption that the area-sites are in general position.
To complete the proof of the theorem, it remains to explain how to obtain in
O (n log n) time the new labeling M 0 , given labeling M of minimum total leader
length. Consider the left-to-right pass. The analysis for the right-to-left pass is
similar. During the pass, we process the area-sites with labels on the right side
of the enclosing rectangle in order of increasing x-coordinate. Sorting the areasites in increasing order with respect to the x-coordinate of their corresponding
site-ports can be done in O(n log n) time.
In order to process a new area-site si and to eliminate the crossings involving
its leader ci , we have to identify the leftmost area-site sk such that its corresponding leader ck intersects leader ci . Of course, the intersection involves the
rst o-segment of leader ci . Without loss of generality, assume that leader ci is
oriented towards the bottom-right corner of the enclosing rectangle. The case
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where it is oriented towards the top-right corner can be treated similarly. Then,
according to Lemma 7.2.2.ii all leaders intersecting leader ci are also oriented
towards the bottom-right corner and, thus, their associated labels are placed
on the bottom side of the enclosing rectangle. So, leader ci can only intersect
vertical line segments which have one of their end-points on the bottom side of
the enclosing rectangle. This implies that we can relax the restriction that these
segments are of nite size and assume that they are semi-in nite rays, having
their associated site-ports as their highest endpoints. This is due to the fact
that all leader intersections take place inside the enclosing rectangle.
Under this assumption, the processing of the area-sites during the left-toright pass can be accomplished by employing a data structure supporting queries
of the form \given a set of points Q that change under insertions and dele-

tions, a threshold value y0 and a query range (l; r), return the point of Q with
the smallest x-coordinate that is located within the rectangle (l; r) × (y0 ; tR )4 ".
The MinXInRectangle query5 just described can be answered in time O(log n)
time by employing a dynamic priority search tree based on half-balanced trees
[Meh84, pp. 209]. The insert (for initialization) and delete operations cost
O (log n) time. This results in a total of O (n log n) time for the left-to-right pass
and, consequently, for the elimination of all crossings.

Theorem 7.2.3. Given a label set L of n uniform size labels placed at xed
positions on the boundary of a rectangle R and a site set P of n gc-polygons
in general position inside R, we can compute in O(n3 ) time a legal opo-labeling
of minimum total leader length.
Proof. In Step A of Algorithm 7.1, we construct a complete weighted bipartite
graph G = (P ∪ L; E; w) between all area-sites si ∈ P and all labels lj ∈ L. Each
edge (si ; lj ) ∈ E of G is assigned a weight dij equal to the Manhattan length
of the shortest (under the Manhattan metric) leader, which connects area-site
si with label lj . According to Theorem 7.2.1, this step costs O (n2 log n) time,
assuming that the maximum number of corners of a type gc-polygon site is
xed.
In Step B of Algorithm 7.1, we have to compute a minimum-cost bipartite
matching on the output graph of Algorithm 7.1. As already mentioned this
will cost O(n3 ) time. The solution obtained from Step C of Algorithm 7.1
might contain crossing leaders. In Step D of Algorithm 7.1, the crossings are
4 Recall that t denotes the y -coordinate of the top-right corner of R
R
5 In Figure 7.10, the MinXInRectangle query corresponds to determining the leftmost leader

which is contained within the gray colored rectangle.
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eliminated in O(n log n) time. Thus, the total time complexity of Algorithm 7.1
is O(n3 ).

Remark 7.2.1. The time complexity of Algorithm 7.1 can be improved in
3
O (n2 log n) in the case of sites represented as points and xed label ports. This
is because we can employ Vaidya's algorithm [Vai89] to obtain a minimum-cost
bipartite matching, which needs O(n2 log3 n) time (see Section 3.5).

7.3 Two-side Labelings with Type-po Leaders
In this section, we consider the problem of labeling area-sites represented as gcpolygons with leaders of type po. We further assume that we have uniform size
labels with sliding label-ports. Our objective is to determine a legal boundary
labeling so that the total leader length is minimized. By Theorem 5.3.8, it
follows that for the case where the labels occupy two adjacent sides of the
enclosing rectangle R (e.g., the four-sided case), there exist instances of the
area-feature boundary labeling problem, where it is not feasible to determine a
legal type-po placement. Therefore, we proceed to consider the case where the
labels are placed on two opposite sides of the enclosing rectangle R.
To deal with this problem, we use the (matching based) Algorithm 7.1 for
the case of type-opo leaders to get a labeling of minimum total leader length.
This can be done in O(n3 ) time. We proceed by replacing the type-opo leaders
with type-po leaders. Note that connecting a site to its label with a type-opo or a
type-po leader requires leaders of the same length under the Manhattan metric,
assuming that we keep the position of both site and label-ports unchanged.
Therefore, the solution obtained in this manner remains optimal in terms of
total leader length, but it might contain crossings.
Possible crossings between leaders on the same side of the enclosing rectangle are resolved following a similar strategy as in the proof of Theorem 5.3.1,
without changing the total leader length. This can be done in O(n2 ) additional
time. Moreover, we can easily observe that crossings between leaders that go
to opposite sides of the enclosing rectangle cannot occur. This is due to the
fact that swapping these crossing leaders would result in a solution with smaller
total leader length, a contradiction since we assume that the original solution
minimizes the total leader length. Note that the same strategy can be applied
in the case where the labels can be placed on only one side of the enclosing
rectangle R. The following theorem summarizes our result.
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Theorem 7.3.1. Given a label set L of n uniform size labels placed at xed
positions along two opposite sides of a rectangle R and a site set P of n gcpolygons in general position inside R, we can compute in O (n3 ) time a legal
po-labeling of minimum total leader length.

7.4 Sample Labelings
In this section, we present some characteristic drawings obtained by implementations of the algorithms presented in this chapter. Figures 7.11 and 7.12 depict
illustrations of the regions of Germany and France, respectively, where the labels
are placed on two opposite sides of R and the total leader length is minimized.
- In Figure 7.11a, a point is arbitrarily selected as the representative of
each region. The labeling of Figure 7.11a is visually improved in Figure
7.11b by replacing these points with rectangles within each region. Both
labelings are optimal in terms of total leader length. However, the total
leader length of Figure 7.11b is reduced by 37% compared to that of
Figure 7.11a. Note that we also achieved to reduce the number of leader
bends to 5 (in Figure 7.11b) from 8 (in Figure 7.11a), just by the use of
rectangular area-sites instead of point-sites.
- Similarly, in Figure 7.12a, a point which is roughly in the middle of each region is arbitrarily selected as the representative of each region. Again, the
labeling of Figure 7.12a is visually improved in Figure 7.12b by replacing these points with rectangles within each region. Both labelings are
optimal in terms of total leader length. However, the total leader length
of Figure 7.12b is reduced by 22:16% compared to that of Figure 7.12a.
Note that the order of the labels is nearly the same as the order of their
corresponding sites in Figure 7.12b, in contrast to Figure 7.12a. We also
achieved to reduce the number of leader bends to 5 (in Figure 7.12b) from
16 (in Figure 7.12a), just by the use of rectangular area-sites instead of
points.
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(a)

(b)

A point is the representative of each region.

A rectangle is the representative of each region.

Figure 7.11: Two Illustrations of the regional map of Germany. We attach labels to
opposite sides of the R. We assume uniform labels of maximum size
and leaders of type opo. The total leader length is minimized in both
cases.
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(a)

(b)
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A point is the representative of each region.

A rectangle is the representative of each region.

Figure 7.12: Illustrations of the regional map of France. We attach labels to opposite

sides of the R. We assume uniform labels of maximum size and leaders
of type po. The total leader length is minimized in both cases.
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8
Boundary Labeling of
Collinear Sites

There exist many variations of the point labeling problem, regarding the shape
of the labels, the location of the sites or some optimization criterion, e.g., maximizing the size of labels. In this chapter, we study the map labeling problem
where the sites to be labeled are restricted to a line L (either horizontal or
sloped). Previous models studied in the map labeling literature fail to produce
label placements (i.e., place each label next to the site it describes) without
label overlaps for certain instances of the problem with dense point sets. To
address this problem, we propose a variation of the boundary labeling model
according to which, the labels are placed on the boundary of the input line L.
We evaluate our labeling model under two minimization criteria: (i) total
leader length and (ii) total number of leader bends. We show that both problems
are N P -complete if the labels can be placed on both sides of L, while we present
polynomial time algorithms for the case where the labels can be placed on only
one side of L.

8.1 De nitions and Preliminaries
Our labeling model consists of a straight line L and a set P of n sites si = (xi ; yi )
on L, each associated with an axis-parallel rectangular label li of dimensions
wi × hi . Without loss of generality, we assume that L is not parallel to the
y -axis. The \boundary of L" is de ned by two lines LT and LB (one on top
123
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and one below L), that are translations of L by c0 towards (0; ∞) and (0; −∞),
respectively, where c0 is a prede ned, positive constant (see Figure 8.2a). Labels
have to be placed on the boundary of L, so that they do not overlap and do not
obscure the site set. They also have to be connected to their associated sites by
using leaders. The input line L may be horizontal (see Figure 8.1) or may have
a positive slope (see Figure 8.2)1 .
LT
2c0

L
LB

Figure 8.1: Horizontal input line.
We further assume that each label can be placed anywhere on the boundary of L, so that either its bottom right or top left corner lies on LT or LB ,
respectively. This implies that the labels do not overlap the input line and
therefore do not obscure the site set. The leaders which connect the sites to
their corresponding labels are of two di erent types:

Type-ox pox leaders: Leaders of type

(for simplicity, in the rest of this
chapter they are referred to as opo-leaders ) consist of three line segments.
The rst and third line segments are orthogonal (o) to the x-axis, whereas
the second one is parallel (p) to the input line (see Figure 2.4c). A degenerate case of a type-opo leader is a leader of type o, which consists of only
one line segment orthogonal to x-axis (i.e., the length of the p-segment is
zero).
ox pox

Type-oL poL leaders: Following the same notation scheme, leaders of type oL poL
consist of three line segments, where the rst and third line segments are
orthogonal to the input line L, whereas the second one is parallel to L
(see Figure 8.2b). Again, a degenerate case of a type-oL poL leader is a
leader of type oL , which consists of only one line segment orthogonal to
the input line.

Note that in the case of a horizontal input line, terms \ox pox leader" and
\oL poL leader" both refer to the same type of leader (see Figure 8.1). Additionally, for each leader, we insist that its p-segment is located inbetween LT
1 The

cases of a vertical input line and of a negative slope line are handled symmetrically.
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LT L LB

(a)

125
LT L LB

(b)

Type-opo leaders

Type-oL poL leaders

Figure 8.2: Sloping input line
and LB (in the so-called track routing area ) and does not intersect L. We further assume that the thickness 2c0 of the track routing area is large enough to
accommodate all leaders. This means that we ignore resolution issues and we
allow the distance between adjacent parallel (p)-segments (belonging to di erent leaders) to be as small as required, that is, in the worst case smaller than
c0 =n .

8.2 A Short Comparison with Previous Models
The problem of labeling points on a single line with axis-parallel rectangular
pairwise-disjoint labels arises when drawing schematized maps for road or subway networks and has so far been studied by Garrido et al. [GIM+ 01] and Chen
et al. [CLL05], along two di erent labeling models, namely the xed position
model 4P and sliding model 4S (see Section 1.4).
Most of the algorithms proposed in the map labeling literature for this problem produce quite legible labelings, when the input sites are sparsely distributed
on the input line. However, if the site set contains a dense 5-tuple of sites they
fail to produce non-overlapping labelings. To see this, w.l.o.g. assume that the
sites lie on a horizontal line and de ne a site set to be dense if the distance
between the leftmost and the rightmost sites is smaller than the width of the
labels. Then, it is easy to label a dense set of 4 sites (two labels are placed
above the line and two labels are placed below it), however, it is not feasible to
label a dense set of 5 sites with non-overlapping labels (the label corresponding to the 5th site will overlap one of the previously placed labels). Obviously,
boundary labeling provides a more exible approach to cope with these infeasibility problems, since the labels are placed on the boundary of the input line
and are connected to their sites through leaders. Therefore, it can be viewed
as an extension of both xed position and sliding models. Also, the algorithms
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that are presented in this chapter can easily decide several problems involving
the xed position and sliding models and in the case where the problems yield
armative answers, they can also calculate the exact label positions.

8.3 Sites on a Horizontal Line
In this section, we consider the case, where the sites to be labeled are restricted
to a horizontal line2 L. Without loss of generality, we assume that L is the
x-axis, i.e., L : y = 0. We want to obtain legal type-opo3 labelings either of
minimum total leader length or of minimum number of bends. Recall that in the
case of a horizontal line, the boundary of L is de ned by lines LT : y = c0 and
LB : y = −c0 . This implies that either the bottom or the top boundary edge of
each label should coincide with either LT or LB , respectively. Moreover, each
type-opo leader should have its p-segment either between LT and L or between
L and LB (see Figure 8.1).
Before we proceed with the description of our algorithms, we make some
observations regarding opo-labelings. It is easy to see that the problem of determining a labeling of minimum total leader length is equivalent to the problem
of determining a labeling, so that the sum of the lengths of the p-segments of all
leaders is minimum. This is because we assumed that the thickness 2c0 of the
track routing area is xed and large enough to accommodate all leaders. We
also observe that in any legal opo-labeling, the horizontal order of the sites with
labels positioned above (or below) the input line is identical to the horizontal
order of their corresponding labels.

8.3.1 Labels above the input line
We rst consider the case where the labels are restricted to the same side of the
input line L. Without loss of generality, we assume that all labels will be placed
above L. This implies that the bottom boundary edge of each label should
coincide with LT (see Figure 8.3). We consider the more general case of labels
with sliding ports, i.e., the leader connecting the site to the label simply has to
touch some point in the perimeter of the label.
2 Sites
3 Note

positioned on a vertical line are treated similarly.
that in the case of a horizontal line, a leader of type opo is identical to a leader of
type oL poL .

- 126 -

8.3. Sites on a Horizontal Line

127

Total leader length minimization
We describe how to compute in O(n log n) time a labeling with leaders of type
opo, so that the total leader length is minimum. To solve this problem, we
will reduce it to the single-machine scheduling problem with due windows and
symmetric earliness and tardiness penalties (see Section 3.1). The reduction we
propose can be achieved in linear time. For each site si = (xi ; 0), we introduce a
job Ji . The processing time pi of job Ji is equal to the width wi of label li . The
corresponding due window (bi ; di ) of job Ji is (xi − wi ; xi + wi ) and its length
is equal to 2wi (see Figure 8.3).
xi − wi

xi + wi
wi
Ji
si = (xi , 0)

LT
L

Figure 8.3: For each site si , a job Ji of processing times wi is introduced.
We proceed by applying Koulamas' algorithm [Kou96] to obtain a schedule
opt , which minimizes the total earliness-tardiness penalty. The exact positions of labels are then determined based on the starting times 1 ; 2 ; : : : ; n
of jobs J1 ; J2 ; : : : ; Jn , respectively, under schedule opt . More precisely, the xcoordinate of the lower left corner of label li is i and since the y -coordinate of
each of the lower left corners is equal to c0 , the exact positions of all labels are
well-speci ed.
If a job Ji is placed entirely within its time window, the corresponding leader
ci , which connects label li with site si , is of type o, which implies that leader
ci does not contribute to the total leader length. On the other hand, if job Ji
deviates from its time window, then leader ci contributes to the total leader
length a penalty equal to the corresponding deviation. So, the total leader
length is equal to the total earliness-tardiness penalty of the implied scheduling
problem. The above result is summarized in Theorem 8.3.1.

Theorem 8.3.1. Given a set P of n sites on a horizontal line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n log n) time a legal opo-labeling of minimum total leader length.
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Leader bend minimization
We use the same reduction to obtain a labeling of minimum number of bends.
In this case, we proceed by applying Algorithm 3.1 (Section 3.1, Theorem 3.1.1)
to obtain a schedule of minimum number of penalized jobs. Observe that if a
job Ji is on time (i.e., it does not incur a penalty), the corresponding leader ci ,
which connects label li with site si , is of type o, which implies that leader ci
does not contribute to the total number of bends. On the other hand, if job
Ji is either early or tardy, then leader ci contributes two bends to the total
number of bends. So, the total number of leader bends is equal to twice the
total number of penalized jobs of the implied scheduling problem. The above
result is summarized in Theorem 8.3.2.

Theorem 8.3.2. Given a set P of n sites on a horizontal line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n2 ) time a legal opo-labeling of minimum number of bends.

8.3.2 Labels on both sides of the line
In this section, we show that if non-uniform labels can be placed on both sides
of L the problem of determining a legal labeling of either minimum total leader
length or of minimum number of bends is N P -complete.

Total leader length minimization
We show that the decision problem \Is there a labeling with total leader length
no more than k?" is N P -complete and hence the corresponding optimization
problem is at least as hard. We also do give a pseudo-polynomial time algorithm
for this problem, establishing that the problem is N P -complete in the ordinary
sense.

Theorem 8.3.3. Given k ∈ Z+ and a set P of n sites on a horizontal line
L, each associated with a rectangular label li of dimensions wi × hi , it is N P complete to determine if there exists a legal opo-labeling with labels on both sides
of L, such that the total leader length is at most k.
Proof. Membership in N P follows from the fact that a nondeterministic algorithm needs only guess for each label li , i = 1; 2; : : : ; n whether it lies above or
below the horizontal line, de ning in this way two independent one-sided subproblems, which can be solved in polynomial time by applying the algorithm
of Section 8.3.1 twice, i.e., once for the labels that lie above the input line and
- 128 -

8.3. Sites on a Horizontal Line

129

once for the corresponding labels that lie below it. Then, we can trivially check
whether the sum of the lengths of the p-segment of all leaders4 is no more than
k , by summing the total leader lengths of the solutions of the two subproblems.
We will reduce the problem of determining a legal labeling under the 1d-4S
sliding model (see Section 1.4), which is known to be N P -complete [GIM+ 01],
to our problem. Recall that in 1d-4S , all sites lie on a horizontal line and
each label must be placed, so that the site lies on one of the boundary edges
of the label. Let I1d-4S be an instance of the problem of determining a legal
labeling under the 1d-4S sliding model. I1d-4S consists of n sites s1 ; s2 : : : ; sn on
a horizontal line L. Each site si is associated with a rectangular, axis-parallel,
(wi × hi )-label li . We use the same setting to construct an instance IL of our
problem.
The reduction we propose is \somewhat" by restriction. It is based on the
fact that a legal labeling for I1d-4S implies a solution of IL , where each site is
attached to its label through a type-o leader and vice versa. More precisely, we
can easily observe that there exists a legal labeling for I1d-4S if and only if there
exists a solution of IL with total leader length at most k = 0, i.e., the total
length of all p-segments is equal to zero.
Theorem 8.3.3 implies that we cannot expect to nd an algorithm, which
runs in polynomial time with respect to the number of sites, provided that
P =
6 N P . So, we assume that the input consists exclusively of integers and
propose a pseudo-polynomial time algorithm, which runs in polynomial time in
P
terms of both the number of sites n and W = 2 ni=1 wi + xn − x1 , where xi is
the x-coordinate of site si .

Theorem 8.3.4. Assume a set P of n sites on a horizontal line L, each assoP
ciated with a rectangular (wi × hi )-label li and let W = 2 ni=1 wi + xn − x1 ,
where xi is the x-coordinate of site si . Then, there is an O(nW 2 ) time algorithm
that places all labels on both sides of L and attaches each point to its label with
non-intersecting type-opo leaders, such that the total leader length is minimum.
Proof. We observe that in an optimal solution, the lower left (right) corner
of the leftmost (rightmost) label cannot have x-coordinate smaller than W1 =
Pn
Pn
x1 − i=1 wi (greater than W2 = xn + i=1 wi ). So, our problem can be easily
formulated as a boundary labeling problem of minimum total leader length with
4 Recall that we consider only the lengths of the p-segments of all leaders when measuring
the total leader length.
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non-uniform sliding labels, which can be solved in O(nW 2 ) time (Section 5.3.2,
Theorem 5.3.5).

Leader bend minimization
In the following theorem, we show that the decision problem \Is there a labeling
with the total number of bends no more than k?" is N P -complete and hence
the corresponding optimization problem is at least as hard.

Theorem 8.3.5. Given k ∈ Z+ and a set P of n sites on a horizontal line
L, each associated with a rectangular label li of dimensions wi × hi , it is N P complete to determine whether there exists a legal opo-labeling with labels on
both sides of L, such that the total number of bends is at most k.
Proof. Membership in N P follows from the fact that a nondeterministic algorithm needs only guess for each label li , i = 1; 2; : : : ; n whether it lies above or
below the horizontal line, de ning in this way two independent one-sided subproblems, which can be solved in polynomial time by applying the algorithm
of Section 8.3.1 twice, i.e., once for the labels that lie above the input line and
once for the corresponding labels that lie below it. Then, we can trivially check
whether the total number of leader bends is no more than k, by summing the
total number of leader bends of the solutions of the two subproblems.
As in the proof of Theorem 8.3.3, we will reduce the problem of determining
a legal labeling under the 1d-4S sliding model to our problem. The reduction is
again by restriction. Let I1d-4S be an instance of the problem of determining a
legal labeling under the 1d-4S sliding model, consisting of n sites s1 ; s2 : : : ; sn
on a horizontal line L, each associated with a rectangular, axis-parallel label.
We use the same setting to construct an instance IL of our problem. Observe
now that there exists a legal labeling for I1d-4S if and only if there exists a
solution of IL with total number of leader bends at most k = 0, i.e., all sites are
connected to their associated labels through leaders of type o.

8.4 Sites on a Sloping Line
In this section, we extend the results of Section 8.3.1 to the case where the input
line has a positive slope  (i.e., 0 <  < 90). We assume that each label can be
placed anywhere on the boundary of L, so that its bottom right corner lies on
LT (recall that LT is a translation of L by c0 towards to (0; ∞); see Figure 8.2a).
We further assume that each leader can touch its label only at the bottom right
corner of the label (i.e., the point which slides along LT ). We want to obtain
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legal labelings of either minimum number of bends or of minimum total leader
length. We rst consider the case of unit height labels with type-opo leaders
(Section 8.4.1) and later on we describe how to extend our approach to support
non-uniform labels (Section 8.4.2) and leaders of type oL poL (Section 8.4.3).

8.4.1 Labels of unit height
Total leader length minimization
We describe how to compute in O(n log n) time a labeling with leaders of type
opo, so that the total leader length is minimum. Our approach is quite similar
to the one presented for the case of a horizontal line in Section 8.3.1. In this
case, we will reduce our problem to the single-machine scheduling problem with
distinct due dates and symmetric earliness and tardiness penalties. Note that
since we assume xed label ports, we use distinct due dates instead of time
windows (see Section 3.1).
The reduction we propose can be achieved in linear time. For each site
si = (xi ; yi ), we introduce a job Ji . The due date di of job Ji is xi . The
processing time pi of job Ji is equal to the minimum horizontal distance between
the bottom right corner vi−1 of label li−1 and the bottom right corner vi of
label li , when the y -coordinate of vi−1 is less than the y -coordinate of vi and
labels li−1 and li do not overlap (see Figures 8.4a and 8.4b). We will refer to
corners vi−1 and vi as sliding corners of labels li−1 and li , respectively. Since
we assume that all labels are of unit height, the computation of the minimum
horizontal distance between the sliding corners of labels li−1 and li demands
only a geometric analysis of the possible positions of labels li−1 and li . It is
easy to see that cot  is equal to the corresponding horizontal distance between
the sliding corners of labels li−1 and li , in the case where label li is of unit width
(in Figure 8.4a, cot  is the length of the line segment ab). We distinguish two
cases based on whether the width wi of label li is greater than cot  or not.

Case 1 (wi > cot ): Refer to Figure 8.4a. In this case, the minimum horizontal distance between the sliding corners of labels li−1 and li can be
computed by placing label li on top of label li−1 and is equal to ab or
equivalently equal to cot , since labels are of unit height.

Case 2 (wi ≤ cot ): Refer to Figure 8.4b. In this case, the minimum horizontal distance between the sliding corners of labels li−1 and li can be
computed by placing label li next to label li−1 and is equal to wi .
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wi > cot φ
li

1

a

wi ≤ cot φ

L

b

li−1

LT

L

li
1

φ
(a)

LT

li−1

pi

φ pi

wi > cot 

(b)

wi ≤ cot 

Figure 8.4: Processing time pi of job Ji .
Based on the above cases, the processing time
using the following relation:

pi

of Job

Ji

is computed by

pi = min{wi ; cot }

We proceed by applying the algorithm of Garey et al. [GTW88] to obtain
a schedule opt that minimizes the total earliness-tardiness penalty. The exact
positions of labels l1 ; l2 ; : : : ; ln are then determined based on the completion
times c1 ; c2 ; : : : ; cn of jobs J1 ; J2 ; : : : ; Jn , respectively, under schedule opt . More
precisely, the x-coordinate of the sliding corner vi of label li is ci , and since the y coordinate of vi is implied by the slope of LT , which is given, the exact positions
of all labels are well-speci ed.
Next we show that the total leader length of our labeling problem is equal
to 1= cos  times the total earliness-tardiness penalty of the scheduling problem.
Observe that if a job Ji is on time (i.e., it does not incur a penalty), the corresponding leader ci , which connects label li with site si , is of type o, which
implies that leader ci does not contribute to the total leader length. On the
other hand, if job Ji is either early or tardy, then leader ci contributes to the
total leader length a penalty equal to 1= cos  times the corresponding deviation.
The processing times pi of jobs Ji ; i = 1; 2; : : : ; n ensure that in an optimal solution no two labels overlap and hence the implied labeling is legal. The above
result is summarized in Theorem 8.4.1.

Theorem 8.4.1. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi ×1)-label li that has to be placed above L, we can compute
in O(n log n) time a legal opo-labeling of minimum total leader length.
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Leader bend minimization
We use the same reduction to obtain a labeling of minimum number of bends. In
this case, we proceed by applying the algorithm of Lann and Mosheiov [LM96]
to obtain a schedule of minimum number of penalized jobs. Observe that if a job
Ji is on time, the corresponding leader ci , which connects label li with site si , is
of type o, which implies that leader ci does not contribute to the total number
of bends. On the other hand, if job Ji is either early or tardy, then leader ci
contributes two bends to the total number of bends. So, the total number of
leader bends is equal to twice the total number of penalized jobs of the implied
scheduling problem. Moreover, the processing times pi of jobs Ji ; i = 1; 2; : : : ; n
ensure that in an optimal solution no two labels overlap and hence the implied
labeling is legal. The above result is summarized in Theorem 8.4.2.

Theorem 8.4.2. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi × 1)-label li to be placed above L, we can compute in
O (n2 ) time a legal type-opo labeling of minimum number of bends.

8.4.2 Non-uniform labels
The algorithms of unit height labels of Section 8.4.1 can be extended to support
non-uniform labels. In the case of non-uniform labels, a label of large height
can e ect the placement of a label later in the order (see Figure 8.5). Thus,
the processing time pi of job Ji cannot be computed based only on the previous
label li−1 .
LT

L

pi

Figure 8.5: A label of large height a ects the placement of a label later in the order
A straightforward computation of the processing time pi corresponding to
label li can be done in O(i) time by considering all previous labels l1 ; l2 ; : : : ; li−1 .
Thus, the computation of all processing times requires O(n2 ) time and therefore
the complexity of algorithm of Theorem 8.4.1 would become O(n2 ), instead of
O (n log n).
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However, it is possible to compute the processing times of all jobs in O(n log n)
time by employing a binary search like technique. To achieve this, we have to
introduce the notions of the shadow of a label l and the frontier of k already
placed labels (see Figures 8.6 and 8.7, respectively).

De nition 8.4.1. The shadow s(l) of a label l is the quadrant of the plane that
contains l and is de ned by the top right corner of l and its two adjacent sides.
LT
l

LT

L

L

s(l)
F (4)

Figure 8.6: Shadow of label l.

Figure 8.7: Frontier F (4) of 4 labels.

De nition 8.4.2. The frontier F (k) of k already placed labels
the union of their shadows, i.e. F (k) = ∪ki=1 s(li ).

l1 ; l2 ; : : : ; lk

is

Assume that we have placed the labels l1 ; l2 ; : : : ; lk , which correspond to sites
s1 ; s2 ; : : : ; sk , respectively, so that the horizontal distance between the sliding
corners of labels lj −1 and lj is minimum, for each pair of labels lj −1 and lj ,
j ∈ {2; 3; : : : ; k }.
The placement of label lk+1 has to satisfy the following: (i) the bottom right
corner of lk+1 is on LT and on the right of all previously placed labels, (ii)
lk+1 does not overlap with previously placed labels and (iii) the x-coordinate of
the bottom right corner of lk+1 is as small as possible, i.e., lk+1 touches some
previously placed label but does not overlap with it.
Our approach consists of two steps and is described in Procedure Label
Placement. Figures 8.8 and 8.9 illustrate Steps B.i and B.ii, respectively, of
the Label Placement procedure.

The frontier data structure
We use a data structure which maintains the frontier of a set of labels and
supports the following operations:
a. add(label): The new label is placed so that:
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LT

vf

F (3)

Figure 8.8: Step B.i of

L

F (3)

Label Place-

procedure: the case
where vf does not exist.

Figure 8.9: Step B.ii of

ment

i.
ii.
iii.
iv.

LT

L

Label Place-

procedure: the case
where vf does exist.
ment

Its bottom right corner is on LT .
Its bottom right corner is to the right of all previously placed labels.
It does not overlap with previously placed labels.
The x-coordinate of its bottom right corner is as small as possible, i.e.,
the label touches some previously placed label but does not overlap with
it.

b. position(label): Returns the x-coordinate of the lower left corner of the
label (the y -coordinate is implied by the slope of LT which is given).
Based on the discussion of the preceding section, we can implement the
add(label) operation in logarithmic time with respect to the number of labels
that \contribute" to the frontier, i.e., their top-right corners are on the boundary
of the frontier. We say that these labels are \on the frontier ".
More precisely, the frontier data structure is implemented by employing a
sorted array, where we store the labels on the frontier in increasing order of the
x-coordinates of their top-right corners. Note that since we only store the labels
on the frontier, this also implies that the labels are ordered in decreasing order
of the y -coordinates of their top-right corners. By applying a binary search
on this array, Step A of Procedure Label Placement can be implemented in
O (log n) time. Having determined corner vf , the position of the label can be
determined in constant time following a similar geometric analysis as the one in
Section 8.4.1.
However, the add(label) operation requires some additional e ort, so that
the data structure represents the new frontier (i.e., the one obtained after the
addition of the new label). This is done as follows: Initially, the new label
{since it is on the frontier{ has to be placed in the proper position in the array
representing the frontier.
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Procedure Label Placement(lk+1 )
input : A positive sloped input line L, the Frontier F (k) of k already

placed labels l1 ; l2 : : : lk and a label lk+1 to be properly placed.

{Step

A. Determine whether there exists corner vf .}

Determine a corner vf of F (k) (if any), which: (i) is convex, (ii) has the
greatest possible x-coordinate and (iii) if we place the bottom-left corner of
lk+1 on it, then label lk+1 does not intersect LT . Note that since we insist
only on convex corners, vf will be the top-right corner of some label.
{Step

B. Based on the existence of corner vf , we proceed as follows }
if corner vf does not exist then
{Case i: Refer to Figure 8.8}

We place lk+1 , so that (i) its sliding corner touches LT and (ii) its
bottom boundary edge coincides with the topmost horizontal edge of
F (k ).

else

{Case ii: Refer to Figure 8.9}

We initially place the bottom-left corner of lk+1 on that vertex and we
start sliding it vertically until either its sliding corner \hits" LT or its
bottom boundary edge touches the horizontal boundary edge of F (k)
immediately below and to the right of vf . In the latter case, we may
also have to slide the label horizontally until the sliding corner of lk+1
\hits" LT , resulting into the desired placement.

If corner

vf does not exist (case B.i of Procedure Label Placement), the
array should only contain the new label. This case is illustrated in Figure 8.8.

If corner

vf does exist (case B.ii of Procedure
exists two alternatives:

Label Placement),

there

• If the new label is placed so that its top-right corner is below vf , the

new label has to be placed after the label containing vf . Moreover,
all labels to the right of the new label have to be removed from the
array representing the frontier, since they are not on the frontier any
more. This case is illustrated in Figure 8.10.

• In the case where the top-right corner of the new label is placed
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above vf , the new label has to replace the label containing vf . This
is because the label containing vf is not on the frontier any more. As
in the previous case, all labels to the right of the new label have to
be removed from the array representing the frontier. However, this
case requires some additional e ort. More precisely, all labels to the
left of the new label whose top-right corners lie below the top-right
corner of the new label have to be removed from the array. This is
not performed by searching all elements of the array. We only search
the (immediate) left neighbors of the new label until we identify the
rightmost one whose top-right corner lie above the top-right corner
of the new label. This case is illustrated in Figure 8.11.

vf
l1

l2

LT

L

vf

l3 l4

l1

F (4)

L

l3 l4

F (4)

Figure 8.10: Labels l3 and l4 are not on
the new frontier.

l2

LT

Figure 8.11: Labels l2 , l3 and l4 are not
on the new frontier.

Since each label is removed at most once from the array representing the frontier, the total time needed to perform all updates concerning the data structure
is O(n). Therefore the total time needed to perform all add(label) operations
is O(n log n). Note that having implemented the add(label) operation the operation position(label) implies an O(1) additional time. The following theorems
summarize our results.

Theorem 8.4.3. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n log n) time a legal opo-labeling of minimum total leader length.
Theorem 8.4.4. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n2 ) time a legal opo-labeling of minimum number of bends.
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LT
li

LT

L
li

li−1

li−1

φ
(a)

L

pi

δ

φ

The sites are connected with their
labels using leaders of type opo

(b)

pi

δ

The sites are connected with their
labels using leaders of type oL poL

Figure 8.12: The total earliness-tardiness penalty incurred is equal in both cases.
Note that the sites are equally spaced in both cases, denoted by
the Figure.
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8.4.3 The oL poL Model
As mentioned earlier, our approach can be extended to support leaders of type
oL poL . In the case of oL poL -leaders, the processing time pi of job Ji can be
calculated as in Section 8.4.1 assuming uniform labels, or, as in Section 8.4.2
assuming non-uniform labels. This ensure that in an optimal solution no two
labels overlap and hence the implied labeling is legal. However, the due date
di of job Ji is now the x-coordinate of the projection of the site si to the line
LT . This is interpreted as follows: A job Ji is considered to be on time, if its
associated label li can be connected with site si through a leader of type oL . On
the other hand, if job Ji is either early or tardy, then leader ci contributes i) two
bends to the total number of leader bends and ii) a penalty equal to 1= cos 
times the corresponding deviation to the total leader length.
Note also that under this setting, the total earliness-tardiness penalty incurred in the case of oL poL -leaders is equal to the penalty incurred in the case
where opo-leaders are used to connect the sites with their labels. This is illustrated in Figure 8.12. The following theorems summarize our results.

Theorem 8.4.5. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n log n) time a legal oL poL -labeling of minimum total leader length.
Theorem 8.4.6. Given a set P of n sites on a sloping line L, each associated
with a rectangular (wi × hi )-label li that has to be placed above L, we can compute
in O(n2 ) time a legal oL poL -labeling of minimum number of bends.
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9
Multi-Stack Boundary
Labeling

In this chapter, we study the multi-stack boundary labeling problem. We present
algorithms for maximizing the uniform label size for the case where the labels
occupy two and three stacks of labels on the same side of the enclosing rectangle.
The key component of our algorithms is a technique that combines the merging
of lists and the bounding of the search space of the solution. We also present
N P -hardness results for multi-stack boundary labeling problems with labels of
variable height.

9.1 Boundary Labelings with Uniform Labels
In this section, we consider the multi-stack boundary labeling problem with
uniform labels and leaders of type opo. Notice that in the case of multiple
stacks of labels (say m stacks), a leader of type opo can have its p-segment
either between R and the rst stack (called rst track routing area ) or between
the i-th and the (i + 1)-th stack, where i < m (called (i + 1)-th track routing
area ). Also observe that, in any legal one-sided boundary labeling with typeopo leaders, the vertical order of the sites is identical to the vertical order of
their corresponding labels on all stacks. This, together with the assumption
that no two sites share the same y -coordinate, guarantees that leaders do not
intersect. So, in the remainder of this section, we assume that the sites are
sorted according to increasing y -coordinate.
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9.1.1 One-sided Boundary Labelings with Two Stacks
In this subsection, we consider the problem of attaching uniform labels to one,
say the right, side of the enclosing rectangle R. We further assume sliding label
ports, i.e., each leader simply has to touch some point on the boundary of the
corresponding label. Our aim is to maximize the uniform height of all labels,
so that the implied labeling is legal. The type-opo leaders connecting sites to
labels at the second stack, are allowed to bend (or equivalently their p-segments)
either in the rst or in the second track routing area.
Our approach is as follows: For a xed label height h, we rst devise a
dynamic programming based algorithm that outputs a boolean value, which
indicates whether there exists a legal label placement, when all sites have labels
of height h. Then, by applying a binary search on all possible discrete values
for height h, we can determine the maximum value of h.
Before we proceed with the description of our algorithm, we de ne some
necessary notions that are heavily used in the remainder of this section. We
say that a pair (a; b) describes a legal labeling L, if the rst (second) stack is
occupied up to a (b). A pair (a; b) obeys the boundary conditions, if a ≤ H and
b ≤ H , where H is the height of the enclosing rectangle R. We also de ne an
operator ⊕H : R × R → R, where:
(
a ⊕H b =

a + b;

∞;

if a + b ≤ H
otherwise

Our dynamic programming based algorithm maintains a two dimensional
table T of size (n + 1) × (n + 1). For i ≥ k, entry T [i; k] contains a list of atoms
(see Section 3.3) describing di erent legal labelings of the rst i sites, when k
out of them have leaders bending in the second track routing area. Obviously,
list T [i; k] is empty, when it is impossible to place the rst i labels, with k
leaders bending in the second track routing area.
As usual, the table entries are computed in a bottom-up fashion. Assume
that we have placed labels for the rst i − 1 sites, using non-intersecting leaders.
We proceed to place the label li of the i-th site. Label li can be placed either
on the rst or on the second stack. Additionally, if label li is to be placed on
the second stack, then we have to check, whether this can be done with a leader
bending in the rst or second track routing area. Therefore, for computing
T [i; k ], we only need to know the entries T [i − 1; k − 1] and T [i − 1; k ]. We
distinguish the following cases based on the placement of label li :
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Label li is placed on the rst stack: Let T1 [i; k] be a list of pairs describing

di erent labelings of the rst i sites, when the i-th site has its label at the
rst stack and k leaders have their bends in the second track routing area.
Then, T1 [i; k] can be computed based on entry T [i −1; k] (see Figure 9.1a),
as follows:
T1 [i; k ] = {(a ⊕H h; b) : ∀(a; b) ∈ T [i − 1; k ]}

Label li is placed on the second stack: As already mentioned, in this case

we have to check whether this can be done with a leader bending in the
rst or second track routing area. So, we distinguish the following two
subcases:
- Bend at the rst track routing area: Let T21 [i; k] be a list of pairs
describing di erent labelings of the rst i sites, when the i-th site has
its label at the second stack, its leader bends at the rst track routing
area and k leaders have their bends in the second track routing area.
Again, T21 [i; k] can be computed based on entry T [i−1; k]. If for some
pair (a; b) ∈ T [i − 1; k], it holds that a ≤ b (see Figure 9.1b), then a
pair (b; b ⊕H h) is added in T21 [i; k]. Otherwise (see Figure 9.1c), a
pair (a; max{b ⊕H h; a}) is added in T21 [i; k]. Therefore, T21 [i; k] is
computed as follows:
T21 [i; k ] = A21 [i; k ] ∪ B21 [i; k ]

where:
A21 [i; k ]

=

B21 [i; k ]

=

{(b; b ⊕H h) : ∀(a; b) ∈ T [i − 1; k ] s.t. a ≤ b}

{(a; max{b ⊕H h; a}) : ∀(a; b) ∈ T [i − 1; k ] s.t. a > b}

- Bend at the second track routing area: Let T22 [i; k] be a list of pairs
describing di erent labelings of the rst i sites, when the i-th site has
its label placed at the second stack, its leader bends in the second
track routing area and k leaders have their bends in the second track
routing area. Then, entry T22 [i; k] can be computed based on entry
T [i − 1; k − 1] (see Figure 9.1d), as follows:
T22 [i; k ] = {(yi ; b ⊕H h) : ∀(a; b) ∈ T [i − 1; k − 1]
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Figure 9.1: Di erent label placements obtained from the placement of the label of

the i-th site. In Figures 9.1a, 9.1b and 9.1c: (a; b) ∈ T [i − 1; k], whereas
in Figure 9.1d: (a; b) ∈ T [i − 1; k − 1].

The lists T1 [i; k], T21 [i; k] and T22 [i; k] describe di erent labelings for the
rst i sites. However, they may contain pairs that do not obey the boundary
condition and therefore do not capture feasible solutions. Such pairs are in the
form (∞; a) or (a; ∞) and can be safely removed from lists T1 [i; k], T21 [i; k] and
T22 [i; k ], in linear time. The implied lists are merged into a new list T [i; k ] of
atoms, based on Lemma 3.3.1. We can show that |T [i; k]| ≤ 2|T [i − 1; k]| + 3.
This implies that |T [n; k]| = O(2n ), n ≥ k. Also, by Lemma 3.3.2, it holds
that |T [n; k]| ≤ H . However, by employing the following Lemma 9.1.1, we can
improve both of these bounds. Its correctness can easily be shown inductively,
by proving that the distinct values that both coordinates of the pairs of list
T [i; k ] can receive are drawn from the sets {0; h; 2h; : : : ; ih}, {y1 ; y2 ; : : : ; yi },
S
and ij =1 {yj + h; yj + 2h; : : : ; yj + (i − 1)h}.

Lemma 9.1.1. List T [n; k];

n≥k

contains O(n2 ) pairs.

To prove the correctness of our algorithm, consider a pair (a; b) ∈ T [i; k]
that dominates pair (c; d) ∈ T [i; k] (see Section 3.3). Assume, for the sake of
contradiction, that pair (a; b) yields a solution and pair (c; d) does not. This
implies that, the boundary condition holds for at least one pair out of {(yi ; b +
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h); (b; b + h); (a; max{b + h; a}); (a + h; b)},

while the boundary condition does
not hold for any of the pairs {(yi ; d + h); (d; d + h); (c; max{d + h; c}); (c + h; d)}.
However, this is a contradiction, since a ≥ c and b ≥ d. Therefore, (a; b) can
never be involved in an optimal solution and can be safely discarded. This
implies that each list T [i; k] should only contain atoms.
From Lemma 9.1.1, it follows that each of the (n + 1) × (n + 1) entries of T
is computed in O(n2 ) time. Thus, our algorithm needs O(n4 ) time in total. For
a xed label height h, the algorithm outputs a boolean value, which indicates
whether there exists a legal label placement. This is done by identifying whether
there exists a non-empty list T [n; j ]; with 0 ≤ j ≤ n. By using an extra table
of the same size as T , our algorithm can easily be modi ed, such that it also
computes the exact label and leader positions.

Theorem 9.1.1. Given a rectangle R of height H and a set P ⊂ R of n sites
in general positions, there exists an O(n4 log H ) time algorithm that produces
a legal type-opo multi-stack boundary labeling with two stacks of labels on the
same side of R, such that the uniform integer height of the labels is maximum.
Proof. In order to solve the label size maximization problem, we can simply
apply a binary search on all possible discrete values for height h. To complete
the proof, observe that Hn ≤ h ≤ 2nH .
We can improve the time complexity of the algorithm of Theorem 9.1.1, by
restricting all leaders that are connected to labels on the second stack to bend
(or equivalently have their p-segments) in the second track routing area. We
state the following theorem:

Theorem 9.1.2. Given a rectangle R of height H and a set P ⊂ R of n sites in
general position, there exists an O(n2 log H ) time algorithm that produces a legal
type-opo multi-stack boundary labeling with two stacks of labels on the same side
of R, such that the leaders that are connected to labels on the second stack are
restricted to bend only in the second track routing area and the uniform integer
height of the labels is maximum.
Proof. Assuming that the sites are sorted according to increasing y-coordinate
and that all labels are of height h, we propose a dynamic programming based
algorithm, that maintains a two dimensional (n + 1) × (n + 1) table T . Each
entry T [i; k]; i ≥ k, of table T contains the highest occupied y -coordinate of the
rst stack, when the labels of the rst i sites have been placed and k out of them
have their labels on the second stack. Entry T [i; k] is ∞, when it is impossible
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to place the rst i labels with k labels on the second stack. Therefore, all table
entries T [i; k], with i < k are ∞.
As usual, the table entries are computed in a bottom-up fashion. Assuming
that we have placed the labels of the rst i − 1 sites, we proceed to place the
next label, say li , which corresponds to the i-th site in turn. We distinguish two
cases based on whether the label is placed on the rst or second stack. From
the two alternatives, we select the one, which minimizes the occupied area by
labels of the rst stack. Thus, for computing T [i; k] we only need to know the
entries T [i − 1; k − 1] and T [i − 1; k]. More precisely, we can inductively prove
that the following recurrence relation holds:
(
T [i; k ] =

T [i − 1; k ] ⊕H h;

min{yi ; T [i − 1; k ] ⊕H h};

if yi ≤ T [i − 1; k − 1]
otherwise

Our algorithm is directly based on the above recurrence relation. For a xed
label height h, it outputs a boolean value, which indicates, whether there exists
a legal label placement. This is done by checking whether there exists an index
j with 0 ≤ j ≤ n such that T [n; j ] < ∞. Since our algorithm maintains an
(n + 1) × (n + 1) table and each entry is computed in constant time, the time
complexity of our algorithm is O(n2 ). Additionally, the algorithm can easily be
modi ed, such that it also computes the label and leader positions in an optimal
solution. In that case, the algorithm needs an extra table of the same size as T .
In order to solve the size maximization problem (i.e., to determine the optimal
solution subject to the height of each label), we simply apply a binary search
on all possible discrete values for height h. To complete the proof, observe that
H
≤ h ≤ 2nH .
n

9.1.2 One-sided Boundary Labelings with Three Stacks
In this subsection, we extend the algorithms of Section 9.1.1 to support an
additional stack of labels. In particular, we consider the case, where the leaders
that are connected to labels at the i-th stack are restricted to bend in the i-th
track routing area. The objective, again, is to maximize the uniform height h
of all labels.

Theorem 9.1.3. Given a rectangle R of integer height H and a set P ⊂ R
of n sites in general position, there exists an O(n4 log H ) time algorithm that
produces a legal type-opo multi-stack boundary labeling with three stacks of labels
on the same side of R, such that the uniform integer height of the labels is
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maximum and the leaders connected to labels at the i-th stack are restricted to
bend in the i-th track routing area.
Proof. Again, assuming that the sites are sorted according to increasing ycoordinate and that all labels are of height h, we use dynamic programming
algorithm employing a table T of size (n + 1) × (n + 1) × (n + 1). For each
i ≥ k + m, entry T [i; k; m] contains a list of pairs (a; b), where a (b) is the
y -coordinate of the rst (second) stack, that is needed to place the rst i labels, when m labels are placed in the third stack, k labels are placed in the
second stack and i − k − m labels are placed in the rst stack. Note that the
height at the third stack is mh, since all leaders connected to labels of the third
stack are restricted to bend in the third track routing area. List T [i; k; m] is
empty, when it is impossible to route the rst i sites using k labels in the second
stack and m in the third stack. This implies that table entries T [i; k; m] with
i < k + m, contain empty lists. Following similar arguments as in Section 9.1.1,
entry T [i; k; m] can be computed based on the following recurrence relation:

where:

T [i; k; m] = Merge{T1 [i; k; m]; T2 [i; k; m]; T3 [i; k; m]}

(9.1)

T1 [i; k; m]

=

{(a ⊕H h; b) : ∀(a; b) ∈ T [i − 1; k; m]}

T2 [i; k; m]

=

{(yi ; b ⊕H h) : ∀(a; b) ∈ T [i − 1; k − 1; m] s.t. a < yi }

T3 [i; k; m]

=

{(yi ; yi ) : ∀(a; b) ∈ T [i − 1; k; m − 1]; s.t. mh ≤ H and (a; b) < (yi ; yi )}

List T1 [i; k; m] of Equation 9.1 captures placements of the i-th label at the
rst stack. Similarly, list T2 [i; k; m] of Equation 9.1 captures placements of the
i-th label at the second stack. Since we assumed that leaders connected to
labels at the second stack are restricted to bend in the second track routing
area, this is possible only for pairs (a; b) ∈ T [i − 1; k − 1; m] with a ≤ yi .
Finally, list T3 [i; k; m] of Equation 9.1 captures placements of the i-th label at
the third stack. This is possible only for pairs (a; b) ∈ T [i − 1; k; m − 1] with
(a; b) ≤ (yi ; yi ). To compute entry T [i; k; m], we rst remove all pairs (∞; a),
(a; ∞) from lists T1 [i; k; m], T2 [i; k; m] and T3 [i; k; m] and then we merge the
implied lists to T [i; k; m] of atoms, based on Lemma 3.3.1.

Lemma 9.1.2. For n ≥ k + m, |T [n; k; m]| ≤ n + 1.
Proof. Lists T2 [i; k; m] and T3 [i; k; m] contain pairs with same rst coordinate.
This implies that they contribute at most one atom, while list T1 [i; k; m] contains
at most i elements, since |T [i − 1; k; m]| ≤ i. Thus, T [i; k; m] ≤ i + 1.
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Each of the (n + 1) × (n + 1) × (n + 1) entries of T is computed in O(n)
time. Thus, our algorithm needs O(n4 ) time. For a xed label height h, the
algorithm outputs a boolean value, which indicates whether there exists a legal
label placement. This is done by identifying whether there exists a non-empty
list T [n; i; j ]; with 0 ≤ i + j ≤ n. By using an extra table of the same size as
T , our algorithm can easily be modi ed, such that it also computes the label
and leader positions. In order to solve the label size maximization problem, we
can simply apply a binary search on all possible discrete values for height h. To
complete the proof, observe that Hn ≤ h ≤ 3nH .

9.1.3 Two-Sided Boundary Labelings with Two Stacks on
the Right Side and a single one on the Left Side
In this subsection, we generalize the algorithms of the preceding subsections in
order to support an additional stack of labels to the left side of the enclosing
rectangle. It is intuitive that this additional stack leads to labelings with larger
labels. We assume that the labels are of uniform size (and therefore of same
height h) and we seek to maximize their heights. Note that the corresponding
problem with non-uniform labels is N P -complete, since it can be easily reduced
to the well known Partition problem, which is weakly N P -complete [GJ79].
To make the description of our algorithm simple, we number the stacks as
follows:
-

E1

is the rst stack to the right side of R.

-

E2

is the second stack to the right side of R.

-

W1

is the stack to the left side of R.

Lemma 9.1.3. Given a rectangle R of height H and a set P ⊂ R of n sites,
each associated with a label of height h, there is an O(n3 ) time algorithm that
determines whether there exists a legal type-opo boundary labeling, when three
stack of labels are proposed, one to the left and two to the right side of R and
the leaders connected to labels at the i-th stack are restricted to bend in the i-th
track routing area.
Proof. We propose a dynamic programming algorithm, that maintains a three
dimensional (n + 1) × (n + 1) × (n + 1) table T . Each entry T [i; k; l]; i ≥ k + l, of
table T contains the highest occupied y -coordinate of stack E1 , when the labels
of the rst i sites have been placed and k (l) out of them have their labels on
E2 (W1 ). Entry T [i; k; l] is ∞, when it is impossible to place the rst i labels
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with k labels on E2 and l labels on W1 . Therefore, all table entries T [i; k; l],
with i < k + l are ∞.
Assuming that we have placed the labels of the rst i − 1 sites, we proceed
to place the next label, say li , which corresponds to the i-th site in turn. We
distinguish now three cases based on whether label li is placed on E1 , E2 or W1 .
From the three alternatives, we select the one, which minimizes the occupied
area by labels on stack E1 . Thus, for computing T [i; k; l], we only need to know
the entries T [i − 1; l; k], T [i − 1; k − 1; l] and T [i − 1; k; l − 1].
We denote by TW1 [i; k; l]; i ≥ k to be the highest occupied y -coordinate of
stack E1 , when the i-th site has its label on W1 , the labels of the rst i sites
have been placed and k (l) out of them have their labels on E2 (W1 ). Similarly,
TE1 [i; k; l] and TE2 [i; k; l]; i ≥ k are de ned. Then, we can inductively prove
that the following recurrence relation holds:
T [i; k; l] = min{TW1 [i; k; l]; TE1 [i; k; l]; TE2 [i; k; l]};

where:
-

TW1 [i; k; l] = a ⊕ h; ∀a ∈ T [i − 1; k; l − 1]

-

TE1 [i; k; l] = a ⊕ h; ∀a ∈ T [i − 1; k; l]

(

-

TE2 [i; k; l] =

yi ;

∞;

if kh ≤ H and ∀a ∈ T [i − 1; k − 1; l] s:t: yi > a
otherwise

To determine whether there exists a legal label placement, we have to identify
a pair of indexes (i; j ) with 0 ≤ i + j ≤ n such that T [n; i; j ] < ∞. Our algorithm
needs O(n3 ) time and space, since it maintains a (n + 1) × (n + 1) × (n + 1)
table T and each entry is computed in constant time. By using an extra table
of the same size as T , it can easily be modi ed, such that it also computes the
label and leader positions.
To solve the size maximization problem (i.e., to determine the optimal solution subject to the height of each label), we follow the same arguments as in
Theorem 9.1.2. Theorem 9.1.4 summarizes our result:

Theorem 9.1.4. Given a rectangle R of integer height H and a set P ⊂ R
of n sites, there is an O(n3 log H ) time algorithm that determines a legal typeopo boundary labeling with uniform labels of maximum size, when three stack of
labels are proposed, one to the left and two to the right side of R and the leaders
connected to labels at the i-th stack are restricted to bend in the i-th track routing
area.
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9.2 Boundary Labelings with non-uniform Labels
In this section, we prove that the multi-stack boundary labeling problem becomes signi cantly harder, if we use non-uniform labels. Unfortunately, we have
not managed to prove the N P -hardness result for the case of type-opo leaders.
Therefore, we will restrict ourselves in leaders of type po. More precisely, for
the case where the sites can be placed in arbitrary position, i.e., the general
position restriction is relaxed, we can prove:

Theorem 9.2.1. Given a rectangle R of height H and a set P ⊂ R of n sites,
it is N P -hard to nd a legal type-po boundary labeling, when the labels are of
arbitrary size and occupy two stacks on one side of R.
Proof. Let IS = {a1 ; a2 ; : : : ; a2m } be an instance of the sum-restricted evenodd partition problem (see Section 3.2). Without loss of generality, we further
assume that a1 < a2 . We proceed to construct an instance IL of our problem
consisting of 2m sites, such that IS can be partitioned if and only if there exists
a legal labeling for instance IL .
P
Let C be a large integer, e.g., C = (2m + 1)2 i∈J ai . Without loss of
generality, we assume that the bottom left corner of the enclosing rectangle R
is (0; 0). We also set its width W to be equal to 2mC , whereas its height H to
P
be equal to mC + 12 i∈J ai . Each site si is associated with a label li of height
hi = C + ai . In the proposed construction, the odd and even indexed sites lie
on two separate lines (refer to the dashed and dotted lines of Figure 9.2). A
detailed description of their exact positions is given below:
- The odd indexed sites s2i−1 ; i = 1; 2; : : : ; m − 1 are collinear and lie on
the line, which is de ned from the points (0; 0) and (W=2; H ), such that:
(2i−1)C
, i = 2; 3; : : : ; m − 1 (refer to the dashed line
y1 = 0 and y2i−1 =
2
of Figure 9.2). Note that the exact positions of the odd indexed sites
are well-speci ed, since the sites are collinear and we have speci ed their
y -coordinates.
- The even indexed sites s2i ; i = 1; 2; : : : ; m are also collinear and lie on
the line, which is de ned from points (0; H − C ) and (W=2; H ), such that:
C
y2 = H − C and y2i+2 − y2i = m
, i = 1; 2; : : : ; m − 1. (refer to the dotted
line of Figure 9.2). Again the exact positions of the even indexed sites
are well-speci ed, since the sites are collinear and we have speci ed their
y -coordinates.
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Figure 9.2: Instance to which the sum-restricted even-odd partition is reduced.
- The remaining site s2m−1 has x-coordinate x2m−1 = x2m +2x2m−3 , while
its y -coordinate is almost identical to that of site s2m (i.e., 0 < (y2m −
y2m−1 ) → 0).
The construction we propose is depicted in Figure 9.2 and can be obtained in
linear time. Note that the last condition (i.e., 0 < (y2m−1 − y2m ) → 0) ensures
that no horizontal leader can lie between s2m−1 and s2m . Also, observe, that
both stacks contribute 2H height, which is equal to the sum of all label heights.
This implies that the labeling should be tight. Therefore, we use the fact that
the labels are open and use the small gaps between the labels of the rst stack
as corridors to route the leaders, that connect sites with labels at the second
stack (see Figure 9.2). The construction also ensures that the same number of
labels is placed at the two stacks.
Suppose that there exists a subset I of J = {1; 2; : : : ; 2m} of instance IS ,
such that all conditions of the sum-restricted even-odd partition problem are
satis ed. If i ∈ I , then the label of site si is placed at the rst stack. The
placement of the labels at the rst stack is done by preserving the order of their
indices, i.e., label li will be stacked lower than lj , if i < j (see Figure 9.2).
The remaining labels (i ∈ J − I ) are placed at the second stack in the same
manner. The third condition of the sum-restricted even-odd partition problem
combined with the assumption that a1 < a2 , implies that there exists no label
that cannot be hit by a leader. Then, a legal labeling can be obtained as follows:
We consider the sites from bottom-to-top. Let si the i-th lowest site. If the
label li of site si is to be placed at the second stack, we use the lowest available
corridor to connect si with li through a leader of type po. In the case, where the
label of si is to be placed at the rst stack, the connection is straight-forward.
Suppose now that there exists a legal labeling L for instance IL . Then, the
labels should be partitioned into two sets of equal cardinality, such that the sum
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of the label heights of each set sums up to H . Inductively, we can show that two
consecutive sites s2i−1 and s2i , i = 1; 2; : : : ; m cannot both have their labels at
the same stack and that label li should be stacked lower than lj if both li and
lj belong to the same stack and i < j . So, the indices of the sites whose labels
lie at the rst stack imply the desired partition I of J of instance IS .

Remark 9.2.1. For the sake of simplicity, the above reduction was given assuming that the sites are in arbitrary position, i.e., the general position restriction
was relaxed. However, the proof can easily be applied in the case of sites in
general position, assuming that the sites s1 ; : : : ; s2m lie on two slightly sloped
parabolas.
As already mention, we have not managed to prove the N P -hardness result
for the case of type-opo leaders. However, we can show that the problem is
N P -hard, if we restrict ourselves in sites, which may have two candidate point
positions, i.e., leader of site si connects either point p1i = (x1i ; yi1 ) or point
p2i = (x2i ; yi2 ) with label li . In this case, we state the following theorem.

Theorem 9.2.2. Given a rectangle R of height H , a set P ⊂ R of n sites,
each associated with two candidate point positions, it is N P -hard to nd a legal
type-opo boundary labeling, when the labels are of arbitrary size and occupy two
stacks on one side of R.
Proof. Let IS = {a1 ; a2 ; : : : ; a2m } be an instance of the sum-restricted evenodd partition problem (see Section 3.2). Without loss of generality, we further
assume that a1 < a2 . We proceed to construct an instance IL of our problem
consisting of 2m sites, such that IS can be partitioned if and only if there exists
a legal labeling for instance IL .
P
Let C be a large integer, e.g., C = (2m + 1)2 i∈J ai . Without loss of generality, we assume that the bottom left corner of the enclosing rectangle R is
(0; 0). We also set its width W to be equal to 2mC , whereas its height H to
P
be equal to m(C + 1) + 21 i∈J ai . The point set P = {s1 ; s2 ; : : : ; s2m } consists of 2m sites. Each site si is associated with two candidate point positions
p1i = (xi ; yi1 ) and p2i = (xi ; yi2 ). Consecutive sites s2i−1 and s2i , i = 1; 2; : : : ; m,
form m parallelograms ri , i = 1; 2; : : : ; m, such that y21i−1 < y21i < y22i−1 < y22i
and |y22i−1 − y21i | = a2i−12+a2i + 1. (see Figure 9.3). We assume that parallelogram ri is placed lower than rj , when i < j . The vertical distance between
two consecutive parallelograms is C , whereas the vertical distance between the
bottommost (topmost) parallelogram r1 (rm ) and the bottom (top) side of the
enclosing rectangle R is C=2. The label li of site si has height hi = C + ai + 1,
P
P
thus i∈J hi = 2m(C + 1) + i∈J ai .
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Figure 9.3: Instance to which the sum-restricted even-odd partition is reduced.
The construction we propose is depicted in Figure 9.3 and can be obtained
in linear time. Observe, that both stacks contribute 2H height, which is equal
to the sum of all label heights. This implies that the labeling should be tight.
So, as in the proof of Theorem 9.2.1, we will use the small gaps between the
labels of the rst stack as corridors to route the leaders, that connect sites with
labels at the second stack. The construction also ensures that the same number
of labels is placed at the two stacks and that all leaders should bend in the rst
track routing area only.
Suppose now that there exists a legal labeling L for instance IL . Observe
that two consecutive sites s2i−1 and s2i , i = 1; 2; : : : ; m cannot both have their
labels at the same stack, because in this case at least one corridor is lost and
therefore at least one label at the second stack cannot be routed. To avoid
leader crossings, the order of indices should be preserved in both stacks, i.e.,
if i < j then label li is stacked lower than lj , which is equivalent to the third
condition of sum-restricted even-odd partition problem. The indices of the sites
with labels at the rst stack imply the partition of instance IS .
Suppose that there exists a subset I of J = {1; 2; : : : ; 2m} of instance IS ,
such that all conditions of the sum-restricted even-odd partition are satis ed.
If i ∈ I , then the label of site si is placed at the rst stack preserving the order
of indices. The remaining labels (i ∈ J − I ) are placed at the second stack in
the same manner. The third condition of the sum-restricted even-odd partition
problem combined with the assumption that a1 < a2 , implies that there exists
no label that cannot be hit by a leader. Then, a legal labeling can be obtained
as follows: We consider the sites from bottom-to-top. Let si the i-th lowest
site. If the label li of site si is to be placed at the second stack, we use the
lowest available corridor to connect si with li through a leader of type opo. In
the case, where the label of si is to be placed at the rst stack, the connection
can be done through a leader of type o. Since two consecutive sites s2i−1 and
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form a parallelogram ri , we can determine in constant time the proper point
positions of both s2i−1 and s2i , such that their leaders do not intersect.

s2i

9.3 Sample Labelings
In this section, we present some characteristic drawings obtained by implementations of the algorithms presented in this chapter. Figures 9.4 and 9.5 depict
regional maps of UK and Italy, respectively. The labels occupy two stacks on
the right side of the enclosing rectangle and their heights are maximized. In
Figures 9.4a and 9.5a the leaders that connect sites with labels at the second
stack can bend either in the rst or in the second track routing area, whereas
in Figures 9.4b and 9.5b only in the second track routing area. Therefore, the
labels of Figures 9.4a and 9.5a are slightly larger than those of 9.4b and 9.5b.
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(a)

Leaders connecting sites with labels at the second stack can bend either in the rst or in the
second track routing area

(b)

Leaders connecting sites with labels at the second stack are restricted to bend in the second
track routing area

Figure 9.4: Regional maps of UK
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(a)

Leaders connecting sites with labels at the second stack can bend either
in the rst or in the second track routing area

(b)

Leaders connecting sites with labels at the second stack are restricted
to bend in the second track routing area

Figure 9.5: Regional maps of Italy
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Boundary Labeling Software
In this chapter, we introduce BLer, a prototype tool aiming to automate the
boundary labeling process. It targets the areas of technical and medical drawings, where it is often common to explain certain features of the drawing by
blocks of text that are arranged on its boundary.

10.1 BLer: A Boundary Labeller for Technical Drawings
BLer is a prototype tool that supports the boundary labeling model and facil-

itates the annotation of drawings with text labels. It is suitable for the production of medical atlases and technical drawings, where the basic requirement
is large labels. It is entirely written in Java based on the yFiles class library
(http://www.yworks.com).
To the best of our knowledge, no other drawing software includes support
for automated placement of labels on (or near) the boundary of the drawing.
Only SmartDraw (http://www.smartdraw.com) seems to provide such labelings,
however drawings are produced manually (based on a wide range of templates),
not automatically.

10.1.1 The Labeling Process
BLer enables the user to quickly generate boundary labelings from scratch. It's

environment (see Figure 10.1a) supports multiple views of the labeling and
directs the user through the steps of the labeling process. The labeling process
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followed by the user in order to create a labeling of a diagram consists of the
following steps:
1. Diagram loading. The user loads the diagram to be annotated with labels.
The diagram must be in either the jpeg or the gif format and it is treated
as background.
2. De nition of enclosing rectangle. The user de nes a rectangle which contains the drawing. The labels will be placed on the boundary of this
rectangle.
3. De nition of features. The user speci es the features of the diagram
(point-sites or area-sites). The features can only be located inside the
enclosing rectangle. For each feature the user speci es the text of the
corresponding label.
4. Production of boundary labeling. The user has to specify the parameters
of the labeling. These include: the sides of the enclosing rectangle where
labels can be placed (medical atlases usually have the labels on their left
or right sides, technical drawings have labels on all 4 sides), the type of
the labels (variable or uniform size), the type of the leaders (opo; po, or
s), the type of the ports ( xed or sliding along the label side).
The user can also instruct BLer to use a legend (see Figure 10.1b). Legends
are useful in cases where the labels (due to their size and number) do not
all t on the boundary of the enclosing rectangle. When a legend is used,
labels of appropriate uniform size are used, each containing a number
which refers to a particular line of the legend. The legend is treated as a
oating object and can be manually placed anywhere around the resulting
labelling.
The labelings produced by the current version are based on algorithms
presented in this thesis. We support a series of models and algorithms for
ecient boundary labelings. We have implemented most of the algorithms
presented in this thesis. They minimize either the total leader length or
the total number of leader bends and contain no crossings. The resulting
drawings are simple, in terms of readability, ambiguity and legibility.
As expected from a labeling tool, it supports storing, reloading and postprocessing of labelings. It provides advanced graphic functionality, including
popup menus, printing capabilities, custom-zoom, t-in window, selection, dragging and resizing of objects.
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10.1.2 Sample Outputs
We present some characteristic outputs of BLer. Figure 10.1d depicts a medical
map of the regions of a human head. We have chosen type-po leaders, such that
labels are placed directly to the right of the drawing and the ports are sliding.
Figures 10.1b and 10.1c shows two technical drawings. Such drawings are
very common in technical manuals of several devices. Figure 10.1b depicts a
technical drawing of a cb radio, where we have chosen type-s leaders, such
that labels are treated as legends around the drawing and the ports are sliding.
Figure 10.1c depicts a technical drawing of a motherboard, where we have chosen
type-opo leaders, such that labels are placed directly to the right of the drawing
and the ports are sliding.

A snapshot of Bler.

(b)

A technical drawing of a cb radio.

A technical drawing of a motherboard.

(d)

A medical map of a human head.

(a)

(c)

Figure 10.1: Characteristic outputs of BLer
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The Metro-Line Crossing
Minimization (MLCM)
Problem
In this chapter, we de ne the metro-line crossing minimization (MLCM) problem, a relatively new problem, closely related to the map labeling problem, that
arises when drawing metro maps or public transportation networks, in general.
We present several variants of this problem and we also present de nitions and
notation that will be used throughout this part of the thesis.

11.1 Motivation
Metro maps or public transportation networks are quite common in our daily life
and familiar to most people. The visualization of such maps takes inspiration
from the fact that the passengers riding the trains are not too concerned about
the geographical accuracy of the train stations over the map, but they are more
interested in how to get from one station to another, and where to change
trains. Therefore, almost all metro maps look like more as electrical schematics,
on which all stations are almost equally spaced, rather than true maps (see
Figure 11.1).
In general, a metro map can be modeled as a tuple (G; L), which consists of
a connected graph G = (V; E ), referred to as the underlying network, and a set
L of simple paths on G. The nodes of G correspond to train stations, an edge
159
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Figure 11.1: A map illustrating Munich's S-Bahn and U-Bahn networks obtained
from http://www.mvv-muenchen.de.

connecting two nodes implies that there exists a railway track connecting them,
whereas the paths illustrate the lines connecting terminal stations. Then, the
process of constructing a metro map consists of a sequence of steps. Initially,
one has to draw the underlying network nicely. Then, the lines have to be
properly added into the visualization and, nally, a labeling of the map has to
be performed over the most important features.
In the graph drawing and computational geometry literature, the focus so
far has been nearly exclusively on the rst and the third step. Closely related to
the rst step are the works of Hong et al. [HMN04], Merrick and Gudmundsson
[MG06], Nollenburg and Wol [NW05] and Stott and Rodgers [SR04]. The
map labeling problem has also attracted the interest of several researchers, as
mentioned in Chapter 1.
Interestingly enough, the intermediate problem of adding the line set into
the underlying network was recently introduced by Benkert et al. [BNUW06].
It is motivated by the fact that an edge within the underlying network may
be used by several metro lines. Since crossings within a visualization are often
considered as the main source of confusion, the main goal is to draw the lines,
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so that they cross each other as few times as possible. This problem is referred
to as the metro-line crossing minimization problem (MLCM). The problem of
determining a solution of the general metro-line routing problem, in which the
graph drawing and line routing are solved simultaneously would be of particular
interest as a second step in the process of automated metro map drawing.

11.2 De nitions and Notation
The input of the metro-line crossing minimization problem consists of a connected, embedded, planar graph G = (V; E ) and a set L = {l1 ; l2 : : : lk } of simple
paths on G, called lines. We will refer to G as the underlying network and to the
nodes of G as stations. Each line li consists of a sequence of edges e1 = (v0 ; v1 );
e2 = (v1 ; v2 ); : : : ; ed = (vd−1 ; vd ) of G. The nodes v0 and vd are referred to as
the terminals of line li . Equivalently, we say that the line terminates at or has
terminals at nodes v0 and vd . By |li | we denote the length of line li . Formally,
the MLCM problem is de ned as a tuple (G; L), where G is the underlying
network and L is the set of lines.
The output of the MLCM problem should specify an ordering of the lines at
each side of each station, so that the number of crossings among pairs of lines
is minimized.
One can de ne several variations of the MLCM problem based on the type
of the underlying network, the location of the crossings and/or the location of
the terminals (refer to Figure 11.1). In general, the underlying network is an
undirected graph. However, since the problem is relatively new, the cases of
path and tree networks are also of particular interest.
As already stated, each line that traverses a station u has to touch two of
the sides of u at some points (one when it \enters" u and one when it \exits" u).
These points are referred to as tracks (see the dark-gray colored bullets on the
boundary of each station in Figure 11.2b). In general, we may permit tracks to
all sides of each station, i.e., a line that traverses a station may use any side of
it to either \enter" or \exit" (see Figure 11.2a). In the case where the stations
are represented as rectangles, this model is referred to as the 4-side model. In
the general case where the stations are represented as polygons of at most k
sides, this model is referred to as the k-side model. A more restricted model,
referred to as the 2-side model, is the one where i) the stations are represented
as rectangles and ii) all lines that traverse a station may use only its left and
right side (see Figure 11.2b).
A further re nement of the MLCM problem concerns the location of the
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(a) 4-side

model - Station crossings.

(b) 2-side

model - Edge crossings.

Figure 11.2: The underlying network is the gray colored graph. We have used different types of lines to denote di erent lines.

crossings among pairs of lines. If the relative order of two lines changes between
two consecutive stations, then the two lines must intersect between these stations
(see Figure 11.2b). We call this an edge crossing. As opposed to an edge crossing,
a station crossing occurs inside a station. For aesthetic reasons, we want to avoid
station crossings whenever this is possible (e.g., in the case of 4-side model this
is not always feasible; see Figure 11.2a).
A particularly interesting case that arises under the 2-side model and concerns the location of the line terminals at the nodes is the one where the lines
that terminate at a station occupy its topmost and bottommost tracks, in the
following referred to as top and bottom station ends, respectively. The remaining tracks on the left and right side of the station are referred to as middle
tracks and are occupied by the lines that pass through the station. Figure 11.3
illustrates the notions of top and bottom station ends and middle tracks on the
left and right side of a station (solid lines correspond to lines that terminate,
whereas the dashed lines correspond to lines that go through the station). Based
on the above, we de ne the following two variants of the MLCM problem:
(a) The MLCM problem with terminals at station ends (MLCM-SE), where we
ask for a drawing of the lines along the edges of G so that (i) all lines
terminate at station ends and (ii) the number of crossings among pairs of
lines is minimized.
(b) The MLCM problem with terminals at xed station ends (MLCM-FixedSE),
where all lines terminate at station ends and the information whether a line
terminates at a top or at a bottom station end in its terminal stations is
speci ed as part of the input. We ask for a drawing of the lines along the
edges of G so that the number of crossings among pairs of lines is minimized.
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Top station ends
Middle tracks
Bottom station ends

Figure 11.3: Station ends and middle tracks.

11.3 Related Literature
The problem of drawing a graph with a minimum number of crossings has been
extensively studied in the graph drawing literature. For a quick survey refer to
[BETT99] and [KW01]. However, in the problems we study we assume that the
underlying graph has already received an embedding and we seek to draw the
lines along the graph's edges, so that the number of crossings among pairs of
lines is minimized.
The MLCM problem was recently introduced by Benkert et. al in [BNUW06].
In their work, they proposed a dynamic-programming based algorithm that runs
in O(n2 ) time for the so-called one-edge layout problem, which is de ned as follows: Given a graph G = (V; E ) and an edge e = (u; v ) ∈ E , let Le be the set
of lines that traverse e. Le is divided into three subsets Lu , Lv and Luv . Set
Lu (Lv ) consists of the lines that traverse u (v ) and terminate at v (u). Set Luv
consists of the lines that traverse both u and v and do not terminate either at u
or at v . The lines for which u is an intermediate station, i.e., Luv ∪ Lu , enter u
in a prede ned order Su . Analogously, the lines for which v is an intermediate
station, i.e., Luv ∪ Lv , enter v in a prede ned order Sv . The number of pairs
of crossing lines is then determined by inserting the lines of Lu into the order
Sv and by inserting the lines of Lv into the order Su . The task is to determine
appropriate insertion orders so that the number of pairs of crossing lines is minimized. However, in their work Benkert et. al [BNUW06] do not address the
case of larger graphs and they leave as an open problem the case where the lines
that terminate at a station occupy its station ends.
Asquith et al. [AGM08] proved that the MLCM-FixedSE problem is solvable in polynomial time in the case where the underlying network is an arbitrary
planar graph. The time complexity of their algorithm was O(|E |5=2 |L|3 ). They
also proposed an integer linear program for the MLCM-SE problem, which always determines an optimal solution regardless of the type of the underlying
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network.
A closely related problem to the one we consider is the problem of drawing a metro map nicely, widely known as metro map layout problem. Hong et
al. [HMN04] implemented ve methods for drawing metro maps using modications of spring-based graph drawing algorithms. Stott and Rodgers [SR04]
have approached the problem by using a hill climbing multi-criteria optimization technique. The quality of a layout is a weighted sum over ve metrics that
were de ned for evaluating the niceness of the resulting drawing. Nollenburg
and Wol [NW05] speci ed the niceness of a metro map by listing a number
of hard and soft constraints and they proposed a mixed-integer program which
always determines a drawing that ful lls all hard constraints (if such exists) and
optimizes a weighted sum of costs corresponding to the soft constraints.
Relevant to the problem we study, is also the problem of computing a con uent drawing of a given non-planar graph (see [DEGM05], [HPSS07]). Con uent
drawings capture the connection properties of train tracks as follows: Edge
crossings are allowed, however they are hidden in the drawing. This is accomplished by allowing group of edges to merge together and drawn as \tracks", so
that edge crossings are turned into overlapping paths, like merging train tracks
into a single track.
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The MLCM Problem on
Paths and Trees
In this chapter, as a rst step towards solving the metro-line crossing minimization problem in arbitrary graphs, we study path and tree networks. We examine
several variations of the problem for which we develop algorithms for obtaining
optimal solutions.

12.1 The MLCM Problem on Paths
In this section, we consider the case where the underlying network G is a path
and its stations are restricted to lie on a horizontal line. We adopt the 2-side
model where each line uses the left side of a station to \enter" it and the right
one to \exit" it. Then, assuming that there exist no restrictions on the location
of the line terminals at the station, it is easy to see that there exist solutions
without any crossing among lines. In fact, using a simple reduction from the
interval graph coloring problem [Gol80], we can determine a solution, which
also minimizes the number of tracks used at each individual station. So, in the
remainder of this section, we further assume that the lines that terminate at a
station occupy its top and bottom station ends.

12.1.1 The MLCM-SE Problem
In this subsection, we consider the MLCM-SE problem on a path. Since the
order of the stations is xed as part of the input of the problem, the only
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remaining choice is whether each line terminates at the top or at the bottom
station end in its terminal stations. In the following we show that under this
assumption, the problem of determining a solution so that the total number of
crossings among pairs of lines is minimized is N P -Hard. Our proof is based
on a reduction from the xed linear crossing number problem, mentioned in
Section 3.4.

Theorem 12.1.1. The MLCM-SE problem on a path is N P -hard.
Proof. Let I be an instance of the xed linear crossing number problem, consisting of a graph G = (V; E ) and a horizontal input line L, where V =
{u1 ; u2 ; : : : ; un } and E = {e1 ; e2 ; : : : ; em }. Without loss of generality, we assume that u1 < u2 < · · · < un . We construct an instance I 0 of the MLCM-SE
problem on a path as follows: The underlying network G0 = (V 0 ; E 0 ) is a path
consisting of n + 2 stations and n + 1 edges, where V 0 = V ∪ {u0 ; un+1 } and
E 0 = {(ui−1 ; ui ); 1 ≤ i ≤ n + 1}. The set of lines L is partitioned into two sets
LA and LB :
• LA consists of a suciently large number of lines (e.g., 2nm2 lines) con-

necting u0 with un+1 .

• LB contains m lines l1 ; l2 ; : : : ; lm one for each edge of G. Line li which

corresponds to edge ei of G, has terminals at the end points of ei .

Figure 12.1 illustrates the construction. First observe that all lines of LA
can be routed \in parallel" without any crossing among them (see Figure 12.1b).
Also observe that in an optimal solution none of the lines l1 ; l2 ; : : : ; lm crosses
the lines of LA , since that would contribute a very large number of crossings.
Thus, in an optimal solution each line of LB has both of its terminals either at
top or at bottom station ends. So, in a sense, we exclude the case where a line
li ∈ LB has one of its terminals at a top station end, whereas the second one at
a bottom station end.
Assume now that there exists an optimal linear embedding of I , where the
number of crossings is k. We will construct a solution for I 0 with k crossings
among pairs of lines. We rst route the lines of LA without introducing any
crossing among them. The remaining lines l1 ; l2 ; : : : ; lm will be routed either
above or below the lines of LA (refer to Figure 12.1b). We choose to route
line li above (below) the lines of the set LA , if in the embedding of I edge ei
is placed above (below) the input line L. Additionally, if in the embedding of
I , two edges ei and ej are placed above (below) L so that they do not cross
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A linear embedding
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An instance of the MLCM-SE problem

Figure 12.1: Illustration of the reduction.

each other and the semicircle of

ei

contains the one of

ej

(refer to the edges

(u1 ; u6 ) and (u2 ; u5 ) in Figure 12.1), then we route line li below (above) line lj .

This implies that these lines will not cross each other. If two edges cross each
other in the embedding of I (refer to edges (u1 ; u4 ) and (u3 ; u6 ) in Figure 12.1),
then their corresponding lines will also cross in I 0 . This implies an one-to-one
correspondence between the crossings among the edges of I and the crossings
among pairs of lines in I 0 , as desired.
Consider now the case where we have determined an optimal solution of I 0
with k pairs of crossing lines. As already mentioned, lines l1 ; l2 ; : : : ; lm do not
cross the lines of the set LA , since a solution including such a crossing is not
optimal. Therefore, each line of LB either lies entirely above the lines of LA or
below them. In the case where a line li ∈ LB lies above them, we draw edge
ei of graph G above the horizontal line L, otherwise below that. Again, it is
easy to see that there exists an one-to-one correspondence between the crossings
among the edges of I and the crossings among pairs of lines in I 0 . Therefore,
instance I has a linear embedding with k crossings among its edges.

12.1.2 The MLCM-FixedSE Problem
Theorem 12.1.1 implies that, we cannot eciently determine an optimal solution
of MLCM-SE problem on a path, provided that P =
6 N P . The main reason
for this is that the information whether each line terminates at the top or at
the bottom station end in its terminal stations is not known in advance. In
the following, we assume that this information is part of the input, which is a
reasonable assumption, since terminals may represent physical locations within
a station. In particular, we show that the MLCM-FixedSE problem on a path
can be solved in polynomial time.
To simplify the description of our algorithm, we assume that each station
ui of the path G is adjacent to two stations uti and ubi , each of which will be
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the terminal of the lines that terminated at the top and bottom station ends of
stations ui , respectively1 . In the drawing of G, uti is placed directly on top of
ui (we refer to it as the top leg of ui ), whereas ubi directly below it (bottom leg
of ui ). So, instead of restricting each line to have the terminals at a top or at
a bottom station end in its terminal stations, we will equivalently consider that
the line terminals are located at two leg stations. We refer to this special type
of graph which is implied by the addition of the leg stations as caterpillar with
at most two legs per station (see an example in Figure 12.2).

Figure 12.2: A caterpillar with at most 2 legs per station.
A caterpillar with at most two legs per station consists of two sets of stations.
The rst set, denoted by Vb , contains n stations u1 ; u2 ; : : : ; un (referred to as
backbone stations ), which form a path. In the embedding of G, these stations
are collinear and more precisely they are located on a horizontal line so that
u1 < u2 < · · · < un . The second set of stations, denoted by Vl , contains n0
stations v1 ; v2 ; : : : vn0 of degree one (referred to as leg stations or simply as legs )
each of which is connected to one backbone station. In the embedding of G, we
assume that for each backbone u one of its legs is placed directly on top of it,
whereas the second one directly below it. Each backbone station is adjacent to
at most two legs. Therefore, n0 ≤ 2n.
If v is a leg station, we will refer to its neighbor backbone station as bn(v ).
Edges that connect backbone stations are called backbone edges. Edges that
connect backbone stations with legs are called leg edges. Let l ∈ L be a line
that connects two terminals v and v 0 . If v is located to the left of v 0 in the
embedding of the underlying network, i.e., v < v 0 , then we consider v to be the
origin of line l, whereas v0 to be its destination. We also denote by Lti (Lbi )
the lines that have as origin the top (bottom) leg station adjacent to backbone
station ui . Consider now a pair of lines l and l0 that have the same origin w and
destination stations v and v 0 , respectively. We say that l precedes l0 , if when we
start moving from w along the external face of G in counterclockwise direction
1 In the degenerated case, where there exists no lines terminating either at the top or bottom
terminal tracks of station ui , we assume that either uti or ubi does not exist, respectively.
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we meet v before v 0 . The notion of precedence de nes an order  among the
lines that have the same origin, namely l  l0 , if and only if l precedes l0 .

Lemma 12.1.1. The number of tracks on the left and right side of each backbone
station that are needed in order to route all lines in L can be computed in
O (n + |L|) time.
Proof. The number of tracks on the right side of the leftmost backbone station
u1 is |Lt1 | + |Lb1 |. Due to the fact that no lines have as terminal a backbone
station, the same number of tracks are needed on the left side of station u2 .
We index the needed tracks from top to bottom (refer to Figure 12.3a). We
compute the number of tracks on the left side of any backbone station ui as
the number of lines originating at stations < ui and destined for stations ≥ ui .
Similarly, we compute the number of tracks on the right side of any backbone
station ui as the number of lines originating at stations ≤ ui and destined for
stations > ui .
By performing a left to right pass over the set of backbone stations, we
can compute the number of tracks on the left and right side of each backbone
station in O(n + |L|) total time, assuming that each backbone station u keeps
appropriate references to the number of lines originating at and destined for
u.
The basic steps of our algorithm that solves the MLCM-FixedSE problem
are outlined in Algorithm 12.1. The lines of L are drawn incrementally by
performing a left to right pass over the set of backbone stations and by extending
them from station to station with small horizontal or diagonal line segments.
Therefore, each line l ∈ L is drawn as a polygonal line.
We now proceed to explain in detail the routing in Step C of Algorithm 12.1.
Let Lv be the set of the lines that either originate at or are destined for leg
station v . In each leg edge, that connects leg station v to bn(v ), we use |Lv |
tracks indexed from right to left (refer to Figure 12.3a). These tracks will be
used in order to route the lines that either originate at or are destined for leg
station v .
In each backbone station ui , we have to route the newly \introduced" lines,
i.e., the ones that originate either at the top or at bottom leg of ui . This
procedure is illustrated in Figure 12.3a. We rst consider the top leg station uti
of ui . We sort the set Lti of the lines that originate at uti in increasing order
 of their destinations and store them in ascending order, in Sort(Lti ). Based
on this sorting we route the j -th line l in Sort(Lti ) through the j -th rightmost
track at the top of ui . l is then routed to the j -th top track on the right side
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Algorithm 12.1: MLCM-FixedSE on Paths
input : A path G = (V; E ) and a set of lines L = {l1 ; : : : ; lk }.
output : A routing of the lines along the edges of G, so that they cross
each other as few times as possible.

Step A: Based on G build caterpillar Gc = (Vb ∪ Vl ; Ec ), where:
Vb = {u1 ; : : : ; un }

and Vl = {v1 ; : : : ; vn0 }, as described above.

Step B: For each backbone station, determine the number of tracks that are
used by the lines along its left and right sides;

Step C: Route the lines as follows:
foreach backbone station ui , where i = 1 to n − 1 do
1. \Introduce" the new lines that originate at the top and bottom
legs of ui to station ui ;
2. Route the lines from the left side of ui to the right side of ui ;
3. Route the lines from the right side of ui to the left side of ui+1 ;

Step D: Remove all leg stations.

of ui . We proceed by considering the bottom leg station ubi of ui . Again, we
sort the set Lbi of the lines that originate at ubi in decreasing order  of their
destinations and store them in descending order, in Sort(Lbi ). Based on the
sorting, we route the j -th line l in Sort(Lbi ) through the j -th rightmost track at
the bottom of ui and then to the j -th bottom track on the right side of ui . We
then route the lines that go from the tracks of the left side to the tracks of the
right side of ui , by preserving their relative order.
The next step is to route the lines from the right side of ui to the left side
of ui+1 . This is done by performing three passes over the set of tracks of the
right side of ui .
In the rst pass, we consider the tracks of the right side of ui from top to
bottom and we check whether the line l that occupies the j -th track is destined
for the leg station uti+1 . In this case, we route l to the topmost available track
of the right side of ui+1 and then to the leftmost available track in the leg edge
which connects ui+1 with uti+1 (see the dotted lines of Figure 12.3b).
In the second pass, we consider the remaining tracks of the right side of ui
from bottom to top and we check whether the line l that occupies the j -th track
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(a)

Introduction of the new lines to a
station

(b)

Routing lines along a backbone
edge

Figure 12.3: Illustration of Algorithm 12.1.
is destined for the leg station ubi+1 . In this case, we route l to the bottommost
available track of the right side of ui+1 and then to the leftmost available track
in the leg edge which connects ui+1 with ubi+1 (see the dash dotted lines of
Figure 12.3b).
The remaining tracks of the right side of ui are obviously occupied by the
lines that are not destined for either uti+1 or for ubi+1 . We consider these tracks
from top to bottom and we route the line l that occupies the j -th track to
the topmost available track of the left side of ui+1 (see the dashed lines of
Figure 12.3b). The construction of Algorithm 12.1 guarantees the following two
properties:

Property of common destinations: Lines that are destined for the same
top (bottom) leg station uti (ubi ) do not cross each other along the backbone
edge which connects ui−1 with ui .

Property of parallel routing: Two lines that both traverse a backbone station ui (i.e., none of them are destined either for uti or for ubi ) do not cross
each other along the backbone edge which connects ui−1 with ui .

By combining the property of common destinations and the property of
parallel routing, we easily obtain the following lemma.

Lemma 12.1.2. In a solution produced by Algorithm 12.1, the following statements hold:
(i) Two lines l and l0 cross each other at most once.
(ii) Two lines l and l0 with the same origin do not cross each other.
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(iii) Two lines l and l0 with the same destination do not cross each
other.
(iv) Let l and l0 be two lines that cross each other, destined for leg
stations v and v0 , respectively, where v is to the left of v0 in the
embedding of G. Then, l and l0 will cross along the backbone
edge which connects uk−1 and uk , where uk = bn(v).
Consider an instance I = (G; L) of the problem we study consisting of a
caterpillar graph G with at most 2 legs per station and a set of lines L terminating at leg stations only. To prove the optimality of the solution produced by
Algorithm 12.1, we transform I to a circle graph (RG ; C) [Gol80], consisting of
a set of nodes RG and a set of chords C , so that:
• Each leg station in G corresponds to a node of RG .
• The order of the leg stations in G when moving clockwise in the external

face of G and the order of the nodes of
direction along its boundary is identical.

RG

when moving in clockwise

• Each line in L which connects two leg stations corresponds to a chord in
C connecting the corresponding nodes.

Let RG = {w1 ; w2 ; : : : ; wn0 }, where n0 is the number of leg stations of G.
W.l.o.g. we further assume that the nodes of RG are indexed so that wi+1 immediately follows wi in the clockwise direction for i = 1; 2; : : : n0 −1. Figure 12.4
illustrates such a transformation. We denote by f the function which given a
leg station in G returns the corresponding node in RG .
The transformation described above implies a lower bound on the number of
crossings among the lines in an optimal solution. More precisely, the number of
chords crossing in circle RG is a lower bound for the number of crossings in an
optimal solution of I . To see this, consider two crossing chords chi = (wsi ; wdi )
and chj = (wsj ; wdj ) in the circle graph, where si < di and sj < dj . One can
see that chi and chj cross, if and only if
si < sj < di < dj

or

sj < si < dj < di :

Translating these inequalities back to our problem, we observe that there
exist crossings which cannot be avoided. More precisely, consider the lines li
and lj , which ful ll the following: (i) li originates at f −1 (wsi ) and is destined
for f −1 (wdi ) and (ii) lj originates at f −1 (wsj ) and is destined for f −1 (wdj ). It
is easy to see that li and lj form a \cross" within the underlying network and
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Figure 12.4: An instance I = (G; L) is transformed to a circle graph.
they inevitably intersect (see the lines that correspond to the crossing chords of
Figure 12.4).

Lemma 12.1.3. The number of crossings produced by Algorithm 12.1 for instance I is the same as the number of chords crossing in circle RG .
Proof. Assume to the contrary that there exists two lines l and l0 which, when
routed by Algorithm 12.1, cross each other in G and their associated chords do
not cross in RG . By Lemma 12.1.2.ii and Lemma 12.1.2.iii, l and l0 do not share
a terminal at a common leg station, which also holds in the circle and thus in
RG (i.e., chords that share a common end point do not cross each other).
Without loss of generality, we assume that l (l0 ) is destined for leg station v
(v 0 ), where v is to the left of v 0 in the embedding of G. Algorithm 12.1 ensures
that l and l0 will cross along the backbone edge which connects uk−1 and uk ,
where uk = bn(v ) and that l0 is not destined for v , i.e., v 6= v 0 . The contradiction
is implied by the fact that such a pair of lines corresponds to two crossing chords
in RG .

Lemma 12.1.4. Assume a caterpillar with at most two legs per station and let
the lines terminate at leg stations only. Then, the problem of drawing a set of
lines L in an n-station caterpillar with two legs per station so that the number
P
of crossings among pairs of lines is minimized can be solved in O(n + |iL=1| |li |)
time.
Proof. By Lemma 12.1.1, Step B of Algorithm 12.1 needs O(n +|L|) time. Using
bucket sort [CLRS01], we can sort all lines at each individual leg station v in
O (|Lv |) time, where Lv is the set of lines that originate at v . Therefore, Step
P
C.1 needs a total of O(|L|) time. Steps C.2 and C.3 need O( |iL=1| |li |) time in
total.
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Theorem 12.1.2. An instance (P; L) of the MLCM-FixedSE problem on an
P|L|
n-station path P can be solved in O (n + i=1 |li |) time.

12.2 The MLCM Problem on Trees
In this Section, we consider the MLCM problem on a tree T = (V; E ), where
V = {u1 ; : : : ; un } and E = {e1 ; : : : ; en−1 }. In the embedding of T , we assume
that the neighbors of each station u of T are located either to the left or to the
right of u (refer to Figure 12.5). In particular, we consider a \left-to-right tree
structured network " to represent the underlying network. In such a network,
we do not allow lines which make \right-to-right" or \left-to-left" turns, which
implies that all lines should be x-monotone. For instance, in Figure 12.5, we
would not permit a line connecting the two leftmost leaves. This assumption is
motivated by the fact that a train cannot make a 180◦ turn within a station.
We seek to route all lines along the edges of T , so that the total number of
crossings among pairs of lines is minimum.

Figure 12.5: A \left-to-right tree structured network". Nodes containing diamonds

or cycles correspond to terminal stations. Diamonds correspond to
potential origins. Cycles correspond to potential destinations.

We adopt the 2-side model, where each line uses the left side of a station
to \enter" it and the right side to \exit" it. We refer to the edges that are
adjacent to the left (right) side of station u in the embedding of T as incoming
(outgoing) edges of u (see Figure 12.6a). Since we assume that the lines are
x-monotone, the notions of the origin and the destination of a line, as de ned
in Section 12.1.2, also apply in the case of line crossing minimization on \leftto-right tree structured network".
We consider the case where all line terminals are located only at stations
of degree 1 (see Figure 12.5) and the lines can terminate at any track of their
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Figure 12.6: (a) Incoming and outgoing edges of a station u. (b) A sample Euler-

tour-numbering of a \left-to-right tree structured network" starting
from the leftmost station

terminal stations2 . Since the number of lines that \enter" an internal station is
equal to the number of lines that \exit" it, we simply have to specify either the
order of the lines that enter the station or the corresponding order when they
leave it. Recall that we do not permit crossings inside the stations.
Assuming that the edges of T are directed from left to right in the embedding
of T , we rst perform a topological sorting over the stations of T . As in the
preceding section, we route the lines along the edges of T incrementally. We
consider the stations of T in their topological order. This ensures that whenever
we consider the next station u all of its incoming lines have already been routed
up to its left neighbor stations.
A key component of our algorithm is a numbering of the stations of the
underlying network T based on the station u, that we are currently processing,
e.g., a function ETNu : V → {0; 1; : : : ; |V | − 1} . More precisely, given a station
u of T , we number all stations of T according to the order of rst appearance
when moving clockwise along the external face of T starting from station u.
Note that such a numbering is unique with respect to the station u and we
refer to it as the Euler tour numbering starting from station u or simply as
ETNu . Also, note that the computation of only one numbering is enough (say a
numbering from the station with the smallest topological order number) in order
to compute the corresponding Euler tour numberings from any other station of
T , since ETNv (w ) = (ETNu (w )− ETNu (v )) mod |V |. Figure 12.6b illustrates such
a numbering.
The basic steps of our algorithm are outlined in Algorithm 12.2. As already
2 Recall that, in the case of a path network, this problem was quite easy due to the structure
of the path.
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mentioned, we consider the stations of T in their topological order. Each time
we consider a new station u, we distinguish the following cases:

Case 1:

indegree(u) = 0

Case 2:

indegree(u) = 1

Case 3:

indegree(u) > 1

If station u is of indegree zero (i.e., u is a leaf containing the origins of some
lines), we simply sort the lines that originate from u based on the Euler
tour numbering ET Nu (starting from u) of their destinations in ascending
order. They are assigned tracks based on their sorted order from top to
bottom.

We simply pass the lines from the left neighbor station of u to u without
introducing any crossing (i.e., by keeping the order of the lines unchanged).

In the case where station u is of indegree greater than one, we have to
\merge" its incoming lines and thus, we may introduce crossings. We
\stably merge"3 the incoming lines based on the Euler tour numbering
(obtained from u) of their destinations so that: i) Lines coming along
the same edge do not change order, and ii) if two lines with the same
destination come along di erent edges, the one coming from the topmost
edge is considered to be smaller.

The construction of Algorithm 12.2 supports the following Lemma:

Lemma 12.2.1. In a solution produced by Algorithm 12.2 the following statements hold:
(i) Two lines l and l0 cross each other at most once.
(ii) Two lines l and l0 with the same origin/destination do not cross
each other.
(iii) Let l and l0 be two lines that cross each other. Then, l and l0
will cross just before entering their leftmost common station.
Proof. The rst property is implied by the fact that the underlying network
is a tree. The second property is due to the sorting of the lines, taking place
3 Given

two sorted lists A and B of n and m elements, respectively, a stable merging of A
and B is a sequence S of n + m elements, consisting of the elements of A and B , such that i)
S is sorted and ii) the internal ordering of A and B is maintained in the resulting sequence
S , i.e., elements with the same value appear in sequence S in the same order in which they
appear in sequences A and B before the merging [CLRS01, pp 170], [Sym95].
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Algorithm 12.2: MLCM on Trees
input : A set of lines L = {l1 ; : : : ; lk } and an embedded tree T = {V; E }.
output : A routing of the lines along the edges of T , so that they cross
each other as few times as possible.
require In the embedding of T , we assume that the neighbors of each
:
station u of T are located either to the left or to the right of u.
The terminals are located only at leaf stations.

{Step

A: Topological Sorting}

{Step

B: Compute an Euler Tour Numbering}

Perform a topological sorting over the stations of T , assuming that the
edges of T are directed from left to right in the embedding of T ;
Compute an Euler tour numbering of the stations of T starting from the
station with the smallest topological order number;
{Step

C: Line Routing}
foreach station u in topological order do
if (inDegree(u) == 0) then

Sort the lines that originate at u based on the Euler tour numbering
ET Nu (starting from u) of their destination stations in ascending
order and draw their tracks in this order;

else
if (inDegree(u) == 1) then

Pass the lines from the left neighbor station of u to u without
introducing any crossing;

else

{inDegree(u) > 1}

\Stably merge" the incoming lines of u based on the Euler tour
numbering ET Nu (starting from u) of their destination stations
in ascending order;
Connect the lines to their corresponding tracks on the left side of
u, introducing the necessary crossings;
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at stations of indegree zero, and the stable merging, taking place at stations
of indegree greater than one. Finally, the latter property holds because of the
numbering of the stations. To see this consider two lines l and l0 that cross each
other and let u be their leftmost common station. Without loss of generality,
we further assume that l enters u from edge el , l0 enters u from edge el0 and el
is located to the top of el0 . Since l and l0 cross each other, ETNu (l) < ETNv (l0 )4 .
Therefore, the merging step of the Algorithm 12.2 will imply a crossing among
these lines before entering u.
By using Lemma 12.2.1 and by following a similar approach as in the proof of
Theorem 12.1.4, we can show that Algorithm 12.2 produces an optimal solution,
in terms of line crossings. So, we can state the following theorem.

Theorem 12.2.1. Assuming that each line terminates at leaf stations, an instance (T; L) of the MLCM problem on a \left-to-right" n-station tree T of
P
maximum indegree d can be solved in O(n + log d |iL=1| |li |) time.
Proof. Steps A and B of Algorithm 12.2 need O(n) total time. Using bucket sort
[CLRS01], we can sort all lines at each individual leaf station v in O(|Lv |) time,
where Lv is the set of lines that originate at v . Therefore, the sorting of the
lines in Step C (taking place at stations of indegree zero) needs a total of O(|L|)
time. The stable merging of the incoming lines of a station can be accomplished
by successively merging (in a bottom-up fashion, and in an order similar to that
employed by a traditional non-recursive implementation of merge-sort) pairs of
arrays, built by concatenating the destinations of the lines, that enter the station
from top to bottom. If the merging of two arrays is performed by employing
the \counting sort" stable sorting method [CLRS01] and since each line will
participate in at most log d mergings, the merging of all incoming lines will be
P
completed in O(log d |iL=1| |li |) time, where d is the maximum indegree of T .
P
Thus, the algorithm terminates after O(n + log d |iL=1| |li |) time.

Corollary 12.2.1. Assuming that each line terminates at leaf stations, an instance (T; L) of the MLCM problem on a \left-to-right" n-station tree T and
P
bounded degree can be solved in O(n + i|L=1| |li |) time.
Figure 12.7 illustrates a sample routing produced by Algorithm 12.2. We use
di erent types of lines to denote lines that originate at a common leaf station.
4 We

denote by ETNu (l) the euler tour numbering (obtained from u) of the destination of l.
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Figure 12.7: A sample routing obtained from Algorithm 12.2.

12.2.1 The MLCM-SE and MLCM-FixedSE problems
Since a path can be viewed as a degenerated case of a tree, Theorem 12.1.1 implies that MLCM-SE problem on a tree is N P -Hard. However, for the MLCMFixedSE problem we can obtain a polynomial time algorithm adopting a similar
approach as the one of Section 12.1.2. For each station u of T , we introduce at
most four new stations utL , ubL , utR and ubR adjacent to u. Node utL (ubL ) is placed
on top (below) and to the left of u in the embedding of T and contains all lines
that originate at u's top (bottom) station end. Similarly, station utR (ubR ) is
placed on top (below) and to the right of u in the embedding of T and contains
all lines that are destined for u's top (bottom) station end. In the case where
any of the utL , ubL , utR or ubR does not contain any lines we ignore its existence.
So, instead of restricting each line to terminate at a top or at a bottom station
end in its terminal stations, we equivalently consider that it terminates to some
of the newly introduced stations. Note that the underlying network remains a
tree after the introduction of the new stations, so our algorithm can be applied
in this case, too. The following theorems summarize our results.

Theorem 12.2.2. An instance (T; L) of the MLCM-FixedSE problem on a nstation \left-to-right" tree T of maximum indegree d can be solved in O(n +
P|L|
log d i=1 |li |) time.
Corollary 12.2.2. An instance (T; L) of the MLCM-FixedSE problem on a nP
node \left-to-right" tree T and bounded degree can be solved in O(n + |iL=1| |li |)
time.
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13

The MLCM Problem on
Arbitrary Graphs
In this chapter, we study the metro-line crossing minimization on arbitrary
graphs. We present two polynomial time algorithms, assuming that the terminals of the lines are located at stations of degree one. The rst solves the
general case of the MLCM problem under the k-side model, where the lines that
traverse a particular station of the underlying network are allowed to use any
side of it to either \enter" or \exit". The second one {which is more ecient
in terms of time complexity{ solves the special case of 2-side restriction, where
only the left and the right side of each station can be used. However, it can be
employed to solve the MLCM-FixedSE problem, which drastically improves the
running time of the algorithm of Asquith et al. [AGM08] from O(|E |5=2 |L|3 ) to
O (|V ||E | + |V ||L|).

13.1 The MLCM Problem under the k-side Model
In this section, we consider the metro-line crossing minimization on arbitrary
graphs under the most general k-side model. However, in order to simplify the
description of our algorithm and to make the accompanying gures simpler, we
will restrict our presentation to the MLCM problem under the 4-side model,
i.e., we assume that each station is represented as a rectangle and we permit
tracks to all four sides of each station. Our algorithm for the case of k-side
model is identical, since it is based on recursion over the edges of the underlying
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network. We assume that all line terminals are located at stations of degree
one, the lines can terminate at any track of their terminal stations, and, nally,
the sides of each station that each line may use to either \enter" or \exit" the
station are speci ed as part of the input. We further assume that an internal
station always exists within the underlying network, otherwise the problem can
be solved trivially.
The basic idea of our algorithm is to decompose the underlying network by
removing an arbitrary edge out of the edges that connect two internal stations
(and consequently partitioning the set of lines that traverse this edge appropriately), then recursively solve the subproblem and, nally, derive a solution of
the initial problem by i) re-inserting the removed edge and ii) connecting the
partitioned lines along the re-inserted edge. In the following sections, we present
the base of the recursion and the recursive step.

13.1.1 Base of recursion
The base of the recursion corresponds to the case of a graph GB consisting
of a \central station" u containing no terminals and a particular number of
terminal stations incident to u, let v1 ; v2 ; : : : ; vd (see Figure 13.1c). To cope
with this case, we rst group all lines that have exactly the same terminals into
a single line, which is referred to as bundle. The notion of bundles corresponds
to the fact that lines with same terminals are drawn in a uniform fashion,
i.e., occupying consecutive tracks at their common stations. So, in an optimal
solution once a bundle is drawn, it can be safely replaced by its corresponding
lines without a ecting the optimality of the solution. In Figure 13.1c, lines
belonging to the same bundle have been drawn with the same type of non-solid
line. Note that single lines are also treated as bundles in order to maintain a
uniform terminology (refer to the solid lines of Figure 13.1c). Then, the number
of bundles of each terminal station is bounded by the degree of the \central
station" u.
In order to route the bundles along the edges of GB , we use the Euler tour
numbering, that was de ned in Section 12.2, with a small modi cation (namely,
we are not interested in numbering all nodes of GB ). Let v be a terminal station
of GB . Then, the Euler tour numbering of the terminal stations v1 ; v2 ; : : : ; vd
of GB with respect to v is a function ETNv : {v1 ; v2 ; : : : ; vd } → {0; 1; : : : ; d − 1}.
More precisely, given a terminal station v of GB , we number all terminal stations
of GB according to the order of rst appearance when moving clockwise along
the external face of GB starting from station v , which is assigned the zero value.
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Figure 13.1: Illustration of the base of the recursion. The numbering of the lines is
arbitrary

Note that such a numbering is unique with respect to v and we refer to it as
the Euler tour numbering starting from station v or simply as ETNv . Also, note
that the computation of only one numbering is enough in order to compute the
corresponding Euler tour numberings from any other terminal station of GB ,
since ETNv0 (w) = (ETNv (w) − ETNv (v 0 )) mod d.
Our approach is outlined as follows: We rst sort in ascending order the
bundles at each terminal station v based on the Euler tour numbering ETNv of
their destinations (see Figure 13.1a). This implies the desired ordering of the
bundles along the side of each terminal station that is incident to the \central
station" u. We will denote by BND(v ) the ordered set of bundles of each terminal
station v . Then, we pass these bundles from each terminal station to the \central
station" u along their common edge without introducing any crossings (see
Figure 13.1b). This will also imply an ordering of the bundles on each side
of the \central station" u. To complete the routing procedure, it remains to
connect same bundles in the interior of the \central station" u, which may imply
crossings (see Figure 13.1c). Our approach is also outlined in Algorithm 13.1.
Note that only necessary station crossings are created in this manner, since the
underlying network is planar and from the Euler tour numbering it follows that
no edge crossings will eventually occur. Therefore the optimality of the solution
follows trivially.

13.1.2 Description of the recursive algorithm
Having fully speci ed the base of the recursion, we now proceed to describe
our recursive algorithm in detail. Let e = (v; w) be an edge which connects two
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Algorithm 13.1: Draw-Base
input : An embedded, connected, planar graph G and a set of lines L.
output : A routing of the lines on G, s.t. they cross each other as few

times as possible.
require G consists of a \central station" u containing no terminals and a
:
particular number of terminal stations incident to u, say
v1 ; v2 : : : vd .

{Step

A: Create bundles}
Group all lines that have exactly the same terminals into a single bundle;
{Step B: Compute an Euler Tour Numbering}
Compute an Euler tour numbering of the terminal stations of G starting
from v1 ;
{Step

C: Line Routing}
foreach terminal station v do
1. Sort in ascending order the bundles of v based on ETNv ;
2. Store the sorted set of bundles in BND(v );
3. Pass the bundles from v to u along their common edge without
crossings;
Connect same bundles in the interior of u.
internal stations v and w of the underlying network. If no such edge exists, then
the problem can be solved by employing Algorithm 13.1 (base of the recursion).
Let Le be the set of lines that traverse e. Any line lie ∈ Le originates from
a terminal station, passes through a sequence of edges, then enters station v ,
traverses edge e, exits station w and, nally, passes through a second sequence
of edges until it terminates at another terminal station. Let p : E × L → N
be a function, such that p(e; l) denotes the position of edge e along the line l.
Formally, Le = {le;1 ; le;2 ; : : : ; le;|Le | }, where le;i denotes the i-th line of Le . Since
each line of Le consists of a sequence of edges, Le can be written in the form
|l |
{le;i = e1e;i e2e;i : : : eke;i−1 e eke;i+1 : : : ee;ie;i ; k = p(e; le;i ); i = 1; 2; : : : ; |Le |}. We
proceed by removing edge e from the underlying network and by inserting two
new terminal stations tve and twe incident to the stations v and w, respectively
(see the dark-gray colored stations of the right drawing of Figure 13.2). Let
v
w
G∗ = (V ∪ {tve ; tw
e }; (E − {e}) ∪ {(v; te ); (te ; w )}) be the new underlying network
obtained in this manner.
Since the edge e has been removed from the underlying network, the lines of
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Figure 13.2: Illustration of the removal of an edge that connects two internal stations.

cannot traverse it any more. So, we force them to terminate at tve and twe , as
it is depicted in right drawing of Figure 13.2. This is done by splitting the set
Le into two new sets Lve and Lw
e (see Figure 13.2), which are formally de ned
as follows:
Le

• Lve = {e1e;i e2e;i : : : eke;i−1 (v; tve ); k = p(e; le;i ); i = 1; 2; : : : ; |Le |}
k+1
w
: : : ee;ie;i ; k = p(e; le;i ); i = 1; 2; : : : ; |Le |}}
• Lw
e = {(te ; w ) ee;i

|l

|

The new set of lines that it is obtained after the removal of the edge e is
L = (L − Le )∪(Lve ∪ Lw
e ). Also, observe that the removal of the edge e from the
underlying network may disconnect it. So, we distinguish two cases. In the case
where G∗ is connected, we recursively solve the MLCM problem on (G∗ ; L∗ ).
Otherwise, since G∗ was obtained from G by the removal of a single edge, it has
exactly two connected components, say G∗1 and G∗2 . Let L(G∗i ) denotes the lines
of L∗ induced by G∗i . In this case, we recursively solve the MLCM problem on
(G∗1 ; L(G∗1 )) and (G∗2 ; L(G∗2 )).
The recursion will lead to a solution of (G∗ ; L∗ ). Part of the solution consists
of two ordered sets of bundles BND(tve ) and BND(twe ) at each of the terminal
stations tve and twe , respectively. Recall that in the base of the recursion those
lines are in the bundles that have exactly the same terminals. In the recursive
step, a bundle actually corresponds to a set of lines whose relative positions
cannot be determined. In order to construct a solution of (G; L), rst we have
to restore the removed edge e and remove the terminal stations tve and twe . The
bundles BND(tve ) and BND(twe ) of tve and twe have also to be connected appropriately
along the edge e. Note that the order of the bundles of tve and twe is equal to
those of v and w, because of the base of the recursion. Therefore, the removal
of tve and twe will not produce unnecessary crossings.
We now proceed to describe the procedure of connecting the ordered bundle
sets BND(tve ) and BND(twe ) along the edge e. We say that a bundle is of size k
∗
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l1

l2
l3

bmax

BN D(tve )
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BN D(tve )

BN D(twe )

Figure 13.3: Splitting the largest bundle. Note that no equal bundles exist. The
dotted lines just illustrate which connections have to be made.

i it contains exactly k lines. We also say that two bundles are equal i they
contain the same set of lines, i.e., the parts of the lines that each bundle contains
correspond to the same set of lines. First, we connect all equal bundles. Let
b ∈ BND(tve ) and b0 ∈ BND(tve ) be two equal bundles. The connection of b and b0
will result into a new bundle which i) contains the lines of b (or equivalently of
b0 ) and ii) its terminals are the terminals of b and b0 that do not participate in
the connection. Note that a bundle is speci ed as a set of lines and a pair of
stations, that correspond to its terminals. When the connection of b and b0 is
completed, we remove both b and b0 from BND(tve ) and BND(twe ).
If both BND(tve ) and BND(twe ) are empty, all bundles are connected. In the
case where they still contain bundles, we determine the largest in size bundle,
say bmax , of BND(tve ) ∪ BND(twe ). Without loss of generality, we assume that
bmax ∈ BND(tve ) (see the left drawing of Figure 13.3). Since bmax is the largest
bundle among the bundles of BND(tve ) ∪ BND(twe ) and all equal bundles have been
removed from both BND(tve ) and BND(twe ), bmax contains at least two lines that
belong to di erent bundles of BND(twe ). So, it can be split into smaller bundles,
each of which contains a set of lines belonging to the same bundle in BND(twe )
(see the right drawing of Figure 13.3). Also, the order of the new bundles
in BND(tve ) should follow the order of their corresponding bundles in BND(twe ) in
order to avoid unnecessary crossings (refer to the order of the bundles within the
dotted rectangle of Figure 13.3). In particular, the information that a bundle
was split should be propagated to all stations that this bundle traverses, i.e.,
splitting a bundle is not a local procedure that takes place along a single edge
but it requires greater e ort. Note that the crossings between lines of bmax and
bundles in BND(twe ) cannot be avoided. In addition, no crossings among lines of
bmax occur.
We repeat these two steps (i.e., connection of equal bundles and splitting the
largest bundle) until both BND(tve ) and BND(twe ) are empty. Since we always split
the largest bundle into smaller ones, this guarantees that our algorithm regard- 186 -
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ing the connection of the bundles along the edge e will eventually terminate.
The basic steps of our algorithm are also summarized in Algorithm 13.2.

Theorem 13.1.1. Given a graph G = (V; E ) and a set of lines L on G that terminate at stations of degree one, the metro-line crossing minimization problem
under the 4-side model can be solved in O((|E | + |L|2 )|E |) time.
Proof. The base steps of the recursion (refer to Algorithm 13.1) trivially take
P|L|
O (|V | +
i=1 |li |), or simpler, O (|V ||L|) total time. In particular, the complexity of our algorithm is determined by Step D of Algorithm 13.2, where the
connection of bundles along a particular edge takes place. The previous steps of
Algorithm 13.2 need O((|V | + |E |)|E | + |V ||L|) time in total. Since we always
remove an edge that connects two internal stations, Step D of Algorithm 13.2
will be recursively called at most O(|E |) times.
In Step D:1 of Algorithm 13.2, we have to connect equal bundles. To achieve
this, we initially sort the lines of BND(twe ) using counting sort [CLRS01]. This
takes O(|L| + |Le |) time, assuming that the lines are numbered from 1 to |L|,
and we store them in an array, say B , such that the i-th numbered line occupies
the i-th position of B . Then, all equal bundles are connected by performing a
single pass over the lines of each bundle of BND(tve ). Note that given a line l that
belongs to a particular bundle, say b, of BND(tve ), we can determine in constant
time to which bundle of BND(twe ) it belongs by employing array B . So, in a total
of O(|b|) we decide whether b is equal to one of the bundles of BND(twe ), which
yields into a total of O(|Le |) time for all bundles of BND(tve ). Therefore, Step
D:1 of Algorithm 13.2 can be accomplished in O (|L| + |Le |) time.
Having connected all equal bundles, the largest bundle is then determined
in O(|me |) time, where me = BND(tve ) ∪ BND(twe ). In Step D:3 of Algorithm 13.2,
the largest bundle is split. Again, using counting sort this can be accomplished
in O(|L| + |Le |) time. The propagation of the splitting of the largest bundle in Step D:4 of Algorithm 13.2 needs O(|V ||Le |) time. The connection of
the equal bundles and the splitting of the largest bundle can be done at most
O (|Le |) times. Since |me | ≤ 2|Le | and |Le | ≤ |L|, the total time needed for
Algorithm 13.2 is O((|E | + |V ||L|2 )|E | + |V ||L|).
Note that the above straight-forward analysis can be further improved by a
factor of |V |. This is accomplished by propagating the splitting of each bundle only to its endpoints (i.e., not to all stations that each individual bundle
traverses). This immediately implies that some stations of G may still contain
bundles after the termination of the algorithm. So, we now need an extra postprocessing step to x this problem. We use the fact that the terminals of G
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Algorithm 13.2: Rec-Draw(G,L)
input : An embedded, connected, planar graph G and a set of lines L.
output : A routing of the lines on G, s.t. they cross each other as few

times as possible.
require At least one internal station exists within the initial underlying
:
network.
Rec-Draw(G=(V,E), L)
{
if (@ edge connecting internal stations)
Apply Draw-Base on (G,L);

else

then

/* Recursive step */

an edge connecting internal stations;
← set of lines that pass through e;

e = (v; w) ←
Le ⊆ L

/* Base */

k−1
+1
Le ← {le;i = e1e;i : : : ee;i
e eke;i
: : : ee;ie;i ; k = p(e; le;i ); i = 1 : : : |Le |};

|l

|

{Step A: Remove e and insert terminals tve , tw
e incident to v and w .}
w
v
;
w
)})
)
;
(
t
}
;
(
E
−
{
e
})
∪
{(
v;
t
G∗ ← (V ∪ {tve ; tw
e
e
e
{Step B: Update the set of lines; See Figure 13.2}
L∗ ← (L − Le ) ∪ (Lve ∪ Lw
e ), where:

• Lve = {e1e;i e2e;i : : : eke;i−1 (v; tve ); k = p(e; le;i ); i = 1; 2; : : : ; |Le |}
k+1
w
: : : ee;ie;i ; k = p(e; le;i ); i = 1; 2; : : : ; |Le |}}
• Lw
e = {(te ; w ) ee;i

|l

|

{Step

C: Recursive calls.}
if (G∗ is connected) then
Rec-Draw(G∗ ,L∗ )

else

the connected components of G∗ ;
← lines of L∗ induced by G∗i ;
Rec-Draw(G∗1 ,L(G∗1 ));
Rec-Draw(G∗2 ,L(G∗2 ));

G∗1 ; G∗2 ←
L(G∗i )

{Step

}

D: Bundle connection.}
while (BND(tve ) 6= ∅) do
1. Connect equal bundles of BND(tve ) and BND(twe );
2. Remove connected bundles from BND(tve ) and BND(twe );
3. Split the largest bundle bmax of BND(tve ) ∪ BND(twe );
4. Propagate the splitting of bmax to all stations that it traverses;
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do not contain bundles, since they are always at the endpoints of each bundle,
when it is split. This suggests that we can split {up to lines{ all bundles at
stations incident to the terminal stations. We continue in the same manner
until all bundles are eventually split. Note that this extra step needs a total
of O(|E ||L|) time and consequently does not a ect the total complexity, which
is now reduced to O((|V | + |E | + |L|2 )|E | + |V ||L|). Since G is connected,
|E | ≥ |V | − 1 and therefore Algorithm 13.2 needs O((|E | + |L|2 )|E |) time, as
desired.
As already stated, exactly the same algorithm can be used to solve the k-side
model. This is summarized in the following theorem.

Theorem 13.1.2. Given a graph G = (V; E ) and a set of lines L on G that terminate at stations of degree one, the metro-line crossing minimization problem
under the k-side model can be solved in O((|E | + |L|2 )|E |) time.

13.2 The MLCM Problem under the 2-side Model
In this section, we adopt the scenario of Section 13.1 under the 2-side model,
i.e., we study the MLCM problem assuming that each station is represented as
a rectangle and we permit tracks to the left and the right side of each station1 ,
i.e., one of the rectangle's sides is devoted to \incoming" edges/lines while the
other is devoted to \outgoing" edges/lines (see Figure 13.4a). This assumption
combined with the fact that we do not permit a line to use the same side of a
station to both \enter" and \exit" implies that all lines should be x-monotone.
Before we proceed with the description of our algorithm, we rst introduce
some necessary terminology, which is used in the remainder of this section. Since
the lines are x-monotone, we refer to the leftmost (resp. rightmost) terminal
of each line as its origin (resp. destination ). We also say that a line uses the
left side of a station to enter it and the right side to exit it. Furthermore, we
refer to the edges that are incident to the left (resp. right) side of each station
u in the embedding of G as incoming (resp. outgoing ) edges of station u (see
Figure 13.4a). For each station u of G, the embedding of G also speci es an
order of both the incoming and outgoing edges of u. We denote these orders by
Ein (u) and Eout (u), respectively (see Figure 13.4a).
A key component of our algorithm is a numbering of the edges of G, i.e., a
function EN : E → {1; 2; : : : ; |E |}. In order to obtain this numbering, we rst
1 Note that since the 2-side model is a restricted case of the 4-side model, Algorithm 13.2
can be applied in this case, too. Our intention is to construct a more ecient algorithm.
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Figure 13.4: (a) An illustration of the incoming/outgoing edges of a station u.

(b) An example of the construction of graph G0 in the case where the
underlying network consists of a single internal station u. (c) An edge
numbering of the underlying network.

construct a directed graph G0 = (V 0 ; E 0 ), as follows: For each edge e ∈ E of
G, we introduce a new vertex ve in G0 (refer to the black-colored bullets of
Figures 13.4b and 13.4c). Therefore, |V 0 | = |E |. Also, for each pair of edges ei
and ei+1 of G that are consecutive in that order in Ein (u) or Eout (u), where
u ∈ V is an internal station of G, we introduce an edge (vei ; vei+1 ) in G0 (refer
to the black-colored solid edges of Figure 13.4b). Finally, we introduce an edge
connecting the vertex of G0 associated with the last edge of Eout (u) to the vertex
of G0 associated with the rst edge of Ein (u) (refer to the black-colored dashed
edge of Figure 13.4b). Then, |E 0 | = O(|E |).
An illustration of the proposed construction is depicted in Figure 13.4c.
Note that all edges of G0 are either directed \downward" or \left-to-right" with
respect to an internal station. This implies that there exist no cycles within the
constructed graph (no \right-to-left" edges exist to form cycles). The desired
numbering of the edges of G is then implied by performing a topological sorting
on G0 (see Figure 13.4c). From the construction of G0 follows that the numbering
obtained in this manner has the following properties:
(i) The numbering of the incoming (resp. outgoing) edges of each internal
station u follows the order Ein (u) (resp. Eout (u)), i.e., an edge later in the
order Ein (u) (resp. Eout (u)) is assigned a greater number than an edge
earlier in this order.
(ii) The numbers assigned to the incoming edges of each internal station u are
smaller than the corresponding numbers assigned to its outgoing edges.
Since each line is a sequence of edges, it can be equivalently expressed as
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Figure 13.5: Crossings that cannot be avoided. In Figure 13.5a, ak < gq < h1 < b1
holds, whereas in Figure 13.5b, EN(e1v ) < EN(e2v ) < EN(e3v ) < EN(e4v ).

a sequence of numbers based on the edge numbering EN : E → {1; 2; : : : ; |E |}.
We refer to the sequence of numbers assigned to each line as its numerical
representation. Note that the numerical representation of each line is sorted
in ascending order, because of the second property of the numbering and the
x-monotonicity of the lines. We now proceed to consider two cases where a
crossing between two lines cannot be avoided:

Unavoidable edge crossings: Let l and l0 be two lines that share a common

path of the underlying network G. Let also a1 a2 : : : ak c1 c2 : : : cm b1 b2 : : : bn
and g1 g2 : : : gq c1 c2 : : : cm h1 h2 : : : hr be their numerical representations, respectively, where the subsequence c1 c2 : : : cm corresponds to their common path. Then, it is easy to see that l and l0 will inevitably cross i
(ak − gq ) × (b1 − h1 ) < 0. This case is depicted in Figure 13.5a. Note
that the crossing of l and l0 can be placed along any edge of their common
path. This is because we aim to avoid unnecessary station crossings.

Unavoidable station crossings: Consider two lines l and l0 that share only

a single internal station u of the underlying network. We assume that u is
incident to {at least{ four edges, say e1v , e2v , e3v and e4v , where e1v and e2v are
incoming edges of u, whereas e3v and e4v outgoing. We further assume that
l enters u using e1v and exits u using e4v . Similarly, l0 enters u using e2v and
exits u using e3v (see Figure 13.5b). Then, l and l0 form a station crossing
which cannot be avoided i (EN(e1v ) − EN(e2v )) × (EN(e4v ) − EN(e3v )) < 0.
In this case, the crossing of l and l0 can only be placed in the interior of
station u.

Our intention is to construct a solution where only crossings that cannot be
avoided are present. We will draw the lines of G incrementally by appropriately
iterating over the stations of G and by extending the lines from previously
iterated stations to the next station. Assuming that the edges of G are directed
from left to right in the embedding of G, we rst perform a topological sorting
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of the stations of G. Note that since all edges are directed from left to right,
the graph does not contain cycles (no right to left edges exist to form cycles)
and therefore a topological order exists. We consider the stations of G in their
topological order. This ensures that whenever we consider the next station, its
incoming lines have already been routed up to its left neighbors. Let u be the
next station in the order. We distinguish the following cases:

Case (a) :

indegree(u) = 0

Case (b) :

indegree(u) > 0.

(i.e., terminal station).
A station u with indegree(u) = 0 corresponds to a station which only contains the origins of some lines. In this case, we simply sort in ascending
order these lines lexicographically with respect to their numerical representations. This implies the desired ordering of the lines along the right
side of station u. It also ensures that these lines do not cross along their
rst common path.

be the incoming edges of station u, where k = indegree(u)
= 1; 2; : : : ; k . W.l.o.g. we assume that EN(eiu ) < EN(eju ),
∀i < j . The lines that enter u from e1u will occupy the topmost tracks of
the left side of station u. Then, the lines that enter u from e2u will occupy
the next available tracks and so on. This ensures that the lines that enter
u from di erent edges will not cross with each other, when entering u.

Let
and

e1u ; e2u ; : : : ; eku
eiu = (ui ; u); i

Let Liu be the lines that enter u from edge eiu , i = 1; 2; : : : ; k, ordered
according to the order of the lines along the right side of station ui . In
order to specify the order of all lines along the left side of station u, it
remains to describe how the lines of Liu are ordered when entering u, for
each i = 1; 2; : : : ; k. We stably sort in ascending order the lines of Liu based
on the numbering of the edges that they use when exit station u. Note
that in order to perform this sorting we only consider the number following
EN(eiu ) in the numerical representation of each line. Also, the stable sorting
ensures that only unavoidable edge crossings will occur along eiu . To see
this consider two lines l; l0 ∈ Liu which use the same edge to exit station
u. Since the sorting is stable their relative position will not change when
they enter u, which implies that they will not cross along the edge eiu .
Up to this point, we have speci ed the order of the lines along the left side
of station u, say Luin . In order to complete the description of this case it
remains to specify the order, say Luout , of these lines along the right side
of u. Again, the desired order Luout is implied by stably sorting the lines
of Luin based on the numbering of the edges that they use when they exit
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station u. Note that also in this case the sorting of the lines is performed
by considering only the EN-number of the edges used by the lines when
exit station u. Again, the stable sorting ensures that only unavoidable
station crossings will occur in the interior of station u.
The basic steps of our algorithm are summarized in Algorithm 13.3. Note
that the stable sortings that are performed at each terminal station ensure
that only unavoidable station and edge crossings eventually occur. Also, an
unavoidable edge crossing between two lines is always placed along the last
edge of their common path.

Theorem 13.2.1. Given a graph G = (V; E ) and a set of lines L on G that terminate at stations of degree one, the metro-line crossing minimization problem
P
under the 2-side model can be solved in O(|V ||E | + i|L=1| |li |) time.
Proof. Step A of Algorithm 13.3 needs O(|V | + |E |) time in order to perform
a topological sorting on G. In Step B:1 of Algorithm 13.3, we have to construct graph G0 and perform a topological sorting on it. This can be done in
O (|E |) time, since both the number of nodes and the number of edges of G0 are
bounded by |E |. Having computed the EN-number of each individual edge of
the underlying network, the numerical representations of all lines in Step B:2
P
of Algorithm 13.3 can be computed in O( |iL=1| |li |) time.
Using radix sort [CLRS01], we can lexicographically sort all lines at each
v
|) total time, where
terminal station v of indegree zero in O((|E | + |Lv |)|lmax
v
Lv is the set of lines that originate at v and lmax is the longest line of Lv .
Therefore, the sorting of all lines that fall into Case.(a) of Step C needs a total
of O((|E | + |L|)|V |) time, since the length of the longest line of L is at most |V |.
In Step C:1 of Algorithm 13.3, we have to {stably{ sort the lines of each
set Liu , i = 1; 2; : : : ; k based on the numbering of the edges that they use when
exit u. Using counting sort, this can be done in O(|E | + |Lu |) total time, where
Lu denotes the set of lines that traverse station u. Recall that counting sort
is stable. Similarly, Step C:2 can be accomplished using counting sort and also
needs O(|E | + |Lu |) time. Summing over all internal stations, Algorithm 13.3
P
needs O(|V ||E | + |iL=1| |li |).
As already stated, we can employ Algorithm 13.3 to solve the MLCMFixedSE problem. Our approach is as follows: For each station u of G, we
introduce four new stations, say utl , ubl , utr and ubr , adjacent to u. Station utl
(ubl ) is placed on top (below) and to the left of u in the embedding of G and contains all lines that originate at u's top (bottom) station end. Similarly, station
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Algorithm 13.3: 2-sided Algorithm
input : An embedded, connected, planar graph G and a set of lines L.
output : A routing of the lines on G, s.t. they cross each other as few
times as possible.

require Tracks are permitted to the left and the right side of each station.
:

{Step

A: Topological Sort}
Perform a topological sorting on G, assuming that the edges of G are
directed from left to right in the embedding of G;
{Step

B: Numerical represantations.}
1. Determine the EN-number of each edge e ∈ E ;
2. Rewrite all lines in numerical representation;
{Step

C: Line Routing}
foreach station u in topological order do
if (indegree(u) == 0) then

/* Case (a) */

Sort in ascending order the lines that originate from station u
lexicographically;

else

/* Case (b) */

k ← indegree(u);
e1u : : : eku ←

incoming edges of station u s.t.

EN(eju ); ∀i

eiu = (ui ; u)

and

EN(eiu )

<

Liu ←

lines that enter u from eiu in order they exit the right side of

<j

ui

{Step C.1: Find the order Luin of the lines on the left side of u}
Lu
in ← ∅;
for i = 1 to k do

Stably sort the lines of Liu based on the numbering of the edges
they use when exit u and add them to the end of Luin ;

{Step C.2: Find the order Luout of the lines on the right side of u}
u
Lu
out ← Stably sort the lines of Lin based on the numbering of the

edges they use when exit station u.

- 194 -

13.2. The MLCM Problem under the 2-side Model

195

utr (ubr )

is placed on top (below) and to the right of u in the embedding of G and
contains all lines that are destined for u's top (bottom) station end. In the case
where some of the newly introduced stations contain no lines, we simply ignore
their existence. So, instead of restricting each line to terminate at a top or at a
bottom station end in its terminal stations, we equivalently assume that it terminates to one of the newly introduced stations. Then, Algorithm 13.3 can be
used to solve the MLCM-FixedSE problem. The following theorem summarizes
this result.

Theorem 13.2.2. Given a graph G = (V; E ) and a set of lines L on G, the
metro-line crossing minimization problem with xed station ends under the 2P
side model can be solved in O(|V ||E | + |iL=1| |li |) time.
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Chapter

14
Conclusions

In this thesis, we proposed and studied an interesting alternative to the pointfeature label placement problem, namely the boundary labeling. We de ned
this alternative formally and we also proposed and studied several variations of
it with application to certain types of maps. In contrast with the traditional
labeling methods, boundary labeling o ers a more exible approach to labeling
maps containing dense point sets with large labels.
We also studied another interesting problem that is crucial in the process of
automated metro map production, namely the metro-line crossing minimization
problem. We de ned this problem formally and we also proposed and studied
several variations of it. Extending previous work on this problem, we studied the
cases where the underlying network is a path, a tree or an arbitrary graph. We
also proposed new problems, for which we presented polynomial time algorithms.
In Chapters 4 and 5, we studied the boundary labeling problem with straightline and rectilinear leaders, respectively, for which we presented a variety of
simple and ecient algorithms. However, all known type-opo boundary labelings
use a track routing area outside the enclosing rectangle to route the p-segment
of the leader. Routing the p-segment inside the enclosing rectangle might lead to
visually improved labelings. It is also intuitive that the quality of the labelings
can be improved by allowing combinations of po- and opo-leaders. To the best of
our knowledge no algorithms exist for this model in the map labeling literature.
In Chapter 6, we studied boundary labelings with rectilinear leaders. The
focus of our work was on the leader length minimization problem. The complexity of the proposed algorithm is determined by the computation of the
minimum-cost bipartite matching. Unfortunately, we cannot use Vaidya's algo197
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rithm [Vai89] to reduce it, since the leaders are neither straight lines (Euclidean
metric) nor rectilinear (Manhattan metric)1 . So, it is worth trying to derive
a more ecient matching algorithm for this metric. The evaluation of di erent optimization criteria (e.g, the one of minimizing the total number of leader
bends) would also be of particular interest.
In Chapter 7, we considered the area-feature boundary labeling problem
where area-sites are presented as gc-polygons instead of points. We presented
an ecient algorithm to determine opo-labelings of minimum total leader length,
where the labels are of uniform size, with sliding label-ports, placed on all four
sides of the enclosing rectangle R. For the special case, where the labels can
placed on two opposite sides of the enclosing rectangle R, we extended this
algorithm to support po-leaders. No results were presented for the cases of
sliding labels or non-uniform labels. Note that for the latter problem very few
results exists in boundary labeling, in general.
In Chapter 8, we considered the problem of labeling collinear sites with
\ oating" labels on the boundary on the input line. We presented ecient
algorithms to determine opo- and oL poL -labelings of either minimum total leader
length or of minimum number of leader bends for the case, where the labels are
placed above the input line. For the case, where the labels can be placed on both
sides of the input line, we showed that both problems are N P -complete. Several
problems arise from our research that need to be addressed. For example,
straight line leaders (instead of opo or oL poL ) can be used to connect each site
with its corresponding label. It would also be interesting to derive labelings
that combine the traditional labeling models 4P and 4S with our model, i.e.,
labelings that use leaders to connect labels with their corresponding sites only
in the case where it is not possible to place the labels using the 4P and/or 4S
models.
In Chapter 9, we studied the multi-stack boundary labeling problem. The
focus of our work was on the label size maximization problem. No results
are currently known regarding the total leader length minimization and the
minimization of the total number of bends.
In Chapter 12, we considered the metro-line crossing minimization problem
on path and tree networks. Clearly, our work was a rst step towards solving
the MLCM problem and its variants in arbitrary graphs. However, we only
considered the case, where the terminals are located at nodes of degree one.
No results are known regarding the case, where we permit terminals at internal
1 Recall that the length of a rectilinear leader was expressed as a linear combination of the
Manhattan and the maximum metric.
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nodes of the tree.
In Chapter 13, we studied the MLCM problem under the k-side model for
which we presented an O((|E | + |L|2 )|E |) algorithm, and a more ecient algorithm for the special case of 2-side model. Possible extensions would be to study
the problem where the lines are not simple, and/or the underlying network is
not planar. Our rst approach seems to work even for these cases, although
the time complexity is harder to analyze and cannot be estimated so easily.
Again, the focus of our work was on the case where all line terminals are located at speci c stations of the underlying network. Allowing the line terminals
anywhere within the underlying network would hinder the use of the proposed
algorithms in both models. Therefore, it would be of particular interest to study
the computational complexity of this problem.
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